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The Story behind the Succinctly Series 
 of Books 

Daniel Jebaraj, Vice President 
Syncfusion, Inc. 

taying on the cutting edge 

As many of you may know, Syncfusion is a provider of software components for the 
Microsoft platform. This puts us in the exciting but challenging position of always 
being on the cutting edge. 

Whenever platforms or tools are shipping out of Microsoft, which seems to be about every other 
week these days, we have to educate ourselves, quickly. 

Information is plentiful but harder to digest 

In reality, this translates into a lot of book orders, blog searches, and Twitter scans. 

While more information is becoming available on the Internet and more and more books are 
being published, even on topics that are relatively new, one aspect that continues to inhibit us is 
the inability to find concise technology overview books.  

We are usually faced with two options: read several 500+ page books or scour the web for 
relevant blog posts and other articles. Just as everyone else who has a job to do and customers 
to serve, we find this quite frustrating. 

The Succinctly series 

This frustration translated into a deep desire to produce a series of concise technical books that 
would be targeted at developers working on the Microsoft platform.  

We firmly believe, given the background knowledge such developers have, that most topics can 
be translated into books that are between 50 and 100 pages.  

This is exactly what we resolved to accomplish with the Succinctly series. Isn’t everything 
wonderful born out of a deep desire to change things for the better? 

The best authors, the best content 

Each author was carefully chosen from a pool of talented experts who shared our vision. The 
book you now hold in your hands, and the others available in this series, are a result of the 
authors’ tireless work. You will find original content that is guaranteed to get you up and running 
in about the time it takes to drink a few cups of coffee.  

S 
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Free forever  

Syncfusion will be working to produce books on several topics. The books will always be free. 
Any updates we publish will also be free.  

Free? What is the catch? 

There is no catch here. Syncfusion has a vested interest in this effort.  

As a component vendor, our unique claim has always been that we offer deeper and broader 
frameworks than anyone else on the market. Developer education greatly helps us market and 
sell against competing vendors who promise to “enable AJAX support with one click,” or “turn 
the moon to cheese!” 

Let us know what you think 

If you have any topics of interest, thoughts, or feedback, please feel free to send them to us at 
succinctly-series@syncfusion.com.  

We sincerely hope you enjoy reading this book and that it helps you better understand the topic 
of study. Thank you for reading. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Please follow us on Twitter and “Like” us on Facebook to help us spread the  
word about the Succinctly series! 
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Chapter 1  The core concepts: adaptive 
layout, navigation, and application’s 

lifecycle 

Adaptive layout 

As I’ve mentioned in the first part of this series of books, moving from the Windows Runtime to 
the Universal Windows Platform isn’t a big challenge: most of the APIs and the core features 
are the same. However, things are different when it comes to create the user interface: the most 
distinctive feature of Windows 10 is that it runs on multiple types of devices, with different 
screen sizes: smartphones, tablets, desktop computers, games consoles, etc. 

This flexibility was already a challenge in Windows 8.1, since on the market you could find 
phones and tablets with multiple screen resolutions and sizes, so the concept of creating a 
layout that can adapt to different screens isn’t something new. However, with Windows 10 this 
concept has become even more important, because in the past Universal apps for 8.1 were 
based on different projects (one for Windows and one for Windows Phone) and, consequently, it 
was easy to create different XAML pages, different resources, different user controls, etc. 

In Windows 10, instead, we have seen that we have a single project that runs on every platform, 
so we need to be able to adapt the same XAML page to different devices. In this first part of the 
chapter we’re going to explore all the built-in Windows 10 features that makes easier to achieve 
this goal. 

Effective pixels 

Designing the user interface for an application that runs on multiple devices can be a challenge 
because it’s simply not possible to design the interface working with real pixels, since there is a 
set of factors (resolution, screen size and viewing distance) that makes the experience too hard 
to handle. Working with real pixels would lead the designer to create elements that are perfectly 
rendered on a phone, but that may be barely visible on the Xbox One, since it’s a device used 
with a big screen and from a longer viewing distance. As such, Windows 10 has introduced the 
concept of effective pixels: when you design an element in a XAML page and you set a size 
(like a TextBlock control with a 14pt font or a Rectangle control with a width of 200 px), you 

aren’t targeting the real screen pixels, but effective pixels. 

This size will be automatically multiplied by Windows for a scale factor, which is a value 
between 100% and 400% assigned to the device based on the resolution, the screen size and 
the viewing distance. This way, as a developer, you won’t have to worry if an element is too big 
or too small: it’s up to Windows to automatically adapt it based on the device where the app is 
running, to keep the viewing experience consistent. This is possible thanks to the fact that 
XAML is a markup language that can manipulate vector elements: if you scale in or out, you 
don’t lose quality. 

www.dbooks.org
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Figure 1: How effective pixel can help to set a fixed size to an element and, at the same time, keeping it 
consistent for the user 

Breakpoints 

The most important consequence of the effective pixel approach is that, since the pixels are 
independent from the device, you can define a set of breakpoints, which is a series of snap 
points at which you can start thinking about changing the layout of your app, since you have 
switched to a device with a bigger or smaller screen. 

The below image shows a good example of breakpoints usage, taken from the native Mail app 
included in Windows 10: based on the size of the screen, you get three different experiences. 

 

 

 

 

 

 

 

 

 

 

https://winblogs.azureedge.net/win/2016/06/2_APP-DESIGN.png
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Figure 2: The Mail app changes its layout based on the size of the screen and the different breakpoints 

The biggest advantage of using effective pixels is that you can use breakpoints to distinguish 
between the various device families: 

• From 320 to 720: phones 

• From 720 to 1024: tablets & phablets 

• Over 1024: big screens, like a desktop monitor, a TV Screen or a Surface Hub 

 

Figure 3: How effective pixels are handled across different devices 

As you can see, these pixels aren’t connected to the real resolution of the device, but to the 
effective pixel’s concept. As such, for example, if the screen is wider than 1024 effective pixels, 
we can treat it as a desktop / laptop or Xbox, it doesn’t matter which is the real resolution or 
DPIs of the monitor. 

Manage the layout 

As we’ve just seen, the XAML framework helps us to create adaptive layout experiences: since 
it’s a vector-based technology, it’s able to automatically adapt to the screen’s size and 
resolution without losing quality. However, it doesn’t mean that there aren’t any precautions to 
keep in mind. The most important one is to avoid assigning a fixed size to our controls. In 
fact, when you give a fixed size to a control, it’s not able to automatically fill the available space. 
Consequently, it’s important to avoid using controls like Canvas and Border when you define 

the layout, since they work with an absolute positioning: the content can’t automatically fit the 
container, but they’re placed in a fixed position using properties like Top and Left. On the 

contrary, the Grid control is the best container that you can use to define a fluid layout: as 

we’ve seen in the previous book, you’re able to define rows and columns which size can 
automatically adapt to the content. 

www.dbooks.org
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Figure 4: A fluid layout sample: on a bigger screen, the application can display more content than on a smaller 
screen. 

However, there are some scenarios where this approach can lead to some issues, especially in 
games. Let’s take, as example, a chess game: the number of squares on a chessboard is fixed, 
no matter the size of the device. In a scenario like this, we don’t need to display more content if 
the screen is bigger: we just need to display the content with a bigger size. For these situations, 
we can use the ViewBox control, which can automatically scale the content based on the 

screen’s size: on bigger devices, the content will simply look bigger, but the content’s density 
will be always the same. 

Using this control is very easy: just wrap, inside it, the XAML controls you want to automatically 
scale, like in the following sample. 

 

<Viewbox> 
    <StackPanel> 
        <TextBlock Text="Some text" /> 
        <TextBlock Text="Some other text" /> 
    </StackPanel> 
</Viewbox> 
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Visual states and adaptive triggers 

If you have ever worked with modern web technologies, like HTML5 and CSS, you should 
already be familiar with the concept of responsive layout: a web page can adapt its layout 
based on the size of the window, so that it can always deliver a great user experience, no 
matter if the user is browsing the website from his PC or from a mobile phone. Adapting the 
layout doesn’t mean just making things bigger or smaller but, more often, deeply changing the 
way the content is displayed: for example, we could span the content horizontally on a wide 
screen by leveraging the GridView control, while on a phone it would be better to use the 

ListView one since it’s a device typically used in portrait mode. 

The same concept applies to Universal Windows apps: based on the size of the window, you 
can adapt the layout of your application so that the content can always properly fit the available 
space. The best way to achieve this goal in XAML is using the visual states. We have already 
seen this concept in first book of the series: a visual state is the definition of how a control 
should look like in a specific state. The power of them is that you don’t have to redefine, for 
each state, the whole template that describes the control, but just the differences. Do you 
remember the example we made about the Button control in the previous book? It can have 

multiple states (pressed, disabled, highlighted) but every visual state doesn’t redefine the 
template from scratch, but just the differences compared to the basic template. 

Windows 10 allows you to leverage the same approach with the entire page: instead of defining 
multiple pages, one for each breakpoint, you can just specify the differences between the basic 
state. This goal can be achieved with a new feature introduced in the Universal Windows 
Platform, which is called AdaptiveTrigger: you can create a visual state and let Windows 

automatically apply it based on the size of the window. 

Here is how the definition of a page which uses adaptive layout looks like: 

<Grid> 
    <VisualStateManager.VisualStateGroups> 
        <VisualStateGroup x:Name="AdaptiveVisualStateGroup"> 
            <VisualState x:Name="VisualStateNarrow"> 
                <VisualState.StateTriggers> 
                    <AdaptiveTrigger MinWindowWidth="0" /> 
                </VisualState.StateTriggers> 
                <VisualState.Setters> 
                    <Setter Target="HeroImage.Height" Value="100" /> 
                </VisualState.Setters> 
            </VisualState> 
            <VisualState x:Name="VisualStateNormal"> 
                <VisualState.StateTriggers> 
                    <AdaptiveTrigger MinWindowWidth="720" /> 
                </VisualState.StateTriggers> 
                <VisualState.Setters> 
                    <Setter Target="HeroImage.Height" Value="200" /> 
                </VisualState.Setters> 
            </VisualState> 
            <VisualState x:Name="VisualStateWide"> 
                <VisualState.StateTriggers> 

www.dbooks.org
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We create a VisualStateGroup inside the VisualStateManager.VisualStateGroups 

property, which is exposed by every control. Typically, when we are talking about visual states 
that controls the whole page, we place them as children of the outer container (like the default 
Grid included in every page that contains all the other controls). 

Inside the VisualStateGroup we create multiple VisualState objects, one for every page 

layout we want to handle. In a typical UWP application, we’re going to have a visual state for 
each breakpoint, so that we can truly optimize the experience no matter the size of the screen. 

Windows 10 has introduced two new features in Visual State handling which make easier to 
create adaptive layout experiences: 

• StateTriggers, which is a way to have a visual state automatically applied based on a 
specific condition. The Universal Windows Platform comes with a built-in trigger called 
AdaptiveTrigger, which allows us to specify the window’s size. When the size of the 
window reaches this value, the VisualStateManager will automatically apply this visual 
state. Before Windows 10, we couldn’t achieve this goal just using XAML, but we 
needed to write some C# code. As developers, we have the chance also to create 
custom triggers, by leveraging the StateTriggerBase class. Morten Nielsen, a 
Microsoft MVP, has created a great open source collection of custom triggers to handle 
many common scenarios (orientation, device family, etc.) which you can find on GitHub: 
https://github.com/dotMorten/WindowsStateTriggers  

• An easier syntax to change the value of the property: to specify the properties we want 
to change when the visual state is applied, we just set as Target the name of the control 
(dot) the name of the property and, as Value, the new value. For example, to change the 
height of the control called HeroImage, we just set HeroImage.Height as Target and 
the new size as Value. 

It’s important to remind that, in each visual state, we are describing only the differences 
compared to the base state: all the controls in the page will continue to look the same, no matter 
the size of the window, except for the control called HeroImage. In this case, we’re changing the 

Height of the image based on the size of the window. Windows 10 will automatically apply the 

proper visual state, without requiring us to write any line of code in C#, but just using XAML. 

                    <AdaptiveTrigger MinWindowWidth="1024" /> 
                </VisualState.StateTriggers> 
                <VisualState.Setters> 
                    <Setter Target="HeroImage.Height" Value="400" /> 
                </VisualState.Setters> 
            </VisualState> 
        </VisualStateGroup> 
    </VisualStateManager.VisualStateGroups> 
 
        <!-- content of the page --> 
 
</Grid> 

https://github.com/dotMorten/WindowsStateTriggers
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Handling the same page with different views 

The adaptive triggers approach we’ve seen in the previous section is, without any doubt, the 
best way to implement an adaptive layout in your applications: this approach, in fact, works well 
both on the desktop (where the user has the chance to resize the window as he likes) and on 
other platforms where, thanks to the breakpoints, we can deliver an optimized user experience 
for each kind of device. 

However, there may be some corner case scenarios where this approach can be too complex to 
implement, because the user interfaces between two different devices may be too different. Or, 
for example, when the app is running on a peculiar device like a Raspberry Pi, we want to 
provide a minimal user interface with a subset of features compared to the version that runs on 
a desktop. 

To handle these scenarios, the Universal Windows Platform has introduced the concept of 
XAML Views, which are different XAML pages connected to the same code behind class. With 
this approach, our project will have: 

• A generic XAML page with a code behind class, that will be used for every device 
(unless specified otherwise) 

• A specific XAML page, with the same name of the generic one, without a code behind 
class, that will be used for a specific category of devices. The XAML page will refer to 
the original code behind a class, so that you can reuse all the logic, controls references, 
event handlers, etc. 

The following image shows how a project that uses this approach looks like: 

 

Figure 5: A sample project that uses different XAML views for the same page 
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As you can see, the root of the project contains a MainPage.xaml file with its corresponding 
code behind class, MainPage.xaml.cs. The XAML file contains the layout that will be used by 
default, unless the app is running on a device for which there’s a specific layout. The code 
behind class, instead, will contain all the logic and it will handle the interactions with the user. 

You can notice that there are two folders called DeviceFamily-Team and DeviceFamily-Xbox 
and each of them contain another MainPage.xaml file. The difference compared to the main 
one is that, in this case, you can notice that the code behind class is missing: the controls in the 
XAML will reference the original MainPage.xaml.cs file for everything regarding logic, event 
handling, etc. 

Specific layouts are handled with a set of naming conventions, applied to the folders that will 
contain the specific XAML files: 

• DeviceFamily-Desktop for desktop computers. 

• DeviceFamily-Mobile for mobile devices. 

• DeviceFamily-Team for Surface Hub. 

• DeviceFamily-Xbox for Xbox One. 

• DeviceFamily-IoT for Windows 10 IoT Core. 

To add a new XAML view, just create the folder with the proper naming convention in the 
project, then right click on it and choose Add -> New item. In the list of available templates, 
choose XAML View, give a name to the file and press Add. 
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Figure 6: The template in Visual Studio to create a XAML View 

Detecting the size of the screen 

In some cases, it may happen that neither of the previous options is good for your scenario. For 
example, we may require having two completely different pages based on the size of the 
screen, not only from a user interface but also from a logic point of view. In this case, we can’t 
leverage neither adaptive triggers or XAML Views. However, we have a last resort, which is an 
API defined in the Windows.Graphics.Display namespace and it’s 

calledDisplayInformation which was introduced in the November Update. This API allows 

you to retrieve many useful information about the display, like the size of the screen, which is 
one of the key factors that you can take in consideration when you want to tailor the user 
experience. 

For example, after having retrieved a reference to the API for the current view by using the 
GetForCurrentView() method, you can leverage the DiagonalSizeInInches property to get 

the size of the screen in inches. This way, you can decide for example to have two different 
navigation flows: one for bigger devices and one for smaller devices, with a layout optimized for 
a one-handed experience. The following code leverages this property to redirect the user to a 
different page in case the screen is smaller than 6 inches: 

Device family detection 

Another approach is to leverage the AnalyticsInfo API, which is part of the 

Windows.System.Profile. namespace that allows you to retrieve, among other info, the 

device family where the app is running, thanks to the DeviceFamily property. The following 

sample code shows how you can change the navigation flow based on the device’s type: 

public void NavigateToDetail(object sender, RoutedEventArgs e) 
{ 
    double size = 
DisplayInformation.GetForCurrentView().DiagonalSizeInInches.Value; 
    if (size < 6.0) 
    { 
        Frame.Navigate(typeof(OneHandedPage)); 
    } 
    else 
    { 
        Frame.Navigate(typeof(StandardPage)); 
    } 
} 
 

public void NavigateToDetail(object sender, RoutedEventArgs e) 
{ 
    if (AnalyticsInfo.VersionInfo.DeviceFamily == "Windows.Mobile") 
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In this sample, we have created a specific page tailored for mobile devices, where we’re 
redirecting the user in case we detect that the app is running on a phone. 

Pay attention! 

However, it’s important to highlight that the last two approaches should be used as last resort, 
since they have many downsides compared to implementing a real adaptive layout experience: 

• You must maintain multiple versions of the same page, which probably will display the 
same data, just in a different way. Patterns like MVVM or XAML Views can help to 
reduce the impact of this issue, but it’s still more complex and time consuming that 
having a single page to handle. 

• Sometimes, the difference between the device type can be very thin. For example, on 
the market you can find small tablets which features the Mobile edition of Windows 10, 
rather than the traditional full one. In this case, relying on the device family detection can 
deliver to the user an improper experience. 

• They don’t fit the desktop world well, since the user can resize the window as he prefers, 
no matter the size of the screen or the kind of device (traditional desktop, tablet, 2-in-1, 
etc.) 

In the end, Windows 10 has introduced a feature called Continuum, which is available on some 
Windows 10 Mobile phones (like the Lumia 950 and the Lumia 950 XL), that can turn them into 
a desktop when they are connected to a bigger screen through the dedicated dock or wirelessly 
using the Miracast standard. In this scenario, when you launch the app on the big screen on a 
Continuum enabled device, you get the same user experience of a desktop app, even it’s still 
running on a mobile device. The previous techniques may not be able to deliver the best user 
experience, because there can be a mismatch between the size of the screen (detected as 
wide, like if it’s a desktop computer) and the device where the app is running (a mobile phone). 

Adaptive layout techniques 

There are many techniques to implement an adaptive layout experience in your application. 
Let’s see them not from a technical point of view (since they are all based on the concepts and 
features we’ve seen before), but with a more descriptive approach. 

Resize 

The resize approach, in adaptive layout, means changing the size of the elements in the page 
so that they can properly fit all the available space.  

    { 
        Frame.Navigate(typeof(MobilePage)); 
    } 
    else 
    { 
        Frame.Navigate(typeof(StandardPage)); 
    } 
} 
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Figure 7: The resize approach 

 

In most of the cases, if you have properly created the page following the suggestions described 
in the previous section titled Managing the layout, this approach is implemented automatically 
for you: for example, when you use controls like Grid, GridView or ListView, they are all 

designed to automatically fill the available space, no matter which is the size of the screen. 
However, in some scenarios, you can leverage adaptive triggers to manually resize some 
elements to adapt them in a better way, like an image. 
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Figure 8: An example of an application which requires handling the Resize approach manually 

The previous image shows an example of an application running in two different window’s sizes: 
in both of them you can see implemented the automatic and the manual approach. In case of 
the collection of images, we don’t have to worry about the size of the screen because the 
GridView control can automatically split the items in multiple columns in case there’s more 

space (in the first image we have just one column of items, in the second one they automatically 
become two).  However, we can’t say the same about the header image: on a wide screen, it 
becomes less meaningful compared to a small screen, since most of the characters in the photo 
are cut. In this scenario, you should leverage an adaptive trigger to change the size of the 
image based on the size of the screen. 

Reposition 

The reposition technique consists of moving sections of the application in different places to 
make a better use of the available space. Take, as example, the below image: on a large 
screen, there’s more space so the two sections (labeled A and B) can be placed one right to the 
other. On a smaller screen, like on a phone, instead, we can move them one below the other, 
since a phone privileges a vertical scrolling experience. 
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Figure 9: With the reposition technique, you move the controls in the page based on the size of the window 

This approach is usually achieved combining adaptive triggers with the RelativePanel control 

we’ve learned to use in first book of the series: based on the size of the screen, you can change 
the relationships between the children controls inside a RelativePanel. 

Reflow 

Reflow means that the layout of the application should be fluid, so that the user can get the best 
out of the application’s content, no matter the size of the screen. The density of the content 
should always be appropriate based on the device where the app is running. 

 

 

Figure 10: The content of the application is flowed into two different columns on a device with a bigger screen 
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This approach, most of the times, can be achieved automatically thanks to controls like 
GridView, which can automatically reflow the content. Otherwise, you can also manually 

implement it by leveraging adaptive triggers: for example, you can decide to assign a different 
ItemTemplate to a GridView or ListView control, based on the size of the screen. 

Rearchitect 

Rearchitect means that we are in a situation where the same layout can’t be applied both to a 
small and a wide screen and moving sections or resizing them isn’t enough: we need to rethink 
the user experience based on the device where the app is running. One of the best examples of 
this scenario is the master – detail one: we have a list of items and the user can tap on one of 
them to see more details about it. When we are on a device with a wide screen, we can display 
both side by side. When we are, instead, on a device with a small screen, we fallback to an 
experience based on two different pages: one with the list and one with the details. There are 
many Windows 10 built-in apps that leverages this approach, like Mail or People. 
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Figure 11: A master detail scenario is a good example of the rearchitect scenario 

This approach can be more complicated to implement compared to the other ones. It can be 
implemented using adaptive triggers, by creating multiple controls and hiding or displaying them 
based not just on the size of the screen, but also on the page status (if we’re displaying the 
master or the detail of the page). Another approach is to leverage device family or screen size 
detection techniques: in this case, you can redirect the user to different pages based on your 
scenario. 

Reveal 

The reveal technique consists of hiding or displaying new information based on the size of the 
window.  

 

Figure 12: A Pivot control displays more elements when it’s used on a bigger device 

Some controls automatically implement this behavior: for example, as you can see in the above 
image, the Pivot control can automatically hide or display a different number of sections based 

on the size of the screen. In other situations, it’s up to our scenario to define which elements we 
want to display and which, instead, we want to hide: with this approach, you typically leverage 
adaptive triggers to change the Visibility property of a control. 

The below image shows an example of this technique applied to the SplitView control we’ve 

learned to use in the first part of the book. In this scenario, we change the DisplayMode 

property of the control based on the size of the screen:  

• if it’s a small screen, we use the CompactOverlay mode, where the panel is completely 
hidden and it can be displayed only by tapping on the hamburger button. Additionally, 
the panel overlaps over the content of the page, without taking its space. 

www.dbooks.org

https://www.dbooks.org/


 

26 

• If it’s a medium screen (like a phablet or a tablet), we use the CompactInline mode, 
where the panel still overlaps over the content of the page, so that can save some 
space, but it isn’t completely hidden: a preview of the section’s icons is always visible. 

• If it’s a wide screen, we use the Inline mode, where the panel is always visible and 
takes his space on the page. 

 

 

 

 

 

 

 

 

Figure 13: The Reveal technique applied to a SplitView control 

Replace 

The replace technique should be considered as “last resort”, since it doesn’t fully satisfy the 
“adaptive layout” experience and, in fact, it leverages the approaches we’ve described before 
like detecting in code the size of the screen or the device family. 

Replace, in fact, means that you’re going to completely replace some parts of the user interface 
to be better optimized for the size of the screen or the device type. 
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The original version of the first party Photos app in Windows 10 leveraged this technique to 
provide a good navigation experience to the user tailored for each device. In the Photos app, in 
fact, the various sections of the app were handled: 

• With a hamburger menu on the PC, since this kind on navigation approach works well on 
big devices which are controlled with mouse and keyboard. 

• With a pivot on the phone, since the hamburger menu approach may not be the best to 
use on a mobile device. The hamburger button, in fact, can be hard to reach with the 
thumb on a device with a big screen. 

 

 

 

 

 

Figure 14: The Photos app implements two completely different navigation techniques based on the device 
family 
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Managing images 

When it comes to working with images, we don’t have the same flexibility offered by the XAML 
approach: images, in fact, are rendered as bitmaps, not as vectors, so bigger the image is 
resized, the bigger is the quality loss. To manage images, the Universal Windows Platform 
offers a naming convention that greatly help developers to support all the devices: you will need 
to add different versions of the images (with different resolutions) and Windows will 
automatically pick the best one, based on the device’s scale factor. 

Scale 
factors 

100 125 150 200 250 300 400 

The table above shows all the different scale factors supported by Windows: the best approach, 
of course, is to provide an image for each of them but, if you don’t have this opportunity, it’s 
important that you provide at least an image for the ones highlighted in bold (100, 200 and 400) 

For example, let’s say that you have an image with resolution 100x100 (which corresponds to 
scale factor 100): to properly support all the possible screen sizes and resolution, we will have 
to add to the project at least the same image with resolution 200x200 (for the 200 scale factor) 
and 400x400 (for the 400 scale factor). There are two ways to manage this scenario. They both 
produce the same result; it’s up to you to choose which one fit bets your needs and your coding 
habits. 

The first way is to include the images in the same folder, but with a name that ends with a 
different suffix. For example, if the original image is called logo.png, you should add the 
following files: 

• logo.scale-100.png for the 100-scale factor. 

• logo.scale-200.png for the 200-scale factor. 

• logo.scale-400.png for the 400-scale factor. 

The second way, instead, requires to always use the same file name, but stored in different 
folders. Based on the previous sample, you should organize the project with the following 
folders: 

• /scale-100/logo.png for the 100-scale factor. 

• /scale-200/logo.png for the 200-scale factor. 

• /scale-400/logo.png for the 400-scale factor. 

The most important thing to highlight is that this approach is completely transparent to the 
developer: you’ll simply have to assign to the control the base name of the image and Windows 
will take care of picking up the best image for you. For example, to display the previous image 
called logo.png using an Image control, you will have just to declare the following code: 

The app will automatically use the proper version of the image, based on the scale factor 
assigned to the device where the app is running. 

<Image Source="/Assets/logo.png" /> 
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Managing external images 

Of course, the previous approach works only for images that are part of the Visual Studio’s 
project: if the image is downloaded from the web, you’ll have to manually manage the different 
versions of the image. You can rely on the ResolutionScale property offered by the 

DisplayInformation class we’ve seen before to achieve this goal: you’ll be able to retrieve the 

current scale factor and download the proper image for your device. 

Managing the visual assets 

The approach we’ve just seen about images is applied also to the standard visual assets 
required by any Universal Windows Platform application, like icons, tiles, etc. If you have read 
Chapter 2 of the first book of the series, you would remember that the standard visual assets of 
the application are defined inside the manifest file, in a specific section called Visual Assets. 
You can notice that, for every image requested in the section, you’ll be able to load multiple 
versions of them, to support the different scale factors. The visual manifest editor will help you 
to understand the proper resolution to use when you define the image to use. For example, if 
you look at the Splash screen section in the manifest file, you’ll notice that, under every image, it 
reports the proper resolution required for every specific scale factor, like: 

• The base image, with scale factor 100, should have a 620x300 resolution. 

• The image with scale factor 125 should have a 775x375 resolution. 

• The image with scale factor 150 should have a 930x450 resolution. 

• The image with scale factor 200 should have a 1240x600 resolution. 

• The image with scale factor 400 should have a 2480x1200 resolution. 

protected override void OnNavigatedTo(NavigationEventArgs e) 
{ 
    string url = string.Empty; 
    ResolutionScale scale = 
DisplayInformation.GetForCurrentView().ResolutionScale; 
    switch (scale) 
    { 
        case ResolutionScale.Scale100Percent: 
            url = "http://www.mywebsite.com/image100.png"; 
            break; 
        case ResolutionScale.Scale200Percent: 
            url = "http://www.mywebsite.com/image200.png"; 
            break; 
        case ResolutionScale.Scale400Percent: 
            url = "http://www.mywebsite.com/image200.png"; 
            break; 
    } 
 
    MyImage.Source = new BitmapImage(new Uri(url)); 
} 
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Let’s see, in details, which are the different kind of images required in the manifest file. 

Tile images and logos 

This section is used to define the logo of the application. Multiple formats are required: each of 
them corresponds to a specific use case. Let’s see them in details. 

• Square71x71 Logo refers to the small tile image. 

• Square150x150 Logo is the image used for the standard square tile. 

• Wide310x150 Logo is the image used for the wide rectangular tile. 

• Square310x310 Logo is the image used for the big square tile, which however is not 
available on Windows Mobile. 

• There are some pages, in the operating system, where a smaller logo is required (like in 
the application list). This image is defined in the Square44x44 Logo section. 

• Store Logo is the image used for the Store. 

Badge logo 

Universal Windows Platform apps can interact with the user also on the lock screen, which is 
displayed when the user is not actively using the device. The most common scenario are 
notifications: we can alert the user that something happened in the application (for example, 
they have received a new mail) without forcing him to unlock his device. In this section, you’ll be 
able to define the image that will be used to display such notifications. The peculiarity of this 
image is that it must be monochromatic and with a transparent background. 

Splash screen 

The splash screen image is displayed to the user when the application is loading: as soon as 
the loading is completed, the splash screen is hidden and the first page of the application is 
displayed. The splash screen image is displayed at the center of the screen and it doesn’t fill all 
the available space (the requested resolution, in fact, is 620x300, which is less than any 
resolution supported by any Windows device). Consequently, you must set also a background 
color, which will fill the remaining space. It’s important, to obtain the best result, that the color 
matches the background color of the image used as splash screen. 

How to test scaling 

Testing that you have properly managed the layout and the images of your application so that it 
can perform well, no matter which the device the app is running on is, can be tricky: you would 
require access to many devices, each of them with different resolutions and screen sizes.  
Luckily, Visual Studio 2015 offers some tools that can help the developer to simulate different 
scale factors. 
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The first one is the integrated designer, which you can access when you open any XAML page. 
If you switch to the design view using the proper tab placed at the lower left corner, Visual 
Studio will show a preview of the layout of the application. At the top right corner, you will find a 
dropdown that you can use to simulate different kind of devices, each of them with its own 
resolution and scale factor. 

 

Figure 15: The Visual Studio designer 

Additionally, you can also notice that, at the right of the dropdown, you have an option to 
change the orientation and a label that shows the current resolution of the device in effective 
pixels (so with the scale factor already applied). Additionally, the Visual Studio designer can 
apply adaptive triggers in real time: if you have created multiple visual states, connected to 
different sizes of the screens, they will be automatically applied and you’ll see a preview of the 
result without running the application. 

However, sometimes, you need to test the different scaling factors during the real execution of 
the application, so you need to effectively launch it. In this case, you can use the simulator 
we’ve described in the first book: it offers, in fact, an option in the toolbar that can change the 
current resolution and screen’s size for of the simulator. 

The Windows Mobile emulator includes this feature too, by offering multiple versions with 
different screen sizes and resolutions, as you can see from the following image: 
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Figure 16: The different mobile emulators in Visual Studio 2015 

Managing orientation 

The approach previously described to manage the screen resizing can be applied also to 
orientation management. In the previous versions of Windows, orientation management was 
optional in some cases: for example, if you were working on a Windows Phone only project, 
managing the landscape orientation wasn’t necessarily a requirement, since most of the time a 
mobile phone is used in portrait mode. However, remember that Universal Windows Platform 
apps can run across a wide range of devices: some of them are used mainly in portrait (like a 
phone), some of them in landscape (like a traditional desktop), some of them in both ways (like 
a tablet). 

As such, it’s important to implement an adaptive layout experience not only when it comes to 
the handle the size of the screen, but also the orientation. 

By default, Universal Windows apps automatically handle the orientation: when you rotate the 
device, the page content is rotated. You will find, in the manifest file, in the Application tab, a 
section called Supported rotations. However, if you read the description, you’ll understand that 
it doesn’t really enforce a requirement, but it’s more a way to indicate the orientation’s 
preferences. In fact, Windows 10 is always able to override the behavior described in the 
manifest if it isn’t supported by the current platform. Let’s say, for example, that you have 
configured the manifest to support only portrait mode, but then the app is launched on a desktop 
which supports only landscape mode. In this case, Windows will ignore the manifest setting and 
will rotate the application anyway.  

The automatic orientation handling can be a good starting point, but it doesn’t always provide 
good results: working with visual states is the best way to manage the orientation change, so 
that we can manually change the layout of the application based on the way the user is holding 
the device. 
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From the XAML point of view, the code is the same we’ve seen when we talked about 
implementing an adaptive layout with visual states: you can simply define two visual states, one 
for the portrait and one for the landscape, in which you’re going to set how the controls will look 
like based on the orientation. 

You can decide to manage orientation change in code, by leveraging the SizeChanged event 

exposed by the Page class, like in the following sample. 

The SizeChanged event is triggered, among other scenarios, when the orientation of the device 

changes: in this case, we can use the Width and Height properties offered by the NewSize 

property to determine the current orientation. If the Width is higher than the Height, it means 

that the device is being used in landscape mode; otherwise, it’s being used in portrait mode. 
Using the VisualStateManager, we trigger the proper visual state, based on this condition. 

However, if you prefer to continue working just with XAML without writing C# code, you can 
leverage the already mentioned StateTriggerBase class, which allows you to create your own 

visual states triggers. The community library called WindowsStateTriggers 
(https://github.com/dotMorten/WindowsStateTriggers) already contains a trigger that you can 
easily use to handle orientation changes, like in the following sample: 

public sealed partial class MainPage : Page 
{ 
    public MainPage() 
    { 
        this.InitializeComponent(); 
        this.SizeChanged += MainPage_SizeChanged; 
    } 
    private void MainPage_SizeChanged(object sender, SizeChangedEventArgs 
e) 
    { 
        if (e.NewSize.Width > e.NewSize.Height) 
        { 
            VisualStateManager.GoToState(this, "DefaultLayout", true); 
        } 
        else 
        { 
            VisualStateManager.GoToState(this, "PortraitLayout", true); 
        } 
    } 
} 

<Grid> 
    <VisualStateManager.VisualStateGroups> 
        <VisualStateGroup > 
            <VisualState x:Name="landscape"> 
                <VisualState.StateTriggers> 
                    <triggers:OrientationStateTrigger 
Orientation="Landscape" /> 
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This XAML page simply contains a TextBlock control inside a Grid: using the 

OrientationStateTrigger included in the library, we change the value of the Text property 

based on the orientation of the device. 

Both the Windows simulator and the Windows Mobile emulator can help us to test this scenario, 
by providing an option to rotate the device. 

Enhancing the user interface with Composition 

APIs 

Being capable of adapting the user interface of an application to the different screens and 
devices isn’t enough to deliver a great user experience. The application should also be pleasant 
to use and attract the user to return using it not just because it’s useful, but also because it’s 
delightful to use. 

The best way to achieve this goal is to design a great user interface and animations and effects 
play a significant role in this: they help to create the feeling that the application is smooth, fast 
and responsive. 

In the past, developers tended to overuse this technique. Many times, applications included 
animations and effects just for the sake of it, obtaining the opposite effect: slowing down the 
workflow of the user, who needed to wait an animation (like a transition between one page to 
the other) to be completed before moving on. 

                </VisualState.StateTriggers> 
                <VisualState.Setters> 
                    <Setter Target="orientationStatus.Text" 
Value="Landscape mode" /> 
                </VisualState.Setters> 
            </VisualState> 
            <VisualState x:Name="portrait"> 
                <VisualState.StateTriggers> 
                    <triggers:OrientationStateTrigger 
Orientation="Portrait" /> 
                </VisualState.StateTriggers> 
                <VisualState.Setters> 
                    <Setter Target="orientationStatus.Text" Value="Portrait 
mode" /> 
                </VisualState.Setters> 
            </VisualState> 
        </VisualStateGroup> 
    </VisualStateManager.VisualStateGroups> 
 
    <TextBlock x:Name="orientationStatus"  
               HorizontalAlignment="Center"  
          VerticalAlignment="Center" /> 
</Grid> 
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The current approach embraced by most of the platforms, instead, is to leverage animations 
and effects only when they make sense: adding a transition animation between a page and the 
other helps to create a great user experience if it’s smooth and quick, but if the user needs to 
wait 10 seconds every time he navigates across the app he will probably stop using it very soon. 

Composition APIs is a new set of APIs added in Windows 10, which have been expanded with 
every update (both November and Anniversary Update brought new features to the table). They 
help to add animations and effects and, compared to the XAML animations we’ve seen in the 
previous book implemented with Storyboards, they offer more opportunities and better 
performances. 

Let’s look at the following image: 

 

Figure 17: The UI Framework Layering in Windows 10 

When it comes to work with the user interface of a Windows application, before Windows 10, we 
had two options: 

• XAML, which we have started to know in the previous book. It’s the easiest way to 
create the user interface, since it provides a built-in set of controls, properties and 
features like data binding. However, it isn’t the most performant stack since, under the 
hood, Windows must take care of converting all the XAML code into UI elements and 
rendering them. 

• DirectX, which won’t be covered into this book and it’s typically leveraged by games. 
You can think of if it like an empty draw board: you have the power to create everything 
from scratch, including shapes, complex 3d objects, etc. without being “limited” by the 
XAML controls that are built-in into the platform. Additionally, this layer talks directly with 
the rendering engine, so you get the best performances. However, the downside is that 
you must do everything from scratch: even a simple text needs to be manually rendered, 
since you don’t have access to built-in controls like in XAML. 
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Windows.UI.Composition is a new namespace which has been added in Windows 10 that 

acts as a middle layer between the other two: it offers power and performances closer to the 
ones offered by the DirectX layer, but without the same complexity in terms of logic and code to 
write, making the coding experience more similar to the XAML one. 

Composition APIs can be used to achieve two goals: create animations and render effects. Let’s 
briefly see both scenarios. 

Creating animations 

There are four type of animations that can be created with Composition APIs: 

1. Keyframe animations 

2. Implicit animations 

3. Expression animations 

4. Connected animations 

Composition animations can be applied to most of the properties of the Visual class, which is 

the one that represents a basic XAML objects rendered in the visual tree. An example of these 
properties is Opacity, Offset, Orientation, Scale, Size, etc. Additionally, you have the 

chance to apply them also to just a sub component of one of these properties. For example, 
when you to apply an animation to the Size property of an element, you can decide to work only 

with the  x property and ignore the y one.  

Composition APIs are a complex topic, since they offer a lot of opportunities and features. As 
such, we won’t discuss all the different types in this book. If you want to learn more, you can 
refer to the official documentation https://msdn.microsoft.com/en-
us/windows/uwp/graphics/composition-animation and to the official sample app on GitHub, 
which demoes all the available features https://github.com/Microsoft/WindowsUIDevLabs  

Let’s see some of the most important animations and effects that you can achieve with these 
APIs. All of them belongs to the namespace Windows.UI.Composition. 

Keyframe animations 

Keyframe animations are like the ones that you can achieve with XAML storyboards and let you 
define animations which needs to be performed at a specific point in time. As such, we’re talking 
about time driven animations, where the developer can control, at a specific time, which exact 
value the property of a control needs to have. One of the most important features of keyframe 
animations is Easing Functions support (known also as Interpolators), which is an easy way to 
describe transitions (which can also be quite complex) between one frame and the other. 
Thanks to Interpolators, you will be able to configure just some key frames of the animation (like 
which value you want to apply to a property at the beginning, in the middle and in the end) and 
the APIs will take care of generating all the intermediate frames for you. 

Let’s see a real example, by animating one of the properties we have mentioned before of a 
XAML control: we want to change the Opacity of a Rectangle, so that it slowly disappears, 

turning from visible to hidden. 

https://msdn.microsoft.com/en-us/windows/uwp/graphics/composition-animation
https://msdn.microsoft.com/en-us/windows/uwp/graphics/composition-animation
https://github.com/Microsoft/WindowsUIDevLabs
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First, we need to add the control in our page and assign to it a name, using the x:Name 

property: 

Additionally, we have added also a Button control, which is going to trigger the animation. Here 

is the code that is invoked when the button is pressed: 

The first thing we need is a reference to the compositor, which is the object that will allow us to 
interact with the Composition APIs and apply animations and effects. To get it, we need to call 
the GetElementVisual() of the ElementCompositionPreview object, passing as parameter a 

reference to the parent container of the control we want to animate (in this case, it’s the current 
XAML page, identified by the this keyword). The result will contain a property called 

Compositor, which is the one we need to work with. 

The second step is to get a reference to the Visual property of XAML control we want to 

animate: in this case, it’s the Rectangle one, so we use again the 

ElementCompositionPreview object but, this time, we call the GetElementVisual() method, 

passing as parameter the name of the control (in our sample, it’s MyRectangle). 

<StackPanel> 
    <Rectangle Width="400" Height="400" 
            Fill="Blue" x:Name="MyRectangle" /> 
    <Button Content="Start animation" Click="OnStartAnimation" /> 
</StackPanel> 

private void OnStartAnimation(object sender, RoutedEventArgs e) 
{ 
    Compositor compositor = 
ElementCompositionPreview.GetElementVisual(this).Compositor; 
    var visual = ElementCompositionPreview.GetElementVisual(MyRectangle); 
 
    visual.Opacity = 1; 
    var animation = compositor.CreateScalarKeyFrameAnimation(); 
    animation.InsertKeyFrame(0, 1); 
    animation.InsertKeyFrame(1, 0); 
    animation.Duration = TimeSpan.FromSeconds(5.0); 
    animation.DelayTime = TimeSpan.FromSeconds(1.0); 
 
    visual.StartAnimation("Opacity", animation); 
} 
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Now we have both the compositor and the visual, which are the two elements we need to work 
with. The Compositor class offers many methods to create animations, based on the type of 

property we need to animate. For example, if you need to animate the Size property of a control 

(which is made by a vector with two components, x and y), you can use the 
CreateVector2KeyFrameAnimation() method. Or in case you want to change the color of a 

control, you can use the CreateColorKeyFrameAnimation() one. In this case, we’re working 

with the Opacity property, which is a scalar value (a decimal number between 0 and 1): as 

such, we have to use the CreateScalarKeyFrameAnimation() method to create the 

animation. 

Now we can start to customize the animation by: 

• Using the InsertKeyFrame() method for every point in time you want to manipulate. 
The method requires a first parameter, which is the frame number, and a second one, 
which is the value we want to assign to the property when we reach that frame. In this 
sample, we’re creating just two frames: a starting one, where the control is visible (so the 
Opacity is equal to 1) and an ending one, where the control is hidden (so the Opacity 
is equal to 0). 

• Setting the duration of the animation, by using the Duration property which requires a 
TimeSpan value (in the previous sample, the animation will take 5 seconds to be 
completed). 

• Optionally, you can also set a DelayTime, which is another TimeSpan: in this case, you 
can leverage it if don’t want to start the animation immediately, but after a while (in this 
case, the animation will start after 1 second we have pressed the button). 

In the end, we start the animation by calling the StartAnimation() method exposed by the 

Compositor object, passing as parameter a string with the name of the property we want to 

change (Opacity, in this case) and the animation object we have just created. 

That’s all: now, by pressing the button, after 1 second the Compositor will take care of 

generating all the intermediate key frames, giving to the user the impression that the Rectangle 

control is slowly fading away. 

We could have achieved the same goal using a Storyboard XAML, but in a real scenario with a 
greater number of objects to animate at the same time, Composition APIs allows us to achieve 
the same result with better performances and lower CPU usage. 

For example, another scenario where the keyframe animations can be useful is when you’re 
dealing with collections displayed with a control like ListView or GridView. Thanks to 

Composition APIs, you can apply an entrance effect to every item in the page, without impacting 
on the performances even if the collection is made by thousands of elements. 

To achieve this goal, you can leverage an event exposed by controls like ListView or 

GridView which is called ContainerContentChanging: it’s triggered every time the control is 

visually rendering a new item in the list and, as such, we can use it, to animate the entrance 
effect. 

Here is how a GridView control that implements this feature looks like: 

<GridView ItemsSource="{x:Bind TopSeries, Mode=OneWay}"  
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Here is, instead, how the event handler of the ContainerContentChanging event is 

implemented: 

As you can see, the code is the same we’ve seen before. The only differences are that: 

• Instead of getting a reference to a specific control in the page (like the previous 
Rectangle one), we get a reference to the visual container of the item that is being 
rendered, thanks to the ItemContainer property of the event handler’s parameter. 

• The DelayTime, instead of being a fixed time, it’s calculated based on the index of the 
item that is being rendered (thanks to the ItemIndex property). The reason is that we 
want each item of the list to be animated in sequence, one after the other, to give a 
better result. 

The outcome of this code is that we will see all the items of the collection slowly appearing in 
the page, one after the other. This is an example of an animation which could have been 
complex to achieve with a standard Storyboard using XAML. 

Implicit animations 

The basic concept behind implicit animation is the same we’ve just seen with keyframe 
animations: the difference is that, in the previous scenario, the animation was defined in an 
explicit way and it was up to the developer to decide when the animation had to start and finish 
(like the click of a button or the rendering of an item in a GridView). 

Implicit animations, instead, are automatically triggered when a property of a XAML control 
changes, outside from the developer’s control. 

          x:Name="TvSeries" 
          ItemTemplate="{StaticResource GridTemplate}" 
          ContainerContentChanging="GridView_ContainerContentChanging" /> 

private void GridView_ContainerContentChanging(ListViewBase sender, 
ContainerContentChangingEventArgs args) 
{ 
    Compositor compositor = 
ElementCompositionPreview.GetElementVisual(this).Compositor; 
    var visual = 
ElementCompositionPreview.GetElementVisual(args.ItemContainer); 
 
    visual.Opacity = 0; 
    var animation = compositor.CreateScalarKeyFrameAnimation(); 
    animation.InsertKeyFrame(0, 0); 
    animation.InsertKeyFrame(1, 1); 
    animation.Duration = TimeSpan.FromSeconds(4); 
    animation.DelayTime = TimeSpan.FromMilliseconds(args.ItemIndex * 200); 
 
    visual.StartAnimation("Opacity", animation); 
} 
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Let’s see an example by reusing the previous XAML code, where we had a Rectangle control 

that we want to animate: 

Since the animation, in this case, isn’t manually triggered by the user, we’re going to define it in 
the OnNavigatedTo() method of the page:  

Most of the part of the code is like the one we’ve seen for keyframe animations: we get a 
reference to the Compositor and to the Visual object connected to the Rectangle control. 

However, in this case, we don’t want any more to hide or show the Rectangle, but we want to 

move it: as such, we need to work with the Offset property, which is expressed by a vector on 

the three axes X, Y, Z. As such, we create the animation using the 
CreateVector3KeyFrameAnimation(). 

Also in this case, we set the duration using the Duration property, but there are two important 

differences compared to the keyframe animations: 

• We set a Target property, by specifying which is the property that, when it will be 
changed, will trigger the animation. In this example, we’re setting as Target the Offset 
property, which means that the animations we’re creating will be automatically triggered 
every time someone will try to change the position of the Rectangle control. 

• We use the InsertExpressKeyFrame() method, passing as parameters the frame 
number and a fixed string, which is this.FinalValue. When using implicit animations, 
you don’t need to set a key frame for the starting point of the animation, since it’s implicit 
(in this case, the animation will start when the Offset property will change because the 
rectangle has moved). We need to specify, however, the end of the animation. 

<StackPanel> 
    <Rectangle Width="400" Height="400" 
            Fill="Blue" x:Name="MyRectangle" /> 
    <Button Content="Start animation" Click="OnStartAnimation" /> 
</StackPanel> 

protected override void OnNavigatedTo(NavigationEventArgs e) 
{ 
    Compositor compositor = 
ElementCompositionPreview.GetElementVisual(this).Compositor; 
    var visual = ElementCompositionPreview.GetElementVisual(MyRectangle); 
 
    var offsetAnimation = compositor.CreateVector3KeyFrameAnimation(); 
    offsetAnimation.InsertExpressionKeyFrame(1, "this.FinalValue"); 
    offsetAnimation.Duration = TimeSpan.FromSeconds(1); 
    offsetAnimation.Target = "Offset"; 
 
    var implicitMap = compositor.CreateImplicitAnimationCollection(); 
    implicitMap.Add("Offset", offsetAnimation); 
 
    visual.ImplicitAnimations = implicitMap; 
} 
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this.FinalValue is a special expression that identifies the final value of the property 
(remember that the animation we’re setting up will run because the target property is set 
by someone else) 

The last step is to create a collection of implicit animations (since you can assign more than one 
to the same control) by calling the CreateImplicitAnimationCollection() method on the 

Compositor object. The collection is a dictionary, where every item is made by a key (the 

Target property) and a value (the animation we have just created). 

In the end, we connect all the pieces of the puzzle by setting the collection we have just created 
to the ImplicitAnimations property of the control’s visual (in this case, the visual of the 

Rectangle control). 

Now, if we want to test this animation, we need some how to change the offset of the 
Rectangle control. The easiest way to do it is to delegate this operation to a Button control, 

like in the following sample: 

That’s all. Now, if you press the button, you will see the rectangle moving of 350 pixels from the 
right to the left. However, since we have added an implicit animation, the Compositor object will 

create a set of keyframes animations for us, so the rectangle will slowly move from one point to 
another, instead of just disappearing from one place and appearing in another one. 

You may be wondering which is the scenario where implicit animations can be useful: in the 
end, the previous sample code could have achieved also with keyframe animations, by directly 
setting the various key frames when the button is pressed. However, keep in mind that not 
every action can be directly controlled by the developer: some of them are a consequence of 
something that the user did outside the control of our application. 

To better explain this scenario, let’s use again the GridView control and let’s subscribe again to 

the ContainterContentChanging event: 

Here is how the event handler can be configured to use implicit animations: 

private void OnStartAnimation(object sender, RoutedEventArgs e) 
{ 
    var visual = ElementCompositionPreview.GetElementVisual(MyRectangle); 
    visual.Offset = new System.Numerics.Vector3(350, 0, 0); 
} 

<GridView ItemsSource="{x:Bind TopSeries, Mode=OneWay}"  
          x:Name="TvSeries" 
          ItemTemplate="{StaticResource GridTemplate}" 
          ContainerContentChanging="GridView_ContainerContentChanging" /> 

private void GridView_ContainerContentChanging(ListViewBase sender, 
ContainerContentChangingEventArgs args) 
{ 
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We have added the same animation as before (based on the Offset property): the difference is 

that, this time, it has been applied to the container of the item that is currently being rendered of 
the GridView control. With this code, we’re going to apply an animation every time an item of 

the collection is going to change his position. Can you think of a scenario where this could 
happen? We have seen an example when we have talked about adaptive layout and the reflow 
experience: when the application is running on a desktop and user starts resizing the window, 
the GridView control, automatically, will start to move the items back and forth in new rows and 

columns, so that the content will always properly fit the available space. The difference, 
compared to the previous approach, is that, thanks to implicit animations, now the reflow will be 
animated: every time the user will start to resize the window of the app, the items in the 
GridView control, instead of simply disappearing from one row or column and reappear in 

another one, will slowly move to the new position, creating a much smoother user experience. 

This is the perfect scenario for implicit animations: since the Offset of every item of the 

GridView control can change outside the control of the developer, we couldn’t have achieved 

the same result with keyframe animations. 

Grouping animations 

Composition APIs offers also the chance to connect to the same control multiple animations, no 
matter if they are implicit or keyframe based. Let’s take, again, the usual Rectangle sample: 

    Compositor compositor = 
ElementCompositionPreview.GetElementVisual(this).Compositor; 
    var visual = 
ElementCompositionPreview.GetElementVisual(args.ItemContainer); 
 
    var offsetAnimation = compositor.CreateVector3KeyFrameAnimation(); 
    offsetAnimation.InsertExpressionKeyFrame(1.0f, "this.FinalValue"); 
    offsetAnimation.Duration = TimeSpan.FromMilliseconds(450); 
 
    offsetAnimation.Target = "Offset"; 
 
    var implicitMap = compositor.CreateImplicitAnimationCollection(); 
    implicitMap.Add("Offset", offsetAnimation); 
 
    visual.ImplicitAnimations = implicitMap; 
} 

<StackPanel> 
    <Rectangle Width="400" Height="400" 
            Fill="Blue" x:Name="MyRectangle" /> 
    <Button Content="Start animation" Click="OnStartAnimation" /> 
</StackPanel> 



 

43 

This time, to the visual of the Rectangle control, we’re going to apply the two animations we’ve 

created before: the keyframe one, which acts on the Opacity property, and the implicit one, 

which acts on the Offset property. Here is the code of the OnNavigatedTo() method of the 

page: 

As you can see, the code is a mix of both samples we’ve seen before: the two animations are 
created exactly in the same way. The difference is in the last part of the code, where we call the 
CreateAnimationsGroup() method of the Compositor object to get access to a collection of 

animations we want to apply. In this case, by using the Add() method, we add both of them: the 

keyframe one (which acts on the Opacity, by hiding the rectangle) and the implicit one (which 

acts on the Offset, by animating the movement of the rectangle). 

In the end, we still create a collection of implicit animations using the 
CreateImplicitAnimationCollection() method of the Compositor object and we bind it to 

the Offset property (since we still want that the animations will be triggered when the rectangle 

will change its position): the difference is that, this time, we are not passing anymore a single 
animation as second parameter, but the group of animations we have just created. 

protected override void OnNavigatedTo(NavigationEventArgs e) 
{ 
    Compositor compositor = 
ElementCompositionPreview.GetElementVisual(this).Compositor; 
    var visual = ElementCompositionPreview.GetElementVisual(MyRectangle); 
 
    var offsetAnimation = compositor.CreateVector3KeyFrameAnimation(); 
    offsetAnimation.InsertExpressionKeyFrame(1, "this.FinalValue"); 
    offsetAnimation.Duration = TimeSpan.FromSeconds(1); 
    offsetAnimation.Target = "Offset"; 
 
    var implicitMap = compositor.CreateImplicitAnimationCollection(); 
    implicitMap.Add("Offset", offsetAnimation); 
 
    var rotationAnimation = compositor.CreateScalarKeyFrameAnimation(); 
    rotationAnimation.Target = "Opacity"; 
    rotationAnimation.InsertKeyFrame(0, 1); 
    rotationAnimation.InsertKeyFrame(1, 0); 
    rotationAnimation.Duration = TimeSpan.FromSeconds(1); 
 
    var animationGroup = compositor.CreateAnimationGroup(); 
    animationGroup.Add(offsetAnimation); 
    animationGroup.Add(rotationAnimation); 
 
    var implicitAnimations = 
compositor.CreateImplicitAnimationCollection(); 
    implicitAnimations.Add("Offset", animationGroup); 
 
    visual.ImplicitAnimations = implicitAnimations; 
} 
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The last piece of the code is the same as before: when the Button on the page is pressed, we 

change the Offset of the Rectangle, so that we trigger the implicit animation. 

However, in this case the change of the Offset property will trigger both animations: the result 

is that the rectangle will slowly move from the right to the left and, at the same time, it will slowly 
disappear. 

Applying effects 

Composition APIs can be used not just to trigger the animation, but also to apply effects like 
blur, shadows, masked opacity, etc. The easiest way to implement them is to leverage Win2D, a 
library created by Microsoft to apply two dimensional effects. The reason of this requirement is 
that, to promote consistency across UWP, the Composition effects pipeline was designed to 
reuse the effect description classes in Win2D rather than create a parallel set of classes. 

As such, the first step is to right click on your project, choose Manage NuGet packages and 
search and install the package called Win2d.uwp. 

 

Figure 18: The Win2d NuGet package required to apply effects using Composition APIs 

Let’s consider the following XAML code, with an Image and a Button control: 

We can use Composition APIs to apply a blur effect to the image by invoking the following code 
when the button is pressed: 

private void OnStartAnimation(object sender, RoutedEventArgs e) 
{ 
    var visual = ElementCompositionPreview.GetElementVisual(MyRectangle); 
    visual.Offset = new System.Numerics.Vector3(350, 0, 0); 
} 

<StackPanel> 
    <Image Source="Assets/image.jpg" Width="400" x:Name="BackgroundImage" 
/> 
    <Button Content="Apply effect" Click="OnApplyEffect" /> 
</StackPanel> 
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The Microsoft.Graphics.Canvas.Effects namespace contains multiple effects that can be 

applied to a XAML control. In this case, we’re using the GaussianBlurEffect, which we use to 

create a blur effect. When we create it, we configure a set of parameters to define the effect, like 
Name (which is the unique identifier), BlurAmount (which is the intensity of the effect) and 

Source, which is the property where the effect will be applied (in this case, it’s the Backdrop of 

the Image control). 

The rest of the code is a bit “verbose”:  

• First we need to create an effect factory, by calling the CreateEffectFactory() 
method passing, as parameter, the effect and the property we want to control (in this 
case, the BlurAmount property of the effect identified by the Blur name). 

• Then we need to create a brush from the factory, by calling the CreateBrush() method. 

• Since, in this case, the effect will be applied to the Backdrop of the Image control, we 
need to call the CreateBackdropBrush() method on the Compositor object and assign 
to the result as source of the brush we’ve previously created, by using the 
SetSourceParameter() method. 

• In the end, we need to apply this brush to a sprite, which is created by calling the 
CreateSpriteVisual() method of the Compositor object. To this Sprite object we 
assign a Size (which is the same of the original image) and a Brush (which is the brush 
we’ve previously created). 

private void OnApplyEffect(object sender, RoutedEventArgs e) 
{ 
    var graphicsEffect = new GaussianBlurEffect 
    { 
        Name = "Blur", 
        Source = new CompositionEffectSourceParameter("Backdrop"), 
        BlurAmount = 7.0f, 
        BorderMode = EffectBorderMode.Hard 
    }; 
 
    var blurEffectFactory = _compositor.CreateEffectFactory(graphicsEffect, 
        new[] { "Blur.BlurAmount" }); 
 
    _brush = blurEffectFactory.CreateBrush(); 
 
    var destinationBrush = _compositor.CreateBackdropBrush(); 
    _brush.SetSourceParameter("Backdrop", destinationBrush); 
 
    var blurSprite = _compositor.CreateSpriteVisual(); 
    blurSprite.Size = new Vector2((float)BackgroundImage.ActualWidth, 
(float)BackgroundImage.ActualHeight); 
    blurSprite.Brush = _brush; 
 
    ElementCompositionPreview.SetElementChildVisual(BackgroundImage, 
blurSprite); 
} 
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• In the end, finally, we are able to put all the pieces of the puzzle together by calling the 
SetElementChildVisual() method of the ElementCompositionPreview class, by 
passing as parameters the name of the Image control we have placed in the XAML page 
and the Sprite we’ve previously created). 

That’s all: if we did everything correctly, when we press the button our image should have a blur 
effect, like in the following image. 

 

 

Figure 19: The blur effect applied thanks to Composition APIs 

The nice thing about effects with Composition APIs is that they can be combined with 
animations. Let’s change the event handler connected to the Button with the following code: 

private void OnApplyEffect(object sender, RoutedEventArgs e) 
{ 
    var graphicsEffect = new GaussianBlurEffect 
    { 
        Name = "Blur", 
        Source = new CompositionEffectSourceParameter("Backdrop"), 
        BlurAmount = 0.0f, 
        BorderMode = EffectBorderMode.Hard 
    }; 
 
    var blurEffectFactory = _compositor.CreateEffectFactory(graphicsEffect, 
        new[] { "Blur.BlurAmount" }); 
 
    _brush = blurEffectFactory.CreateBrush(); 
 
    var destinationBrush = _compositor.CreateBackdropBrush(); 
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Highlighted in yellow you can see the lines of code we have added compared to the previous 
sample. We have created a standard keyframe animation, in this case a scalar one since the 
BlurAmount property is defined by a number. We have defined three key frames animations: 

• At the beginning, the blur intensity should be 0 (so the image is fully clear). 

• At half of the animation, the blur intensity should be 7. 

• At the end of the animation, the blur intensity should be 14. 

You can notice that a brush behaves like a standard Visual object, so it offers the same 

StartAnimation() method we’ve previously seen when we talked about animations. To trigger 

the animation, we simply call this passing as parameters, the string that identifies the property 
we want to animate (Blur.BlurAmount) and the animation we’ve just created. 

Now, when the user will press the button, we will achieve the same result as before (a blur 
effect applied to the image), but with a smooth transition that it will last 4 seconds. 

Making your life easier with the UWP Community Toolkit 

In the previous part of this book we have mentioned the UWP Community Toolkit, an open 
source collection of controls, services and helpers created and maintained by Microsoft with the 
help of the community. The UWP Community Toolkit can be a great friend when it comes to 
leverage Composition APIs to apply effects and animations to a control. 

Let’s take, as example, the blur effect we have applied in the previous code: as you can see, it 
isn’t a straightforward operation, since there’s a lot of code to write in the right sequence. 

    _brush.SetSourceParameter("Backdrop", destinationBrush); 
 
    var blurSprite = _compositor.CreateSpriteVisual(); 
    blurSprite.Size = new Vector2((float)BackgroundImage.ActualWidth, 
(float)BackgroundImage.ActualHeight); 
    blurSprite.Brush = _brush; 
 
    ElementCompositionPreview.SetElementChildVisual(BackgroundImage, 
blurSprite); 
 
    ScalarKeyFrameAnimation blurAnimation = 
_compositor.CreateScalarKeyFrameAnimation(); 
 
    blurAnimation.InsertKeyFrame(0.0f, 0.0f); 
    blurAnimation.InsertKeyFrame(0.5f, 7.0f); 
    blurAnimation.InsertKeyFrame(1.0f, 12.0f); 
    blurAnimation.Duration = TimeSpan.FromSeconds(4); 
 
    _brush.StartAnimation("Blur.BlurAmount", blurAnimation); 
} 

www.dbooks.org

https://developer.microsoft.com/en-us/windows/uwp-community-toolkit
https://www.dbooks.org/


 

48 

The UWP Community Toolkit includes a built-in set of behaviors, which are special XAML 
elements that can be applied to a control and that can perform, under the hood, a series of 
operation that, alternatively, you would have the chance to do only in code. 

The UWP Community Toolkit includes a specific NuGet package, called 
Microsoft.Toolkit.Uwp.UI.Animations, which can make your life easier when it comes to use 
some of the features of the Composition APIs.  

 

 

Figure 20: The NuGet package we need to use Composition APIs effects in a simpler way 

For example, let’s see how, after we have installed this package in our project, we can apply a 
blur effect to the same Image control using a different approach: 

<Page 
    x:Class="SampleApp.MainPage" 
    xmlns="http://schemas.microsoft.com/winfx/2006/xaml/presentation" 
    xmlns:x="http://schemas.microsoft.com/winfx/2006/xaml" 
    xmlns:local="using:SampleApp" 
    xmlns:d="http://schemas.microsoft.com/expression/blend/2008" 
    xmlns:mc="http://schemas.openxmlformats.org/markup-compatibility/2006" 
    xmlns:interactivity="using:Microsoft.Xaml.Interactivity" 
    xmlns:behaviors="using:Microsoft.Toolkit.Uwp.UI.Animations.Behaviors" 
    mc:Ignorable="d"> 
 
    <Grid HorizontalAlignment="Center" VerticalAlignment="Center"> 
        <Image Source="Assets/image.jpg" Width="400" 
x:Name="BackgroundImage"> 
            <interactivity:Interaction.Behaviors> 
                <behaviors:Blur x:Name="BlurBehavior"  
                                AutomaticallyStart="True" 
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As you can see, we don’t have to write any code in code-behind. We have just to assign a 
behavior to the Image control (thanks to the Interaction.Behaviors property): in this case, 

the name of the behavior is Blur. 

You can notice that both objects aren’t part of the standard Universal Windows Platform and, as 
such, you will have to declare their XAML namespaces in the Page definition: 

Microsoft.Xaml.Interactivity for the Interaction.Behaviors collection and 

Microsoft.Toolkit.Uwp.UI.Animations.Behaviors for the Blur behavior. 

To configure the behavior, we can rely on a simple set of properties, like: 

• AutomaticallyStart, which is a bool that defines if we want to apply the effect 
immediately or not. 

• Duration, which is the duration of the optional animation. 

• Delay, which is after how much time the animation will start. 

• Value, which is the value assigned to the effect (in this case, the blur intensity will be 7). 

As you can notice, we can use this behavior to just apply the effect (since we have specified 0 
as Duration, the blur will be applied immediately) or to include animations (by simply setting 

the Duration property with a different value). For example, here is how we can achieve the 

same animation that, previously, we have created in code, that changes the blur intensity from 0 
to 12 in 4 seconds: 

                                Duration="0" 
                                Delay="0" 
                                Value="7"/> 
            </interactivity:Interaction.Behaviors> 
        </Image> 
    </Grid> 
</Page> 
 

<Page 
    x:Class="SampleApp.MainPage" 
    xmlns="http://schemas.microsoft.com/winfx/2006/xaml/presentation" 
    xmlns:x="http://schemas.microsoft.com/winfx/2006/xaml" 
    xmlns:local="using:SampleApp" 
    xmlns:d="http://schemas.microsoft.com/expression/blend/2008" 
    xmlns:mc="http://schemas.openxmlformats.org/markup-compatibility/2006" 
    xmlns:interactivity="using:Microsoft.Xaml.Interactivity" 
    xmlns:behaviors="using:Microsoft.Toolkit.Uwp.UI.Animations.Behaviors" 
    mc:Ignorable="d"> 
 
    <Grid HorizontalAlignment="Center" VerticalAlignment="Center"> 
        <Image Source="Assets/image.jpg" Width="400" 
x:Name="BackgroundImage"> 
            <interactivity:Interaction.Behaviors> 
                <behaviors:Blur x:Name="BlurBehavior"  
                                AutomaticallyStart="True" 
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The Microsoft.Toolkit.Uwp.UI.Animations.Behaviors contains many other behaviors to 

apply different effects, like Fade, Rotate, Scale, etc. You can easily notice how, thanks to the 

UWP toolkit, we have achieved two important goals: 

• We have been able to keep all the code that is related to the user interface in the XAML. 

• The XAML code to write is much simpler and easier to remember than the C# code we 
had to write to manually leverage the Composition APIs. 

Navigation in Universal Windows Platform apps 

As we’ve already mentioned previously in this series of books, Universal Windows Platform 
apps, unlike traditional desktop applications, are based on pages. Every page displays some 
content and the user can navigate from one page to another to explore the application. 
Consequently, Universal Windows Platform apps are based on the Frame concept, which is the 

container of all the application pages. A Frame can contain one or more Page objects, which are 

managed with a hierarchy like the one offered by web sites: the user has the chance to move 
back and forth across the different pages. 

The page’s lifecycle 

As we’ve already seen, every application’s page inherits from the Page class, which offers a set 

of events that are important to manage the page’s lifecycle. In this book we’ll often use two of 
them: OnNavigatedTo() and OnNavigatedFrom(). The first one is triggered when the user 

navigates to the current page: it’s one of the best entry points to initialize the data that needs to 
be displayed in the page (for example, to retrieve some data from a database or a web service).  
One of the main reasons is that, frequently, data loading is often best done using asynchronous 
code, by leveraging the async and await pattern. However, the constructor of the page (which 

usually is one of the first places where a developer tries to include the data loading logic) can’t 
be asynchronous. This is a general limitation of C#: creating a new instance of an object should 
be an immediate operation, as such the constructor, in most of the cases, can’t execute 
asynchronous code. The OnNavigatedTo() method, instead, being connected to an event, 

doesn’t have this limitation and it can use the async and await keywords without any limitation. 

The second one, instead, is triggered when the user is navigating away from the current page to 
another one. These two entry points are also very useful to save and restore the page’s state so 
that we can properly manage the application’s lifecycle. 

 

                                Duration="0" 
                                Delay="4" 
                                Value="12"/> 
            </interactivity:Interaction.Behaviors> 
        </Image> 
    </Grid> 
</Page> 
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Navigation across pages 

The Frame class, since it’s the pages’ container, offers the basic methods to perform navigation 

from one page to another. The basic one is called Navigate() and it accepts, as parameter, 

the type that identifies the page where you want to redirect the user. 

For example, if you want to redirect the user to a page called MainPage.xaml, with type is 
MainPage, you can use the following code: 

The Navigate() method accepts also a second parameter, which is an object that you want to 

pass from one page to another: it’s useful in common master – detail scenarios, where the user 
taps on an element in one page and he’s redirected to another page to see more information 
about the selected item. 

The following sample code retrieves the selected item from a ListView control and passes it to 

another page: 

Then we’re able to retrieve the parameter in the OnNavigateTo() event handler of the 

destination page, thanks to the Parameter property stored in the navigation parameters, like in 

the following sample: 

protected override void OnNavigatedTo(NavigationEventArgs e) 
{ 
    //load the data 
} 
protected override void OnNavigatedFrom(NavigationEventArgs e) 
{ 
    //save the data 
} 

private void OnGoToMainPageClicked(object sender, RoutedEventArgs e) 
{ 
    this.Frame.Navigate(typeof(MainPage)); 
} 

private void OnGoToMainPageClicked(object sender, RoutedEventArgs e) 
{ 
    Person person = People.SelectedItem as Person; 
    this.Frame.Navigate(typeof(MainPage), person); 
} 

protected override async void OnNavigatedTo(NavigationEventArgs e) 
{ 
    Person person = e.Parameter as Person; 
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Since the Parameter property can contain a generic object, we need to perform first a cast to 

the expected type. However, it’s important to highlight that the object passed as parameter 
should be serializable,. We’ll talk again about this important concept in the next chapter. 

Managing the page stack 

Universal Windows Platform apps follow a hierarchical approach when it comes to navigation, 
which is very like the one offered by web applications: typically, the user starts from a main 
page and then he moves to the other pages of the application. However, he can also decide to 
navigate backwards and move back to the previous pages. 

The page hierarchy is managed like a stack: every time you navigate to a new page, a new item 
is added at the top of the stack; when you navigate back, instead, the page at the top of the 
stack is removed. Both platforms requires the developer to properly manage the backward 
navigation, by using the GoBack() button offered by the Frame class. By default, in fact, the 

Back button that is included in every Windows 10 device redirects the user to the previously 
opened application and not to the previous page. As such, if we want to keep our app’s behavior 
consistent with the user experience of the system and to the user’s expectation, we need to 
manually manage the backward navigation.  

Handling the back button 

Windows 10 introduced an important difference in handling the back button compared to 
Windows 8.1. In the past, you needed to handle it only in Windows Phone apps, since it was the 
only platform with an integrated hardware back button. Since desktop and tablets didn’t have a 
dedicated button, it was up to the developer to integrate it directly into the user interface of the 
application. 

Windows 10, instead, has introduced a unified back button management, which is implemented 
in different ways based on the platform where the app is running: 

• On a phone, the back button is part of the interface of the operating system. On some 
devices, it’s a physical button, in others it’s virtual and is part of the user interface. In 
both cases, it’s placed at the bottom of the shell of the phone. 

 

    MessageDialog dialog = new MessageDialog(person.Name); 
    await dialog.ShowAsync(); 
} 
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Figure 21: The back button on a Windows 10 mobile device 

• On a tablet (or on a PC with Tablet mode activated), the back button is included in the 
navigation bar at the bottom of the device, between the Start button and Search / 
Cortana one. 

 

Figure 22: The back button on a Windows 10 tablet 

• On a desktop, the back button is included in the chrome of the window and placed at the 
top left corner. 

 

Figure 23: The back button on a Windows 10 PC 
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• On the Surface Hub, the experience is like the tablet one: there’s a virtual button placed 
in the bottom navigation bar, the only difference is that it’s placed in the middle of the 
screen. 

 

Figure 24: The back button on the Surface Hub 

• On the Xbox One, backward navigation is triggered by pressing the B button on the 
joypad 

 

 

Figure 25: The Xbox One S controller 

No matter which is the device where the app is running, the Universal Windows Platform offers 
a dedicated API to detect and handle that the user has pressed the back button and, as such, 
we need to redirect him to the previous page of the application (unless the back stack is empty, 
which typically means that we are on the main page). 

This API is exposed by the SystemNavigationManager class (included in the 

Windows.UI.Core namespace), which offers an event called BackRequested that is invoked 

every time the user presses the back button, no matter the device where the app is running: 
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As you can notice, before subscribing to the BackRequested event, we need to get a reference 

to the SystemNavigationManager implementation for the current page, by calling the 

GetCurrentView() method. 

Additionally, the SystemNavigationManager class offers a property called 

AppViewBackButtonVisibility, which applies only to the desktop. By default, in fact, the 

back button included in the chrome of the window isn’t visible. If we want to display it, we need 
to set this property to true. 

However, the approach we’ve just described would be quite expensive to maintain, because we 
would need to write the same code to handle the back button in each page of the application. As 
such, the best way to handle this requirement is to centralize the back-button management in 
the App class of the page: this way, the expected behavior (redirecting the user to the previous 

page of the application) will be applied automatically to every page of the app. 

The first step is to open the App class (stored in the App.xaml.cs file) and look for the 

OnLaunched() method. For the moment, it’s important just to know that it’s the method that is 

invoked when the app is launched from the beginning: we’re going to see more details later in 
this chapter, when we’re going to talk about the application’s lifecycle. 

This is how the default method looks like: 

public sealed partial class MainPage : Page 
{ 
    public MainPage() 
    { 
        this.InitializeComponent(); 
        SystemNavigationManager.GetForCurrentView().BackRequested += 
MainPage_BackRequested; 
    } 
 
    private void MainPage_BackRequested(object sender, 
BackRequestedEventArgs e) 
    { 
        //perform back navigation 
    } 
} 

protected override void OnLaunched(LaunchActivatedEventArgs e) 
{ 
    Frame rootFrame = Window.Current.Content as Frame; 
 
    // Do not repeat app initialization when the Window already has 
content, 
    // just ensure that the window is active 
    if (rootFrame == null) 
    { 
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We need to change a bit the previous code to achieve a couple of goals: 

• We need to check if the back stack is empty or not. In case the app is running on the 
desktop, in fact, we’re going to display the back button in the chrome of the window only 
if there are effectively pages where to go back. 

• We need to repeat the previous check at every navigation, because the situation may 
change (for example, if we are in the main page the button will be probably hidden, but if 
we are in one of the inner pages, the button must be displayed again). 

• We need to handle the back button globally so that, whatever page the user is visiting, 
he’ll always be able to return to the previous one. 

Here is how the new method looks like, with highlighted in yellow the changes we have made: 

        // Create a Frame to act as the navigation context and navigate to 
the first page 
        rootFrame = new Frame(); 
 
        rootFrame.NavigationFailed += OnNavigationFailed; 
 
        if (e.PreviousExecutionState == 
ApplicationExecutionState.Terminated) 
        { 
            //TODO: Load state from previously suspended application 
        } 
 
        // Place the frame in the current Window 
        Window.Current.Content = rootFrame; 
    } 
 
    if (e.PrelaunchActivated == false) 
    { 
        if (rootFrame.Content == null) 
        { 
            // When the navigation stack isn't restored navigate to the 
first page, 
            // configuring the new page by passing required information as 
a navigation 
            // parameter 
            rootFrame.Navigate(typeof(MainPage), e.Arguments); 
        } 
        // Ensure the current window is active 
        Window.Current.Activate(); 
    } 
} 

protected override void OnLaunched(LaunchActivatedEventArgs e) 
{ 
    Frame rootFrame = Window.Current.Content as Frame; 
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    // Do not repeat app initialization when the Window already has 
content, 
    // just ensure that the window is active 
    if (rootFrame == null) 
    { 
        // Create a Frame to act as the navigation context and navigate to 
the first page 
        rootFrame = new Frame(); 
 
        rootFrame.NavigationFailed += OnNavigationFailed; 
        rootFrame.Navigated += OnNavigated; 
 
        if (e.PreviousExecutionState == 
ApplicationExecutionState.Terminated) 
        { 
            //TODO: Load state from previously suspended application 
        } 
 
        // Place the frame in the current Window 
        Window.Current.Content = rootFrame; 
 
        SystemNavigationManager.GetForCurrentView().BackRequested += 
OnBackRequested; 
 
        
SystemNavigationManager.GetForCurrentView().AppViewBackButtonVisibility = 
            rootFrame.CanGoBack ? 
            AppViewBackButtonVisibility.Visible : 
            AppViewBackButtonVisibility.Collapsed; 
 
    } 
 
    if (e.PrelaunchActivated == false) 
    { 
        if (rootFrame.Content == null) 
        { 
            // When the navigation stack isn't restored navigate to the 
first page, 
            // configuring the new page by passing required information as 
a navigation 
            // parameter 
            rootFrame.Navigate(typeof(MainPage), e.Arguments); 
        } 
        // Ensure the current window is active 
        Window.Current.Activate(); 
    } 
} 
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The first change we have done is to subscribe to the Navigated event of the root frame of the 

application, which means that we will be notified each time the user moves from one page to 
another. We use this method to understand if, when the app is running on a desktop, we need 
to show or hide the back button. Here is the implementation of the event handler: 

It’s easy to achieve this goal thanks to the bool property called CanGoBack: if it’s true, it means 

that there are other pages in the stack, so the button should be visible; otherwise, we hide it. We 
achieve this goal by changing the value of the AppViewBackButtonVisibility property of the 

SystemNavigationManager for the current page. 

The second change we’ve made to the OnLaunched() method is to subscribe to the 

BackRequested event of the SystemNavigationManager class, as we’ve seen in a previous 

sample but, in that case, it was applied to a single page and not to the overall app. Here is the 
implementation of the event handler: 

Also in this case, we leverage the CanGoBack property of the root frame of the application. Only 

if it’s true, it means that there are other pages in the back stack, so we trigger the backward 

navigation by calling the GoBack() method. Important: we need to set also the Handled 

property of the method parameter to true, to prevent Windows to manage the back button 

anyway (and force the opening of the previously used application). 

The last piece of code we’ve added to the OnLaunched() method is the same we’ve seen in the 

handler of the Navigated event: the reason is that, when the app is launched for the first time, 

the Navigated event hasn’t been triggered yet, so we need to manually check if there are 

pages on the back stack and, consequently, we need to display or show the back button on the 
desktop. 

private void OnNavigated(object sender, NavigationEventArgs e) 
{ 
    SystemNavigationManager.GetForCurrentView().AppViewBackButtonVisibility 
= 
        ((Frame)sender).CanGoBack ? 
        AppViewBackButtonVisibility.Visible : 
        AppViewBackButtonVisibility.Collapsed; 
} 

private void OnBackRequested(object sender, BackRequestedEventArgs e) 
{ 
    Frame rootFrame = Window.Current.Content as Frame; 
 
    if (rootFrame.CanGoBack) 
    { 
        e.Handled = true; 
        rootFrame.GoBack(); 
    } 
} 
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Avoiding the circular navigation issue 

One really important thing to manage when you work with the page stack is to always use the 
GoBack() method of the Frame class when you want to redirect the user to the previous page 

and never use the Navigate() one. 

This is required since, as we’ve already mentioned, pages are managed with a stack: the 
GoBack() method removes the top page from the stack, while the Navigate() one adds a new 

one to the top. The result is that, if we use the Navigate() method to go back to the previous 

page, we create a circular navigation and the user keeps moving between the same two pages. 

Let’s see a real example: you have an application with a main page, which displays a list of 
news. The application offers a Settings button that redirects the user to a page where he can 
configure the application. At the bottom of this page we have added a Confirm button: when it’s 
tapped, the settings are saved and the user is redirected back to the main page. 

Let’s say that we perform this backward navigation to the main page using the Navigate() 

method: what happens is that, instead of removing the Settings page from the stack, we have 
added the Main page on the top of it. The result is that, if now the user presses the Back button, 
instead of returning to the Start menu (which is the expected behavior, since he’s on the main 
page), he will be redirected back to the Settings page, since it’s already present in the stack. 

The proper way to manage this scenario is to call the GoBack() method when the user presses 

the Confirm button: this way, the Settings page will be removed from the stack, leaving the Main 
page as the only available page in the stack. This way, pressing the Back button again will 
correctly redirect the user to the Start Screen, quitting the application. 

Managing the page’s state 

If you’ve already worked with Windows Phone 8.0 and Silverlight you’ll remember that, until a 
page was removed from the stack, its state was kept in memory. This means that if the user 
pressed the Back button to go back to the previous page, he would have found it in the same 
state he previously left. 

The Windows Runtime has changed this behavior, which still applies to the Universal Windows 
Platform: whenever the user is redirected to a page (no matter if it’s a forward navigation to a 
new page or a backward navigation to a page already in the stack), a new instance is created. 
This means that the state is never maintained: if, for example, a page contains a TextBox 

control and the user writes something in it, as soon as he moves away from the page that 
content will be lost. 
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If you want to avoid this issue and keep the previous behavior, you can set the 
NavigationCacheMode property of the page to Required or Enabled in the page constructor or 

by setting a property in XAML offered by the Page class: this way, the page state will always be 

maintained. It’s important to highlight that, in this case, you’ll need to properly manage the data 
loading and avoiding loading things in the page constructor, since it gets called only the first 
time the page is requested. It’s better to use, instead, methods like OnNavigatedTo(), which 

are triggered every time the user navigates to the page. Which is the difference between the two 
values? They both preserve the page’s state, but Required uses more memory since it will 

always cache the page, no matter how many other pages have already been cached. With 
Enabled, instead, the page will be cached but, if the cache size limit is hit, the state will be 

deleted. 

The following sample shows how to set the NavigationCacheMode property in code behind: 

The application’s lifecycle 

One of the biggest differences between a Universal Windows Platform app and a traditional 
Windows desktop application is the lifecycle, which means the different states that the 
application can assume while it’s running. Usually, the lifecycle of traditional desktop apps is 
quite simple, since they are limited only by the hardware where the app is running. The user is 
always in control of the status of the application: the app is started and it always stays active 
until he closes it, without any limitation about the chances to perform background operations.  

This approach, however, doesn’t fit well applications that can run on devices with battery and 
performance constraints, like a phone or a tablet: performance, small battery impact and 
responsiveness are key factors on these platforms and the freedom offered by standard desktop 
applications doesn’t respect these requirements. 

Universal Windows Platform apps aren’t always running: when the user switches to another 
activity (like by opening another application, or moving back to the Start screen) the app is 
suspended. Its state is preserved in memory, but it’s not running anymore so it doesn’t use any 
resources (CPU, network, etc.). Consequently, when an application is suspended, it can’t 
perform background operations (even if there’s an exception, thanks to a feature called 
Extended Execution that we’ll see in details later): for this purpose, the Universal Windows 
Platform has introduced background tasks, which will be detailed in another one of the books of 
this series. In most of the cases, the suspension management is transparent to the developer: 
when the user resumes our application, it will simply be restored, along with its state. This way, 
the user will find the application in the same state that he previously left. 

public sealed partial class MainPage : Page 
{ 
    public MainPage() 
    { 
        this.InitializeComponent(); 
        this.NavigationCacheMode = NavigationCacheMode.Required; 
    } 
} 
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However, some devices (especially tablets and smartphones) don’t have unlimited memory: 
consequently, the operating system can terminate the older applications in case it’s running out 
of resources. As developers, it’s important to save the state of the application during suspend, 
so that we can restore it in case the application is terminated by the system. The goal is to offer 
a fluid experience to the user: he should always find the application in the same state he left, no 
matter if the app was just suspended or terminated. 

It’s important not to confuse the application’s state (like, for example, the content of a form that 
the user is filling and the he doesn’t want to lose, even if switches to another task) with the 
application’s data (like a database): as we will learn in the next chapter of this book, 
application’s data should be saved as soon as it’s changed, to minimize data loss in case 
something goes wrong (like an unexpected crash of the application). 

Let’s see in details the different states of the application’s lifecycle. 

Launching 

All the Universal Windows Platform apps start from a base state called NotRunning, which 

means that the app hasn’t been launched yet. When the application is started from this state, 
the launching event is triggered, which takes care of initializing the frame and the main page. 
Once the application is initialized, it’s moved to the Running state. 

A Universal Windows Platform application is able to manage the lifecycle events in the App 

class, defined in the App.xaml.cs file: specifically, the launching event is called OnLaunched(). 

It’s triggered only when the application is initialized from scratch because it wasn’t already 
running or suspended. 

The following code show a typical launching management and it’s the same we’ve already seen 
when we talked about the back-button management: 

protected override void OnLaunched(LaunchActivatedEventArgs e) 
{ 
    Frame rootFrame = Window.Current.Content as Frame; 
 
    // Do not repeat app initialization when the Window already has 
content, 
    // just ensure that the window is active 
    if (rootFrame == null) 
    { 
        // Create a Frame to act as the navigation context and navigate to 
the first page 
        rootFrame = new Frame(); 
 
        rootFrame.NavigationFailed += OnNavigationFailed; 
 
        if (e.PreviousExecutionState == 
ApplicationExecutionState.Terminated) 
        { 
            //TODO: Load state from previously suspended application 
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The most important part of the previous code is when we check the value of the 
PreviousExecutionState property, which is one of the properties offered by the event’s 

parameters. This property can assume different states, based on the previous status of the 
application. Typically, in the launching event, you’ll be able to catch the following states: 

• NotRunning, which means that it’s the first time the application is launched. 

• Terminated, which means that the application was already in memory, but it’s been 
terminated by the operating system due to low resources. 

• ClosedByUser, which means that the application was already in memory, but it’s been 
terminated by the user. 

As default behavior, the standard App class code suggests managing just the Terminated 

state: the application has been killed by the operating system, so it’s our duty, as developers, to 
restore the state we’ve previously saved. We’ll see later in this chapter which are the proper 
ways to do it. As you can see, the two other states (NotRunning and ClosedByUser) are not 

managed: the app wasn’t running or it has been explicitly closed by the user, so it’s correct to 
start it from scratch, without restoring any previous state.   

        } 
 
        // Place the frame in the current Window 
        Window.Current.Content = rootFrame; 
    } 
 
    if (e.PrelaunchActivated == false) 
    { 
        if (rootFrame.Content == null) 
        { 
            // When the navigation stack isn't restored navigate to the 
first page, 
            // configuring the new page by passing required information as 
a navigation 
            // parameter 
            rootFrame.Navigate(typeof(MainPage), e.Arguments); 
        } 
        // Ensure the current window is active 
        Window.Current.Activate(); 
    } 
} 
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Pre-launching 

Pre-launching is a way to speed up the loading times of your application. When pre-launching is 
activated, Windows 10 can detect which are the apps you use most frequently and prelaunch 
them. During this phase (which will be completely invisible to the user, unless he’s monitoring 
the running processes with the Task Manager), apps will be able to perform some operations 
that can speed up the real launching by the user, like loading some data. For example, a news 
application, during the prelaunch phase, can download the latest news from a web source, so 
that when the user explicitly opens it, he won’t have to wait for the news to be loaded, but they 
will be already there. 

Pre-launch has been added in the November Update, but the way it’s handled has changed in 
the Anniversary Update. In build 10586, prelaunch was enabled by default for every app and, if 
you wanted to opt out, you needed to check, in the OnLaunched() method, if the property 

PrelaunchActivated of the method’s parameter was set to true: in this case, you needed to 

return from the method, without performing any additional operation, like in the following 
sample. 

However, since not all the apps were able to take benefits from this approach, the Windows 
team has decided to disable it by default in the Anniversary Update: it’s up to developers to opt-
in if they want to do it. 

To opt-in, you need to call the EnablePrelaunch() method of the CoreApplication class 

(included in the Windows.ApplicationModel.Core namespace), passing true as parameter. 

Here is how the OnLaunched() method looks like in an application based on SDK 14393: 

protected override void OnLaunched(LaunchActivatedEventArgs e) 
{ 
    if (e.PrelaunchActivated) 
    { 
        return; 
    } 
 
    //standard initialization code 
} 

protected override void OnLaunched(LaunchActivatedEventArgs e) 
{ 
    Frame rootFrame = Window.Current.Content as Frame; 
 
    // Do not repeat app initialization when the Window already has 
content, 
    // just ensure that the window is active 
    if (rootFrame == null) 
    { 
        // Create a Frame to act as the navigation context and navigate to 
the first page 
        rootFrame = new Frame(); 
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Highlighted in yellow you can see the changes from the original code: right before checking if 
the application was enabled from pre-launching, we enable this feature using the 
CoreApplication class. If the PrelaunchActivated property is false, it means that the user 

has explicitly launched the app, so we need to follow the regular flow (which is activating the 
current window and trigger a navigation to the main page). Otherwise, we are in a prelaunch 
state, so we can start to load some data that can be useful when the user will launch the app for 
real. 

Once the pre-launching is terminated, the app will be placed in a suspended state: as such, you 
can’t perform long running operations during pre-launching, otherwise your loading operation 
will be cancelled before it’s finished. 

 
        rootFrame.NavigationFailed += OnNavigationFailed; 
 
        if (e.PreviousExecutionState == 
ApplicationExecutionState.Terminated) 
        { 
            //TODO: Load state from previously suspended application 
        } 
 
        // Place the frame in the current Window 
        Window.Current.Content = rootFrame; 
    } 
 
    CoreApplication.EnablePrelaunch(true); 
 
    if (e.PrelaunchActivated == false) 
    { 
        if (rootFrame.Content == null) 
        { 
            // When the navigation stack isn't restored navigate to the 
first page, 
            // configuring the new page by passing required information as 
a navigation 
            // parameter 
            rootFrame.Navigate(typeof(MainPage), e.Arguments); 
        } 
        // Ensure the current window is active 
        Window.Current.Activate(); 
    } 
    else 
    { 
        //initialize the data of the application 
    } 
} 
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Suspending 

Typically, suspension is triggered when the current app isn’t in foreground anymore: on a 
phone, it means that the user has started another app or he has returned to the Start screen; on 
the desktop, instead, it means that the user has minimized the app in the taskbar.  When such a 
situationoccurs, the operating system will wait 10 seconds, then it will proceed to suspend the 
application: this way, in case the user changes his mind and goes back to the app, it’s 
immediately restore d. 

After that, the application is effectively suspended: it will be stored in memory (so it will keep 
using RAM), but it won’t be able to perform any other operation and to use resources like CPU, 
network, storage, etc. This way, the new application opened by the user will have the chance to 
make use of all the device’s resources, which is an important performance benefit. 

As for every other application’s lifecycle event, also the suspending one is managed in the App 

class, by using the OnSuspending() method, which, by default, has the following definition: 

Before the Anniversary Update, the main purpose of this method was to allow the developer to 
save the application’s state: since we don’t know in advance if the application will be terminated 
or not, we need to do it every time the application is suspended. As you can see from the code, 
the standard template for a Universal Windows Platform app still leverages this approach: the 
default code to handle the suspension is included in this event. 

The previous code uses the deferral concept, which is widely used in the Universal Windows 

Platform and it’s needed to manage asynchronous operations. If you recall the basics concepts 
of the async and await pattern that have been detailed in the previous book, when we execute 

an asynchronous method the compiler sets a sort of bookmark and the method execution is 
terminated, so that the main thread is free to keep managing the UI and the other resources. 
When we’re dealing with the suspending event, this behavior can raise some issues: the 
OnSuspending() method could be terminated before the operations are completed. The 

deferral object solves this problem: until the Complete() method is called, the execution of 

the OnSuspending() method won’t terminate. 

private void OnSuspending(object sender, SuspendingEventArgs e) 
{ 
    var deferral = e.SuspendingOperation.GetDeferral(); 
 
    // TODO: Save application state and stop any background activity 
    deferral.Complete(); 
} 
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Of course, we can’t use this workaround to hijack the Windows guidelines and to keep the 
application running for an indefinite time: we a few seconds to save the application’s state, 
otherwise the application will be forcedly suspended, no matter if the saving operations are 
completed or not. As you can see, the timeframe is quite short: as already mentioned before, 
the purpose of the OnSuspending() method is to save the application’s state, so that the user 

can’t see any difference between a standard suspension and a termination. It’s not the ideal 
place, instead, to save the application’s data. To achieve the goal of saving the application’s 
state you can leverage, for example, the settings API we’re going to discuss in the next chapter 
of this book. 

However, the November Update first and the Anniversary Update later have introduced new 
features (like extended execution, background audio playback and single process background 
execution), where the app isn’t suspended anymore when it isn’t in foreground. As such, your 
app could be suspended when it’s running in background and, consequently, the Suspended 
event isn’t triggered. In one of these scenarios, if you leverage one of these new features in 
your app and you continue to save the application state in the Suspended event, you may risk 
losing data. Later in the chapter I will highlight the differences compared to the past with the 
new features introduced in the Anniversary Update. 

Resume 

The resume process happens when the application is restored from the suspension, but it 
wasn’t terminated by the operating system. This process is completely transparent to the 
developer: since the application was still in memory, the application’s state is preserved and we 
don’t need to manually restore it. 

However, the App class offers a way to intercept this event: since applications are terminated 

due to low resources and not based on time constraints, if the system has enough memory to 
keep it alive the application can stay suspended for a long time. Consequently, it can happen 
that when the application is restored the data displayed in the page isn’t up-to-date anymore. 

This is the purpose of the resuming event: it’s triggered every time the application is resumed 
from a suspension without a termination and we can use it to refresh the application’s data (for 
example, by performing a new request to a web service to refresh the list of news displayed in 
the main page). 

By default, the App class doesn’t manage this event, so you’ll need to manually subscribe it in 

the class constructor, like in the following sample: 

public sealed partial class App : Application 
{ 
    public App() 
    { 
        this.InitializeComponent(); 
        this.Resuming += App_Resuming; 
    } 
 
    private void App_Resuming(object sender, object e) 
    { 
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Activating 

The Universal Windows Platform offers a contract system, which is used by developers to 
integrate their apps into the operating system. Consequently, a Universal Windows Platform app 
can be launched in different ways than simply by tapping on its icon or tile on the Start screen: it 
can be triggered by a sharing request or because the user has activated the app using a voice 
command through Cortana. In all these scenarios, the application isn’t opened with the 
launching event, but with a specific activation event, which usually contains the information 
about the request, which are required to identify the context and act in the proper way. 

The App class offers many activation methods, according to the event that triggered the request: 

for example, the OnFileActivated() method is triggered when a file we support is opened. In 

another book of this series we’ll see, in details, all the available contracts and extension and the 
related activation events. 

Closing 

The closing event is triggered when the user explicitly closes the application: on a desktop, this 
operation is performed by clicking on the X icon on the top right of the screen; on a tablet, by 
dragging the application from the top to the bottom of the screen; on a phone, instead, it’s 
triggered when the user closes it from the Task Switcher, which is activated by long pressing the 
Back button. 

If you have some previous experience with Windows Phone development, there’s an important 
difference between Windows Phone 8.0 and Windows 10. In the old versions of Windows 
Phone, when you pressed the Back button in the main page of the application you were 
effectively terminating it. In Windows 10, instead, on every platform, pressing the Back button 
on the main page will simply redirect you to the Start screen, but the app will simply be 
suspended and not terminated. 

Some important changes in the Anniversary Update 

It’s important to know and understand the previously described lifecycle, because if you’re 
targeting the November Update SDK or a prior version you should continue leveraging this 
approach. Additionally, if your app doesn’t make use of any of the new background execution 
features, you can safely continue to adopt the lifecycle previously described. 

        //refresh the data 
    } 
} 
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However, the November Update first and the Anniversary Update later have added some new 
features that changed a bit the way the application’s lifecycle can be handled: extended 
execution, background audio playback and single process background execution. Extended 
execution will be discussed later in this chapter, while the other two features will be detailed in 
another book of the series, when we’ll talk about multimedia applications and background tasks. 
In these scenarios, the app can continue to run even when it isn’t in foreground. As such, the 
Suspension and Resuming event may not be reliable anymore: if the app is suspended or 
resumed when it’s running in background, these two events aren’t triggered. Consequently, if for 
example you included the logic to save the application’s state when the app is suspended and, 
then, Windows 10 suspends it when it’s running in background, the Suspension event will never 
be triggered and, as such, the data won’t be saved. 

To solve this problem, the Anniversary Update has introduced two new event that you can 
handle: EnteringBackground and LeavingBackground. 

Here is the updated lifecycle in the Anniversary Update: 

 

Figure 26: The application’s lifecycle of a Universal Windows Platform app in Windows 10 Anniversary Update 
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EnteredBackground 

EnteredBackground is a new event which is triggered when the app is moving from foreground 

to background. Starting from the Anniversary Update, this is the event which is better to 
leverage to save the state of your application: in fact, this event will be triggered in any case, 
regardless if the app is moving to background to continue running or to be suspended. 

When the app is moved from foreground to background, the difference between the two 
scenarios is that: 

• If the app is leveraging one of the new background running features, Windows will 
trigger only the EnteriedBackground event. 

• If the app isn’t leveraging one of these new features, Windows will trigger first the 
EnteriedBackground event and then the Suspending one. 

In this case, if you move the state saving logic in the EnteriedBackground event, you make 

sure that it will always be triggered. However, to adopt this new approach, you need to manually 
subscribe to the EnterieedBackground event, since the default Visual Studio template 

subscribes just to the Suspending one. Here is how your updated App class looks like: 

As you can see, exactly like we’ve seen for the Suspending event, also in this case, thanks to 

the event handler’s parameter, we have access to the deferral by calling the GetDeferral() 

method, in case we need to perform asynchronous operations. 

sealed partial class App : Application 
{ 
    public App() 
    { 
        this.InitializeComponent(); 
        this.Suspending += OnSuspending; 
        this.EnteredBackground += App_EnteredBackground; 
    } 
 
    private void App_EnteredBackground(object sender, 
EnteredBackgroundEventArgs e) 
    { 
        var deferral = e.GetDeferral(); 
        //TODO: Save application state and stop any background activity 
        deferral.Complete(); 
    } 
} 
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LeavingBackgroundState 

This event is the opposite of the previous one and it’s triggered when the app is moved from 
background to foreground: in this stage, the UI isn’t visible yet and, immediately after that, the 
app will be moved to the Running state. As such, if you need to perform any operation to 

prepare the UI before the app is visible to the user, it’s better to leverage the 
LeavingBackgroundState event rather than the Resuming or Activating ones. Also in this 

case, the standard App class implementation doesn’t handle this event, so you’ll have to 

manually subscribe to it in the class constructor, like in the following sample. 

Single process background model 

In another book of this series, you will learn that the Universal Windows Platform offers the 
concept of background tasks, which are separate projects of your solution that are executed by 
a separate process. They contain a set of operations that can be performed even when the app 
is suspended or not running at all. Background tasks are connected to triggers, which are the 
events that cause the execution of the task: the user has received a push notification, there’s an 
incoming connection from a socket, a time interval we have defined has passed, etc. 

The Anniversary Update has introduced the concept of single process background model: 
we can leverage the same triggers but, instead of handling the background code in a separate 
project of our application (the background task), it can be managed directly by the application 
itself inside the App class. We won’t discuss this topic in details in this chapter, since it’s strictly 

connected to the concept of background tasks, which will be described in another book of the 
series. 

sealed partial class App : Application 
{ 
    public App() 
    { 
        this.InitializeComponent(); 
        this.Suspending += OnSuspending; 
        this.LeavingBackground += App_LeavingBackground; 
    } 
 
    private void App_LeavingBackground(object sender, 
LeavingBackgroundEventArgs e) 
    { 
        //prepare the UI 
    } 
} 
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Extended execution 

Extended execution is one of the new Windows 10 features that changed the way the 
application’s lifecycle is handled in the Anniversary Update. Before Windows 10, in fact, a 
Windows Store application was suspended when it wasn’t in foreground anymore, no matter 
what. The only way to perform some operations in background was to leverage background 
tasks. 

Windows 10, instead, has introduced the concept of extended execution: when the app is 
suspended, we can ask to the operating system to keep it running in background. There are two 
scenarios where this feature is typically useful: to complete a long running operation that was 
started in foreground (like synchronizing some data on a server) or to keep tracking the location 
of the user. Based on the approach, there are two different ways to implement the feature, even 
if we’re going to leverage the same APIs. 

Completing an operation 

We have already mentioned previously in this chapter that, when the app is suspended, we 
have a few seconds to wrap up all the pending operations and save the application’s state. 
However, in some cases, this time isn’t enough and could lead to data loss. For example, let’s 
say that the user has started a sync operation and, at some point, he receives a WhatsApp 
message and decides to reply immediately. In this case, the app that was performing the sync is 
moved in background and, if it can’t complete the operation in 10 seconds, the sync will simply 
be aborted. 

Extended execution can be used to ask for more time, which is granted based on different 
conditions (like the available memory or battery life). Since we’re asking for more time when the 
user is moving to another task, we need to perform this request in the Suspending event of the 

App class: when the app is being suspended, we ask for more time. Here is a sample code: 

private async void OnSuspending(object sender, SuspendingEventArgs e) 
{ 
    var deferral = e.SuspendingOperation.GetDeferral(); 
    using (var session = new ExtendedExecutionSession()) 
    { 
        session.Reason = ExtendedExecutionReason.SavingData; 
        session.Description = "Upload Data"; 
        session.Revoked += session_Revoked; 
        var result = await session.RequestExtensionAsync(); 
        if (result == ExtendedExecutionResult.Denied) 
        { 
            UploadBasicData(); 
        } 
        // Upload Data 
        await UploadDataAsync(session); 
    } 
    deferral.Complete(); 
} 
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Extended execution is managed with the ExtendedExecutionSession class, which belongs to 

the Windows.ApplicationModel.ExtendedExecution namespace 

When we create a new ExtendedExecutionSession object, we must handle some properties: 

• The Reason property, which is one of the value of the ExtendedExecutionReason 
enumerator. In case we’re asking for more time to complete an operation, so we use the 
SavingData value. 

• The Description property, which is simply a string that describes which kind of 
operation we’re going to do. 

• Revoked, which is the event that it’s triggered when the session is canceled (for 
example, because the system is running out of memory) and it gives you a few seconds 
to clean up your data, so that you can leave the app in a consistent state. 

After having configured the object in the proper way, we call the RequestExtensionAsync() 

method. It’s important to highlight that Windows, based on the available resources, has the 
chance to deny our request: consequently, the method will return an 
ExtendedExecutionResult object, which we can use to understand if the session has been 

granted or not. 

In case it has been denied (ExtendedExecutionResult.Denied), we still must comply with the 

few seconds’ limit before the app is suspended: as such, we need to implement an alternative 
solution that takes less than the allowed time to be completed. For example, in the previously 
mentioned sync scenario, we could mark a flag in the application (like by saving a value in the 
storage) that the sync hasn’t been performed so we need to do it again as soon as the app is 
relaunched. In case, instead, the session has been allowed, we can move on and perform the 
full operation. 

In the previous sample, in case the session gets denied we call the UploadBasicData() 

method (which takes only a few seconds to be completed), otherwise we call the full 
UploadData() one. 

With this model, the app is effectively suspended: however, it will stay into this state for an 
indefinite time, until the operation is completed or the extended session gets revoked. 

Detecting the user’s location 

Another common scenario when we want to keep the application running is background is when 
we want to detect the user’s position. A common example is an application dedicated to 
runners: the user should be able to start the app, create a new run, then lock the phone, put it 
into his pocket and start running. Even if the phone is locked, we want the app to be able to 
continue tracking the location of the user so that, when he returns home, he can see on his 
phone the route he followed during the run and a series of statistics (like the time, the average 
speed, etc.). 

private void session_Revoked(object sender, 
ExtendedExecutionRevokedEventArgs args) 
{ 
    //clean up the data 
} 
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By default, this is a scenario that isn’t supported by a Universal Windows Platform application. 
Locking the device, in fact, has the same consequence of moving the app in background: it’s 
moved in a suspended state and, as such, every running operation (including the one which is 
tracking the user’s position using the geo location APIs) will be terminated. 

Extended execution APIs can be used also to handle this scenario. However, in this case, the 
approach is different: the execution, in fact, should be requested as soon as the app starts and 
not when it’s being suspended. The reason is that, in this scenario, the model is different: the 
app won’t be kept in a suspended state for an indefinite time, but it will effectively continue to 
stay in the running state, like if it’s still in foreground. 

The following sample shows an implementation of this scenario, by requesting the extended 
execution session in the OnNavigatedTo() method of the main page of the app: 

public sealed partial class MainPage : Page 
{ 
    public MainPage() 
    { 
        this.InitializeComponent(); 
    } 
 
    protected override async void OnNavigatedTo(NavigationEventArgs e) 
    { 
        using (var session = new ExtendedExecutionSession()) 
        { 
            session.Reason = ExtendedExecutionReason.LocationTracking; 
            session.Description = "Turn By Turn Navigation"; 
            session.Revoked += session_Revoked; 
            var result = await session.RequestExtensionAsync(); 
            if (result == ExtendedExecutionResult.Denied) 
            { 
                //show a warning to the user 
            } 
 
            Geolocator locator = new Geolocator(); 
            locator.PositionChanged += Locator_PositionChanged; 
        } 
 
    } 
 
    private void Locator_PositionChanged(Geolocator sender, 
PositionChangedEventArgs args) 
    { 
        //store the new position in the database 
    } 
 
    private void session_Revoked(object sender, 
ExtendedExecutionRevokedEventArgs args) 
    { 
        //clean up data 
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As you can see, from a code point of view the APIs and the properties to set are the same. The 
only difference is that, this time, as reason we use the LocationTracking value of the 

ExtendedExecutionReason enumerator. 

If the session doesn’t get denied, we’re fine: now the when the app will be placed in 
background, it will continue to run normally and, as such, the PositionChanged event of the 

Geolocator class (which gets triggered every time the user has moved from the current 

position) will continue to be fired. We’ll see more details about the Geolocator class and the 

geo localization APIs in another part of this series of books. 

In case the session gets denied, we don’t have too many options: typically, we can just show a 
warning to the user that the app hasn’t been allowed to run in background, so any background 
location tracking feature won’t work. 

Windows 10 can keep running one background location tracking app at a time. 

Testing the application’s lifecycle 

Testing all the scenarios we’ve described in this chapter could be a hard challenge: applications 
aren’t terminated following a precise pattern, by it’s up to the operating system to kill them when 
the resources are low. Additionally, it’s important to highlight that, to facilitate the debugging 
experience, when the debugger is connected to the running application, the lifecycle events 
aren’t triggered. For example, if you move an app from foreground to background when the 
debugger is connected, suspension will never happen, even after you have exceeded the 
maximum amount of time. Consequently, Visual Studio offers a series of options that the 
developer can use to force the various states of the lifecycle: they are available inside a 
dropdown menu that it’s included in the Debug location toolbar and it’s activated once you’ve 
launched a debugging session for a Universal Windows Platform app. 

 

Figure 27: The dropdown menu used to force one of the lifecycle’s states 

The standard available options are: 

• Suspend: the application is suspended and kept in memory. 

• Resume: the application is resumed from a suspension. 

• Suspend and shutdown: it suspends the application and simulates the termination by 
the operating system. This is the option we need to choose if we want to test that we’re 
properly managing the application’s state. 

    } 
} 
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However, as we’re going to see in the other books of the series, this dropdown can display also 
additional options, since it helps also to test background tasks. 

Another scenario that can be hard to test is when the application is activated using a path 
different from the standard launching event, like a secondary tile, a notification or a voice 
command through Cortana. To help developers testing these cases, Visual Studio offers an 
option that allows the debugger to start but without effectively launching the app. This way, no 
matter which way will be used to activate the application, the debugger will be connected and 
ready to catch any error or to help us in debugging specific issues. This option can be enabled 
in the project’s properties (you can see them by right clicking on the project in Solution Explorer 
and choosing Properties): you can find it in the Debug section and it’s called Do not launch, 
but debug my code when it starts.  

 

Figure 28: The option to enable to debug the application without launching it 
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Chapter 2  Working with files: storage, 
database and settings 

The storage 

Managing the storage in a Universal Windows Platform app is another big difference compared 
to the traditional Windows apps approach: if desktop apps are able to ideally write and read files 
in any computer’s folder (always respecting, of course, the security policies of the user), 
Universal Windows Platform apps run in a sandbox. The storage works like a standard hard 
drive, but it’s isolated: applications can’t read and write data outside this sandbox (unless the 
user explicitly allows it). The most important advantage of this approach is security: applications 
can’t access to the core operating system’s files, so they can’t corrupt the Windows integrity, 
neither intentionally or by mistake due to a bug. The data saved in the local storage is persisted: 
even if the application is terminated or suspended, the data is not lost, but it’s always available 
every time it’s launched again. 

The Universal Windows Platform offers different types of storage, which are available thanks to 
the ApplicationData.Current class that is part of the Windows.Storage namespace. Let’s 

see in details the various kind of storages, before digging into the APIs that are available to 
perform common operations like reading or writing files, listing the content of a folder, etc. 

The local storage 

The local storage is identified by the LocalFolder class and it’s the most widely used: it’s a 

traditional file system, where you can create files and folders, like you’re used to do on your 
computer’s hard disk. However, due to the isolated nature of the storage, the stored data can be 
accessed only by your application. Other applications can access to your data only using a 
special contract, which will be detailed in the another book of the series. 

The local storage follows the same lifecycle of the application: once it’s uninstalled, the storage 
is also removed. There are no limitations in the storage quota that an application can use other 
than the free available space on the device. The local storage also offers an easy way to 
manage a very common scenario in application development, which is storing and reading 
settings, thanks to a class called LocalSettings. We’ll see later in these chapter how to use it. 

One important thing to mention about the local storage is that it’s strictly connected to the 
backup feature available in Windows 10. The operating system, in fact, includes a built-in 
backup feature, which can save, other than the device’s settings like the start screen 
configuration, the e-mail accounts or the lock screen image, also the local storage’s content of 
Universal Windows Platform applications. This way, if the user resets its devices or buys a new 
one and restores the backup, he will find it exactly in the same previous state, including 
application’s data. 

It’s important to highlight that this backup is saved to OneDrive (even if it’s transparent to the 
user, he won’t be able to see the data on his account) and it counts against his quota. 
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The local cache 

The automatic backup feature applied to the local storage is helpful because, as developers, we 
don’t have to find an alternative way to provide a backup mechanism for our application. 
However, there are some applications that don’t really need this feature: if the application 
downloads a lot of data from Internet and it doesn’t allow the user to generate any content, we 
could waste a lot of space on the user’s OneDrive for nothing, since this data would have to be 
downloaded again anyway when the application is restored. 

Think, for example, about applications connected to music streaming services like Spotify or 
Groove Music: the local storage can become quite big, since the paid plans of these services 
allow the user to download the music offline, so that they can listen to it even without an Internet 
connection. In this case, we’re not talking about content generated by the user, but about 
content that is simply downloaded from Internet and stored locally. As such, it wouldn’t make 
sense to store it on OneDrive, since we would have to download it anyway in case of restore 
and it’s not content that we have created, but we are just consuming it. 

For all these scenarios, where saving the whole application’s content would be a waste of space 
on the user’s OneDrive account, the Universal Windows Platform provides a special storage 
called LocalCacheFolder, which is also part of the ApplicationData.Current class. It works 

exactly like the LocalFolder, with the only difference that the data created into this storage is 

not automatically saved during the backup procedure. 

The roaming storage 

The roaming storage is identified by the RoamingStorage class offered, as usual, by the 

ApplicationData.Current object and it has the same basic features of the local storage, 

which means that the data is isolated and it can store settings (using the RoamingSettings 

class), files and folder. 

The most important feature of the roaming storage is that the data is automatically synchronized 
with all the Windows 10 devices of the user that are registered with the same Microsoft Account, 
no matter if they are phones, tablets, traditional desktops, etc. This means that, if the user has 
installed the same application on multiple devices, we can synchronize the data so that, for 
example, he can start a task on the tablet and then finish it on the phone; or he can find on the 
phone the same settings he configured on his computer. 

The roaming’s storage doesn’t follow the same lifecycle of the application: even if it’s 
uninstalled, the roaming data is kept for 30 days, in case the user changes his mind and 
decides to reinstall the application again. The roaming storage is based on OneDrive, even if it 
doesn’t count against the user’s quota: however, there’s an important limitation when it comes 
to the storage’s size. The current limit is, in fact, 100 KB: consequently, the roaming storage is 
ideal to save small data like the application’s settings or unfinished tasks, but not the real 
content, like a database. If you need to synchronize the application’s content across multiple 
devices (also in a cross-platform way), it’s better to rely on a third-party solution, like using the 
Mobile Apps offered by Azure, the cloud solution by Microsoft. 
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The 100 KB’s limit, however, isn’t fixed: in the future, Microsoft could decide to increase it. For 
this reason, when you need to save some data in the roaming storage and you want to make 
sure to fit the maximum space, you don’t have to check against the 100 KB quota, but against a 
special property called RoamingStorageQuota. In this case, if Microsoft will decide to increase it 

in a future Windows 10 update, you won’t have to change your code to support the new quota. 
The following sample shows how to retrieve this information, so that we can display it to the 
user with a popup message. 

What happens if you exceed the roaming quota? Data won’t simply be synchronized anymore 
until you delete some content and you return to a size lower than 100 KB. Another important 
limitation to mention is that the synchronization isn’t performed instantly, but it depends by many 
scenarios, like the network availability, if the device is running in battery saver mode, etc. 
Consequently, you shouldn’t rely on the roaming storage for critical scenarios where you need 
that the data is synchronized as soon as possible on all the devices. 

Since the synchronization is performed out of developer’s control, we can subscribe to an event 
called DataChanged, offered by the ApplicationData.Current class, which is triggered when 

the synchronization has been performed and the data has been updated. This way if, for 
example, the settings are changed, we can perform the required operations to properly update 
the application’s behavior. The following sample shows how to subscribe to this event: 

private async void OnShowQuotaClicked(object sender, RoutedEventArgs e) 
{ 
    string quota = string.Format("Roaming quota: {0} KB", 
ApplicationData.Current.RoamingStorageQuota); 
    MessageDialog dialog = new MessageDialog(quota); 
    await dialog.ShowAsync(); 
} 

public sealed partial class MainPage : Page 
{ 
    public MainPage() 
    { 
        this.InitializeComponent(); 
        ApplicationData.Current.DataChanged += Current_DataChanged; 
    } 
 
    private void Current_DataChanged(ApplicationData sender, object args) 
    { 
        //update the application 
    } 
} 
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The temporary storage 

Another storage’s type is called temporary storage and is identified by the TemporaryFolder 

class offered by the ApplicationData.Current object. It’s used mainly for caching scenarios, 

which means data that can be useful to speed up the application and reduce loading timings 
(like a set of images downloaded from Internet) but that isn’t critical. This storage, in fact, can be 
erased any time, without prior notice, by the user (in case he decides to clean up the temporary 
files) or by the system (in case of a maintenance task). 

Unlike the other two storage’s types, the temporary storage doesn’t support settings 
management (since settings is a kind of data you expect to persist across different usages of 
the app and that shouldn’t be randomly reset). 

The publisher cache folder 

As we’ve described in the previous chapters, the storage of each app is isolated and an 
application can’t read or write data which belongs to other applications. There’s an exception: 
applications published by the same developer (so under the same publisher name and 
developer’s account on the Store) can have a shared cache folder, where they exchange files 
and folder. It’s basically a special area of the storage where every application published by the 
same developer can read and write files, like a regular storage: the difference is that, in this 
case, it isn’t isolated per app basis, but per publisher basis. 

The first step to support this feature is to declare an extension in the manifest file. Unfortunately, 
this feature isn’t supported by the visual editor, so you’ll need to right click on the 
Package.appxmanifest file and choose the option View code. This way, instead of the visual 
editor, you will see the XML that composes the manifest. 

Between the Application and the Capabilities node, you need to place a section called 

Extensions with the following definition: 

As children of the PublisherCacheFolders element, you can place as many Folder items as 

you want, each of them identified by a unique name. These items represent the list of folders 
that will be available in the publisher cache storage. 

Important! This definition must be added in the manifest file of every application that will be 
published by you and for which you want to leverage this feature. 

<Extensions> 
  <Extension Category="windows.publisherCacheFolders"> 
    <PublisherCacheFolders> 
      <Folder Name="Downloads" /> 
    </PublisherCacheFolders> 
  </Extension> 
</Extensions> 
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Once you have added this definition, you can access to the publisher cache storage by calling 
the ApplicationData.Current.GetPublisherCacheFolder() method and passing, as 

parameter, the name of the folder you want to access (which needs to be one of the Folder 

entries in the manifest). 

This method will return a regular StorageFolder object which, as we’re going to see later in 

this chapter, is the base class that represents a folder in the storage and that we can use to 
create or read files inside it. 

The following sample shows an application (we’re going to call it App A) that gets a reference to 
the shared storage and writes a text file with some content: 

Instead, in another application that we’re going to call App B, which still belongs to us and, as 
such, in the manifest has declared the same Publisher of App A, we can read the content of the 
text file by getting access to the shared storage with the same APIs: 

We’ll see later in this chapter more details about the classes we have used to create a file, write 
data and read data (StorageFolder, StorageFile and FileIO). 

Shared folder across users 

On some Windows 10 devices (like a desktop) you can have multiple users configured on the 
same machine. To save space, when you install a Universal Windows App from the Store, it’s 
installed in a special folder of the computer (C:\Program Files\WindowsApps), which is 

shared across every user. This way, if you install a triple-A game which size is 30 GB, you won’t 
have to multiply the occupied space for each user that wants to play the game. The only storage 
types that are duplicated are the ones we’ve seen so far: every user will have its own local, 
roaming or temporary storage, so that he can keep his data and settings apart from the other 
users of the device. 

private async void OnSaveData(object sender, RoutedEventArgs e) 
{ 
    StorageFolder folder = 
ApplicationData.Current.GetPublisherCacheFolder("Downloads"); 
    StorageFile sampleFile = await folder.CreateFileAsync("sample.txt"); 
    await FileIO.WriteTextAsync(sampleFile, "Shared text"); 
} 

private async void OnReadData(object sender, RoutedEventArgs e) 
{ 
    StorageFolder folder = 
ApplicationData.Current.GetPublisherCacheFolder("Downloads"); 
    StorageFile file = await folder.GetFileAsync("sample.txt"); 
    string content = await FileIO.ReadTextAsync(file); 
    MessageDialog dialog = new MessageDialog(content); 
    await dialog.ShowAsync(); 
} 
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However, in some cases it may be helpful to have a shared storage across every user of the 
same app on the same machine. For example, the previously mentioned game can offer 
additional content to download (like a new set of levels), which can be leveraged by every user 
of the computer: in this case, it wouldn’t make much sense to force every user to download it 
from scratch. 

To get access to this shared folder you can use the 
ApplicationData.Current.SharedLocalFolder class, which works exactly like any other 

kind of storage: when your application writes some data into it, the same application running on 
the same machine but for a different user will be able to read it. 

However, there’s a caveat: this special shared folder is available only if the administrator of the 
machine has allowed it, through the proper group policy. In case this policy hasn’t been set, the 
ApplicationData.Current.SharedLocalFolder will be null. 

 

Figure 29: The policy that has to be enabled to enable a shared folder across users 

Debugging the storage 

Especially when we’re going to see, in the next sections, how to store in a permanent way the 
data of our application, it may be useful to analyze the content of the local storage so that, in 
case of problems, we can quickly understand if something went wrong, like a file is missing or 
the content of one of the folders isn’t the one we’re expecting. 
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The easiest platform where to debug these scenarios is the desktop one: the local storage of 
each application is stored into the folder C:\Users\<username>\AppData\Local\Packages, 

where <username> is the name of the local Windows user. Inside this folder, you’ll find a list of 

subfolders, one for each Universal Windows Platform app. The name of the folder is based on 
the Package Family Name of the app, which you can find in the manifest file (in the Packaging 
section) and it’s automatically generated based on a combination between the publisher’s name 
and the application’s name. For example, if you’re still in development and debugging stage (so 
you haven’t reserved a name for your app yet), the app’s folder could be something like 
0e022bc4-f11f-4476-a1f6-5c5ffcd22ca0_e8f4dqfvn1be6). Inside the app’s folder, you’ll 

find many other folders including: 

• The local storage, which is stored inside the LocalState folder. 

• The roaming storage, which is stored inside the RoamingState folder. 

• The temporary storage, which is stored inside the TemporaryState folder. 

• The local cache storage, which (the one that isn’t backed up on OneDrive) is stored 
inside the LocalCache folder. 

Working with folders 

A common scenario for developers is to organize the storage’s structure using folders, to keep 
files separated in a logical way. Every folder in the Universal Windows Platform is identified by 
the StorageFolder class, which offers many methods to perform the most common operations 

like creating a new file, getting the list of available files, renaming a file, etc. 

Consequently, the main root of every storage’s type (for example, the LocalFolder and the 

RoamingFolder objects) are identified with the StorageFolder class. Here is a brief list of the 

most common operations that can be performed: 

• CreateFolderAsync() to create a new folder. 

• GetFolderAsync() to get a reference to an existing sub folder. 

• DeleteAsync() to delete a folder. 

• RenameAsync() to rename a folder. 

The following sample code shows how to create a folder inside the local storage: 

private async void OnCreateFolderClicked(object sender, RoutedEventArgs e) 
{ 
    await 
ApplicationData.Current.LocalFolder.CreateFolderAsync("myFolder"); 
    await 
ApplicationData.Current.LocalFolder.CreateFolderAsync("myFolder2\\mySubFold
er"); 
} 
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As you can see, you’re able to manipulate not just folders, but also subfolders, by using the 
backslash (\) as separator between one folder and the other. If one of the subfolders doesn’t 

exist, the Universal Windows Platform will take care of creating it (for example, the second line 
of code will create both the myFolder2 and mySubFolder folders). In this case, we’re using a 

double backslash just to properly escape this special character. 

The Universal Windows Platform offers also a way to check if a folder already exists before 
performing any operation, by using the TryGetItemAsync() method. If the folder exists, you will 

get in return a reference to it, otherwise you’ll get a null object. The following code, before 

creating a new folder called myFolder, checks if it already exists in the local storage. 

Working with files 

Files are identified by the StorageFile class, which offers a set of methods to perform the most 

common operations, like: 

• DeleteAsync() to delete a file. 

• RenameAsync() to rename a file. 

• CopyAsync() to copy a file from one location to another. 

• MoveAsync() to move a file from one location to another. 

The starting point to work with a file is the StorageFolder class, since each file belongs to a 

folder (since, as we’ve previously mentioned, also the storage’s root is treated as a folder). We 
have two different options: to create a new file, by using the CreateFileAsync() method, or to 

get a reference to an existing file, by using the GetFileAsync() method. 

Let’s see how to write and read a file in the local storage: the Universal Windows Platform offers 
two different approaches, one based on streams and one on bulk operations. 

Creating and reading a file as a stream 

To create a file we need to use the CreateFileAsync() method offered by the StorageFolder 

class, which accepts as parameter the file’s name. The following sample shows how to create a 
text file in the local storage: 

private async void OnCreateFolderClicked(object sender, RoutedEventArgs e) 
{ 
    IStorageItem storageItem = await ApplicationData.Current.LocalFolder. 
TryGetItemAsync("myFolder"); 
    if (storageItem == null) 
    { 
        await 
ApplicationData.Current.LocalFolder.CreateFolderAsync("myFolder"); 
    } 
} 

private async void OnCreateFileClicked(object sender, RoutedEventArgs e) 
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In return, you’ll get a reference to the file you’ve just created. Also when you’re working with files 
you can use the TryGetItemAsync() method we’ve previously seen with folders, to check if a 

file already exists before performing any operation, like in the following sample: 

Once you have a reference to the file, you can call the OpenAsync() method to get the reading 

or writing stream: the type of stream is defined by the FileAccessMode property, which is 

passed as parameter. To perform a writing operation, we need to use the ReadWrite value, like 

in the following sample: 

{ 
    StorageFile file = await 
ApplicationData.Current.LocalFolder.CreateFileAsync("file.txt"); 
} 

private async void OnCreateFileClicked(object sender, RoutedEventArgs e) 
{ 
    IStorageItem storageItem = await 
ApplicationData.Current.LocalFolder.TryGetItemAsync("file.txt"); 
    if (storageItem == null) 
    { 
        StorageFile file = await 
ApplicationData.Current.LocalFolder.CreateFileAsync("file.txt"); 
    } 
} 

private async void OnCreateFileClicked(object sender, RoutedEventArgs e) 
{ 
    IStorageItem storageItem = await 
ApplicationData.Current.LocalFolder.TryGetItemAsync("file.txt"); 
    if (storageItem == null) 
    { 
        StorageFile file = await 
ApplicationData.Current.LocalFolder.CreateFileAsync("file.txt"); 
        IRandomAccessStream randomAccessStream = await 
file.OpenAsync(FileAccessMode.ReadWrite); 
        using (DataWriter writer = new 
DataWriter(randomAccessStream.GetOutputStreamAt(0))) 
        { 
            writer.WriteString("Sample text"); 
            await writer.StoreAsync(); 
        } 
    } 
} 
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When you open the file using the OpenAsync() method, you get a reference to the content’s 

stream, which is identified by the IRandomAccessStream class. Thanks to this stream, you’ll be 

able to use the DataWriter class to perform writing operations: it’s important to highlight that 

the IRandomAccessStream class provides access both to a writing and a reading stream. In this 

case, since we want to write some content to the file, we need to the use the output stream, 
which is obtained using the GetOutputStreamAt() method: the parameter identifies the stream 

position where we want to start the writing operation; in our case, we use 0 to start from the 

beginning. 

The DataWriter class is a special Universal Windows Platform class that makes easier to write 

the most common data types to a file: in the sample, you can see the WriteString() method 

to write a text, but you can use also for example WriteBytes() (to write binary content), 

WriteDouble() to write a number, WriteDateTime() to write a date and so on. Once you’ve 

written the content to the file, you can finalize the operation by calling the StoreAsync() 

method. 

The approach, instead, to read the file’s content is very similar: also in this case, after getting a 
reference to the file using the GetFileAsync() method, we need to open it using the 

OpenAsync() method. Since, in this case, we just need to read the content we can pass as 

parameter the Read value of the FileAccessMode enumerator. Here is a full sample: 

As you can see, the code is very close to the writing procedure. The main differences are: 

• Since in this case we want to perform a reading operation, we need to retrieve the input 
stream, by using the GetInputStreamAt() method offered by the 
IRandomAccessStream class. Also in this case, we need to specify the stream’s position 

private async void OnReadFileClicked(object sender, RoutedEventArgs e) 
{ 
    IStorageItem storageItem = await 
ApplicationData.Current.LocalFolder.TryGetItemAsync("file.txt"); 
    if (storageItem != null) 
    { 
        StorageFile file = await 
        ApplicationData.Current.LocalFolder.GetFileAsync("file.txt"); 
        IRandomAccessStream randomAccessStream = await 
        file.OpenAsync(FileAccessMode.Read); 
        using (DataReader reader = new 
        DataReader(randomAccessStream.GetInputStreamAt(0))) 
        { 
            uint bytesLoaded = await 
reader.LoadAsync((uint)randomAccessStream.Size); 
            string readString = reader.ReadString(bytesLoaded); 
            MessageDialog dialog = new MessageDialog(readString); 
            await dialog.ShowAsync(); 
        } 
    } 
} 
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where to start the reading operation: by using 0 we’re going to read the content from the 
beginning. 

• Instead of the DataWriter class, we used the DataReader one, which works in the 
same way: it offers a set of methods to read the most common data types. In this case, 
since we’re reading a text file, we call the ReadString() method, but we could have 
used ReadDouble() to read a number or ReadDateTime() to read a date. 

Creating and reading a file with a bulk operation 

In the previous section, we’ve seen that, thanks to the DataWriter and DataReader classes, 

we are able work with files as streams: we can start the writing or reading procedure from any 
position and not just from the beginning. However, this precision isn’t always required: for these 
scenarios, the Universal Windows Platform offers a class called FileIO (which is part of the 

Windows.Storage namespace), which is easier to use to perform basic read and write 

operations. 

The starting point is, as usual, the StorageFile class, so we still need to use the APIs we’ve 

previously seen to create a file (in case of a writing procedure) or to get a reference to an 
existing one (in case of a reading procedure). The methods exposed by the FileIO class offers 

a simple way to write the most common data types, like WriteTextAsync() (to write a string) or 

WriteBufferAsync() (to write a binary content, like an image). The following sample shows 

how to create a text file in the local storage: 

You can also add a text to an existing file, by using the AppendTextAsync() method: 

The reading operations are performed in the same way, by using the reading methods offered 
by the FileIO class, like ReadTextAsync() to read a string or ReadBufferAsync() to read a 

binary file. The following sample shows how to retrieve the previously saved text: 

private async void OnCreateFileClicked(object sender, RoutedEventArgs e) 
{ 
    StorageFile file = await 
ApplicationData.Current.LocalFolder.CreateFileAsync("file.txt"); 
    await FileIO.WriteTextAsync(file, "Sample text"); 
} 

private async void OnReadFileClicked(object sender, RoutedEventArgs e) 
{ 
    StorageFile file = await 
ApplicationData.Current.LocalFolder.GetFileAsync("file.txt"); 
    await FileIO.AppendTextAsync(file, "Sample text to append"); 
} 

private async void OnReadFileClicked(object sender, RoutedEventArgs e) 
{ 
    StorageFile file = await 
ApplicationData.Current.LocalFolder.GetFileAsync("file.txt"); 
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Accessing files using URLs 

In some scenarios, it can be useful to access the application’s files using an URL, for example 
when you’re using an Image control and you want to display an image stored in the local 

storage. In Universal Windows Platform apps, you can use some special protocols to get access 
to the files of your application: 

• The ms-appx:/// protocol is used to provide access to the files that are part of the 
Visual Studio project. However, to access to these files, you need to make sure that the 
Build action property (which can be set by right clicking on the file in Visual Studio and 
choosing Properties) is set to Content. For example, let’s say that you have an image 
called logo.png placed in the Assets folder of your project: the following sample shows 
how to display it using an Image control in the XAML. 

• The ms-appdata:/// protocol is used to provide access to the files that are stored in 
one the of the available storage’s types. After the protocol, you need to specify which 
storage you want to use: local, localcache, roaming or temporary. The following 
sample shows how to use an Image control to display an image stored in the local 
storage. 

Managing the application’s settings 

A very common scenario while developing an application is settings management: the 
application can offer a settings page where the user can customize the application based on to 
their needs. Additionally, these APIs are also often used to save and load the page’s state when 
the application is suspended, as we’ve seen in the previous chapter. Both the local storage and 
the roaming storage offer an easy way to manage this scenario, by offering a class 
(LocalSettings for local storage, RoamingSettings for roaming storage) which is a collection 

where we can save our settings and identify them with a unique key, so that we can retrieve 
them later. 

Under the hood, settings are identified with a Dictionary<string, object> collection, where 

we can save our data (which can be a generic object) identified by a string key. This data is 

automatically serialized and deserialized when it’s needed, so that it’s persisted and maintained 
even if the application is closed. 

The dictionary is stored in the Value property offered by the LocalSettings and the 

RoamingSettings classes. The following sample shows how to save some data into the 

roaming settings: 

    string text = await FileIO.ReadTextAsync(file); 
} 

<Image Source="ms-appx:///Assets/logo.png" /> 

<Image Source="ms-appdata:///local/Assets/logo.png" /> 
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First we check, by using the ContainsKey() method, if a value associated with a specific key 

(in the sample, it’s called IsEnabled) already exists. If yes, before saving it using the Add() 

method, we delete it from the collection using the Remove() method. 

The following sample, instead, shows how to retrieve the just saved value from the roaming 
settings: 

The syntax should be familiar, since it’s the standard one used when you work with Dictionary 

collections: after checking if the value identified by the IsEnabled key exists, we retrieve it by 

specifying the key’s name inside square brackets. Since the dictionary can store a generic 
object, we need to perform a cast to the object’s type we expect: in our case, we cast it to bool 

since, previously, we saved a bool value. 

It’s very important to highlight that the settings can’t store any type of data, but only the native 
Windows Runtime types, which are listed in the following page of the official MSDN 
documentation: http://s.qmatteoq.com/WinRT-Types. 

When it comes to manage settings, the best storage’s type to use is the roaming one: this way, 
if you’re working on a Universal Windows Platform app that can be installed on multiple devices, 
you’ll be able to share the settings across all of them. 

private void OnSaveSettingsClicked(object sender, RoutedEventArgs e) 
{ 
    if 
(ApplicationData.Current.RoamingSettings.Values.ContainsKey("IsEnabled")) 
    { 
        ApplicationData.Current.RoamingSettings.Values.Remove("IsEnabled"); 
    } 
    ApplicationData.Current.RoamingSettings.Values.Add("IsEnabled", true); 
} 

private async void OnReadSettingsClicked(object sender, RoutedEventArgs e) 
{ 
    if 
(ApplicationData.Current.LocalSettings.Values.ContainsKey("IsEnabled")) 
    { 
        bool isEnabled = 
(bool)ApplicationData.Current.LocalSettings.Values["IsEnabled"]; 
        MessageDialog dialog = new MessageDialog(isEnabled.ToString()); 
        await dialog.ShowAsync(); 
    } 
} 

http://s.qmatteoq.com/WinRT-Types


 

89 

Organizing settings 

The settings classes we’ve previously seen offers also an easy way to organize the settings in 
different containers that, for example, can be related to different sections of your application. 
This way, instead of having all the settings stored in just one collection, you can split them in 
many dictionaries, each of them with its own unique identifier. 

To use containers you first have to call the CreateContainer() method offered by one of the 

settings classes: the required parameters are the container’s name and a value of the 
ApplicationDataCreateDisposition enumerator, which tells to the Universal Windows 

Platform if the container should be created or not if it doesn’t exist. Once you’ve created the 
container, it works in the same way of the standard settings: you’ll have access to a property 
called Values, which is a Dictionary<string, object> collection. The following sample 

shows how to create a collection with name MainSettings, in which we save an integer value: 

To get access to the existing containers you can use the Containers property offered by the 

LocalSettings and RoamingSettings classes, which is a collection of all the available 

containers. Once you’ve retrieved a reference to the desired container, you can use again the 
Values collection to get the setting you’re looking for, in the same we’ve previously did: 

private void OnSaveSettingsClicked(object sender, RoutedEventArgs e) 

{ 
    ApplicationDataContainer container = 
ApplicationData.Current.LocalSettings. 
    CreateContainer("MainSettings", 
ApplicationDataCreateDisposition.Always); 
    container.Values.Add("NumberOfItems", 10); 
} 

private async void OnReadSettingsClicked(object sender, RoutedEventArgs e) 
{ 
    if 
(ApplicationData.Current.LocalSettings.Containers.ContainsKey("MainSettings
")) 
    { 
        ApplicationDataContainer container = 
ApplicationData.Current.LocalSettings.Containers["MainSettings"]; 
        int numberOfItems = (int)container.Values["NumberOfItems"]; 
        MessageDialog dialog = new MessageDialog(numberOfItems.ToString()); 
        await dialog.ShowAsync(); 
    } 
} 
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Access to the files that are included in the project 

When you download an application from the Store, the operating system takes care of 
unpacking the package created by Visual Studio in a special system folder, which developers 
and users can’t access. Typically, the content of this folder matches the structure of your project 
in Visual Studio. Consequently, you may have the requirement to access to one of these files, 
like a database or an image, from code while the application is running. You can achieve this 
goal by using a special class called Package.Current.InstalledLocation, which identifies 

your project’s root. It behaves like a regular storage: every folder (including the 
InstalledLocation object itself) is identified with the StorageFolder class, while files are 

mapped with the StorageFile class. 

The only important difference with the local storage is that you can’t write data in the application 
folder, but you can just read them. Every method to perform writing operations (like 
CreateFileAsync()) will throw an exception. The following sample shows how to get a 

reference to a file stored in the project and to copy it to the local storage: 

Importing a file or a folder stored in the device 

We’ve learned, in this chapter, that the local storage is isolated: we can’t directly access the 
data created by other applications or stored in the phone (like documents, images or music 
tracks). Since this approach can become a serious limitation for many apps, the Universal 
Windows Platform offers a class called FileOpenPicker that can be used to import external 

files into our application: the FileOpenPicker class opens a special dialog that is managed by 

the operating system and that can be used to browse the various folders of the devices, to look 
for one or more files to import in the application. 

The basic usage of the FileOpenPicker class to import a file in Windows 10 is very simple, as 

you can see in the following sample: 

private async void OnCopyFileClicked(object sender, RoutedEventArgs e) 
{ 
    StorageFile file = await 
Package.Current.InstalledLocation.GetFileAsync("file.xml"); 
    await file.CopyAsync(ApplicationData.Current.LocalFolder); 
} 

private async void OnPickFileClicked(object sender, RoutedEventArgs e) 
{ 
    FileOpenPicker picker = new FileOpenPicker(); 
    picker.FileTypeFilter.Add(".jpg"); 
    picker.FileTypeFilter.Add(".png"); 
    StorageFile file = await picker.PickSingleFileAsync(); 
    if (file != null) 
    { 
        await file.CopyAsync(ApplicationData.Current.LocalFolder); 
    } 
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The first requirement is to set is the kind of files we want to import: this way, the picker will 
automatically display only the files that match the extension we choose. We need to add at least 
one extension to the FileTypeFilter collection, otherwise we’ll get an exception; if we want to 

support any kind of file, we can just add the asterisk (*) as file’s type. 

Once you’ve defined the supported extension, you just need to call the 
PickSingleFileAsync() method: the UI of the picker will be opened and the user will be able 

to choose any of the files on the device. Once he has made his choice, the picker will be closed 
and the control will be returned to your application: the PickSingleFileAsync() method will 

return a StorageFile object, which contains the file selected by the user. The previous sample 

shows how to copy this file into the local storage: it’s important to always check that the file is 
not null before performing any operation, since the user has the chance to cancel the import 

operation. 

You can use the FileOpenPicker class also to import multiple files with a single operation, by 

calling the PickMultipleFileAsync(): it works in the same way of the previous one, with the 

only difference that, instead of returning a single StorageFile object, it returns a collection of 

them. The following sample shows how to copy all the selected files into the local storage of the 
application: 

Files aren’t the only thing that can be imported: you can import also a whole folder, which 
means that you’ll get access to all the files that are included. The operation is achieved in a very 
similar way, with the exception that in this case we’re using the FolderPicker class, like in the 

following sample: 

} 

private async void OnPickFilesClicked(object sender, RoutedEventArgs e) 
{ 
    FileOpenPicker picker = new FileOpenPicker(); 
    picker.FileTypeFilter.Add(".png"); 
    IReadOnlyList<StorageFile> files = await 
picker.PickMultipleFilesAsync(); 
    if (files.Count > 0) 
    { 
        foreach (StorageFile file in files) 
        { 
            await file.CopyAsync(ApplicationData.Current.LocalFolder); 
        } 
    } 
} 

private async void OnPickFolderClicked(object sender, RoutedEventArgs e) 
{ 
    FolderPicker picker = new FolderPicker(); 
    picker.FileTypeFilter.Add("*"); 
    StorageFolder folder = await picker.PickSingleFolderAsync(); 
    if (folder != null) 
    { 

www.dbooks.org

https://www.dbooks.org/


 

92 

Also in this case, we need to add at least one element to the FileTypeFilter collection but, 

since folders don’t have a type, it’s enough to pass an asterisk (*) so that the user can import 
any folder on the device. Then you can call the PickSingleFolderAsync() method, which will 

open the usual picker UI: once the user has selected a folder, the method will return a 
StorageFolder object that references it. This way, you’ll be able to perform additional 

operations on the folder, like creating, opening or deleting a file, creating a subfolder, etc. The 
previous sample gets the list of all the files included in the folder and shows, with a dialog, their 
name. 

Access to files stored on an external memory 

Many devices offer a way to expand the internal storage memory, by using a SD card or 
external USB memory. The approach to access to files and folders stored on external memory 
relies on the same concepts previously explained in this chapter, like using the StorageFolder 

and StorageFile classes. However, there’s an important difference to keep in mind: you can’t 

freely access to any file stored in the memory, but you can only read and write files which type 
has been declared in the manifest file. 

Consequently, the first step is to register the extensions we want to manage: we can do it in the 
Declarations section of the manifest file. We need to add a new File Type Association 
element, which is available in the Available declarations dropdown menu. This extension, to 
work properly, requires the following settings: 

• A unique name that identifies the extension registration, which needs to be set in the 
Name field. 

• The file extensions we want to support: for each of them, we need to specify the File 
Type field (which is the extension, like .txt) and, optionally, the Content Type field (for 
example, in case of a text plain it’s text/plain). 

Now we can access to all the files which extensions have been specified in the manifest file. We 
can do it thanks to the KnownFolders class, which is a static class that offers a quick access to 

all the device’s libraries. We’ll talk about it again in another book of the series, when we’ll learn 
how to access to the multimedia libraries. One of these libraries is called RemovableDevices, 

which is a StorageFolder object that provides access to the removable devices. 

        var files = await folder.GetFilesAsync(); 
        foreach (StorageFile file in files) 
        { 
            MessageDialog dialog = new MessageDialog(file.DisplayName); 
            await dialog.ShowAsync(); 
        } 
    } 
} 
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It’s important to keep in mind that a Windows device can have multiple removable devices (for 
example, a tablet with a USB memory and a SD card slot) or no removable devices at all (like a 
smartphone without a SD card slot). Every device is treated as a folder: to discover all the 
available removable memories, we need to call the GetFoldersAsync() method on the 

RemovableDevices class. The following sample code shows a typical scenario for a Windows 

Mobile application: we get the list of all the available devices and, only if the number of results is 
greater than zero, it means that the phone supports external memory. Only in this case, we get 
the list of all the available files stored in the first memory (since a smartphone can’t have more 
than one SD card slot) and we display it to the user using a ListView control. 

It’s important to remember that, in this sample, the GetFilesAsync() method won’t return all 

the files stored in the external memory, but only all the files which extension matches the one 
we’ve declared in the manifest file. In this sample, it would return only the text files which 
extension is .txt. 

Managing the application’s data 

So far, we’ve learned how to manage the different storages that the Universal Windows 
Platform offers to developers and how we can easily create and read files and folders. However, 
the most important requirement when it comes to manage local data is to save them in a more 
structured way, so that it’s easier to perform the most common operations, like adding, 
removing or editing an item. Let’s say that we want to develop an application that needs to 
manage a list of customers: we can’t simply write this information into a text file, since it would 
be hard to create a logical connection between the data and the user interface and to perform 
simple queries, like retrieving the list of all the customers or adding a new one. Let’s see which 
are the best techniques to manage this scenario. 

Serialization and deserialization 

Serialization is the simplest way to store the application’s data in the local storage: this process 
makes possible to store complex data (like objects) into plain text files, which can be easily 
saved into the storage. The most common standard languages used for this scenario are XML 
and JSON. Deserialization is, simply, the opposite approach: the plain data is converted back 
into complex objects, which can be easily manipulated by the application. 

private async void OnGetFilesClicked(object sender, RoutedEventArgs e) 
{ 
    StorageFolder card = KnownFolders.RemovableDevices; 
    IReadOnlyList<StorageFolder> folders = await card.GetFoldersAsync(); 
    if (folders.Count > 0) 
    { 
        IReadOnlyList<StorageFile> files = await 
folders[0].GetFilesAsync(); 
        FilesList.ItemsSource = files; 
    } 
} 
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Serialization is made easier by the Universal Windows Platform, since it offers a set of built-in 
classes that can perform these operations automatically: we won’t have to manually write the 
XML or the JSON file that matches our data, but the platform will take care of it for us. Usually, 
the serialization is performed every time the data is modified (for example, an item is added, 
edited or deleted), so that we can minimize the data loss risk in case of unexpected problems 
with the applications. Deserialization, instead, is performed when the application is opened or 
restored from a suspension. 

Let’s see a serialization sample, by using a simple class that describes a person: we’re going to 
store, in the application, a list of people. 

In a typical application, we’re going to work with a collection of data, which can be retrieved, for 
example, from a web service or from a database. In the following sample, we’re going to create 
a sample set of data: 

public class Person 
{ 
    public string Name { get; set; } 
    public string Surname { get; set; } 
} 

public sealed partial class MainPage : Page 
{ 
    private List<Person> people; 
 
    public MainPage() 
    { 
        this.InitializeComponent(); 
    } 
 
    protected override void OnNavigatedTo(NavigationEventArgs e) 
    { 
        people = new List<Person> 
        { 
            new Person 
            { 
                Name = "Matteo", 
                Surname = "Pagani" 
            }, 
            new Person 
            { 
                Name = "Ugo", 
                Surname = "Lattanzi" 
            } 
        }; 
    } 
} 
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Serializing and deserializing data using XML 

Since the serialization is performed using a text file, we’re going to use the previously described 
APIs to create a XML file in the local storage. The following sample creates a file called 
people.xml in the local storage, using the CreateFileAsync() and OpenAsync() methods 

we’ve previously seen. 

The XML serialization and deserialization process is performed using the 
DataContractSerializer class, which is part of the System.Runtime.Serialization 

namespace. When we create a new instance of this class, we need to specify the data type 
we’re going to save: in our sample, it’s List<Person>. 

Then, as we’ve previously seen in this chapter, we create a new file called people.xml and we 
open the writing stream, by using the AsStreamForWrite() method on the 

IRandomAccessStream object. The serialization procedure is performed by the WriteObject() 

method of the DataContractSerializer class, which requires the destination stream (the file 

we’ve just created) and the data that we want to serialize (the collection of Person objects). In 

the end, we call the FlushAsync() method, which forces all the data still in the buffer to be 

written in the stream. 

If you proceed to check the content of your local storage, you’ll find a file called people.xml with 
the following content, which is a plain representation of our data: 

private async void OnSerializeDataClicked(object sender, RoutedEventArgs e) 
{ 
    DataContractSerializer serializer = new 
DataContractSerializer(typeof(List<Person>)); 
    StorageFile file = await ApplicationData.Current.LocalFolder. 
    CreateFileAsync("people.xml", CreationCollisionOption.ReplaceExisting); 
    IRandomAccessStream randomAccessStream = await 
file.OpenAsync(FileAccessMode. 
    ReadWrite); 
    using (Stream stream = randomAccessStream.AsStreamForWrite()) 
    { 
        serializer.WriteObject(stream, people); 
        await stream.FlushAsync(); 
    } 
} 

<?xml version="1.0" encoding="utf-8" ?> 
<ArrayOfPerson xmlns="http://schemas.datacontract.org/2004/07/StorageWin8" 
xmlns:i="http://www.w3.org/2001/XMLSchema-instance"> 
  <Person> 
    <Name>Matteo</Name> 
    <Surname>Pagani</Surname> 
  </Person> 
  <Person> 
    <Name>Ugo</Name> 
    <Surname>Lattanzi</Surname> 
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The opposite process, which is the deserialization, is very similar, since it’s always performed 
using the DataContractSerializer class: the differences is that, this time, we need just a 

reading stream, which is passed as parameter of the ReadObject() method offered by the 

DataContractSerializer class. Let’s see the following sample: 

After getting a reference to the people.xml file (using the GetFileAsync() method) and 

opening the read stream (using the AsStreamForRead() method), we call the ReadObject() 

method that returns a generic object. It’s our duty to perform a cast, so that we can get back the 
data type we expect (in our case, it’s a List<People> collection). 

Serializing and deserializing using JSON 

The Universal Windows Platforms offers also a way to serialize the data using the JSON format, 
which has a shorter syntax and, consequently, requires less space to be stored. As we’re going 
to see in the next chapter, it’s also one of the reasons why JSON is the most widely used format 
when it comes to exchange data over a network: less size means less data to transfer. To work 
with the JSON format we can use the same exact code we’ve previously seen by using XML: 
the only difference is that, instead of the DataContractSerializer class, we’re going to use 

the DataContractJsonSerializer one. Look at the following sample: 

  </Person> 
</ArrayOfPerson> 

 
private async void OnDeserializeClicked(object sender, RoutedEventArgs e) 
{ 
    StorageFile file = await 
ApplicationData.Current.LocalFolder.GetFileAsync("people.xml"); 
    DataContractSerializer serializer = new 
DataContractSerializer(typeof(List<Person>)); 
    IRandomAccessStream randomAccessStream = await 
file.OpenAsync(FileAccessMode.Read); 
    List<Person> people = new List<Person>(); 
    using (Stream stream = randomAccessStream.AsStreamForRead()) 
    { 
        people = serializer.ReadObject(stream) as List<Person>; 
    } 
} 

private async void OnSerializeDataClicked(object sender, RoutedEventArgs e) 
{ 
    DataContractJsonSerializer serializer = new 
DataContractJsonSerializer(typeof(List<Person>)); 
    StorageFile file = await ApplicationData.Current.LocalFolder. 
    CreateFileAsync("people.json", 
CreationCollisionOption.ReplaceExisting); 
    IRandomAccessStream randomAccessStream = await 
file.OpenAsync(FileAccessMode. 
    ReadWrite); 
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As you can see, there are no differences except for the serialization class we’re using. The 
WriteObject() method will produce the following JSON file: 

Here is how, instead, we can perform deserialization: 

Controlling the serialization 

As default behavior, all the properties that belong to a class are automatically serialized when 
we use the DataContractSerializer or the DataContractJsonSerializer classes. 

However, there are some scenarios where we would like to avoid serializing one or more 
properties, for example because they contain binary data (like an image) so they can’t be 
properly serialized. 

To achieve this goal, the Universal Windows Platform offers a set of attributes that we can use 
to decorate our class, like in the following sample: 

    using (Stream stream = randomAccessStream.AsStreamForWrite()) 
    { 
        serializer.WriteObject(stream, people); 
        await stream.FlushAsync(); 
    } 
} 

[ 
  { 
    "Name":"Matteo", 
    "Surname":"Pagani" 
  }, 
  { 
    "Name":"Ugo", 
    "Surname":"Lattanzi" 
  } 
] 

 
private async void OnDeserializeClicked(object sender, RoutedEventArgs e) 
{ 
    StorageFile file = await 
ApplicationData.Current.LocalFolder.GetFileAsync("people.json"); 
    DataContractJsonSerializer serializer = new 
DataContractJsonSerializer(typeof(List<Person>)); 
    IRandomAccessStream randomAccessStream = await 
file.OpenAsync(FileAccessMode.Read); 
    List<Person> people = new List<Person>(); 
    using (Stream stream = randomAccessStream.AsStreamForRead()) 
    { 
        people = serializer.ReadObject(stream) as List<Person>; 
    } 
} 
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First, we’ve added a DataContract attribute to the whole class; then, we’ve added a 

DataMember attribute to every property we want to serialize: all the others will be ignored. In the 

previous sample, only the Name and Surname properties will be serialized: the Photo property 

(which type is BitmapImage and can’t be serialized) will be ignored. 

Using Json.NET 

Over the years, a library called Json.NET has started to grow more and more, becoming a 
standard when it comes to deal with JSON data in a C# application. It has become so widely 
used then also many Microsoft official libraries and SDKs (like the ones used to interact with 
Azure services) are leveraging it. The biggest benefit of Json.NET is that it supports every 
Microsoft technology: it can be used in an ASP.NET website, a WPF application, a Xamarin 
cross-platform app and, of course, in a Universal Windows Platform app. As a proof of his 
success, if you open the NuGet Package Manager window (which, by default, orders the 
available packages by number of downloads), you’ll find Json.NET stable at the top of the list, 
with almost 40 million of downloads. 

Json.NET has many advantages over the built-in DataContractJsonSerializer class we’ve 

seen before: 

• It’s faster and it consumes less memory. 

• The serialization and deserialization process is easier, since it works directly with strings 
and objects and not streams. 

• It offers a language that is compatible with LINQ to perform in a simple way complex 
queries on JSON data. 

Json.NET is available as NuGet package (http://www.nuget.org/packages/Newtonsoft.Json/), 
while the official website (http://www.newtonsoft.com/json) is the best place where to look for 
samples and documentation. 

Let’s see how, thanks to Json.NET, we can simplify the previous code samples we’ve seen to 
serialize and deserialize some JSON data into the storage. Let’s start with the serialize sample: 

[DataContract] 
public class Person 
{ 
    [DataMember] 
    public string Name { get; set; } 
 
    [DataMember] 
    public string Surname { get; set; } 
 
    public BitmapImage Photo { get; set; } 
} 

private async void OnSerializeData(object sender, RoutedEventArgs e) 
{ 

http://www.nuget.org/packages/Newtonsoft.Json/
http://www.newtonsoft.com/json
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As you can see, compared to the previous sample with the DataContractJsonSerializer 

class, the code is more straightforward: we use the JsonConvert class (which belongs to the 

Newtonsoft.Json namespace) and we call the SerializeObject() method, passing as 

parameter the object we want to serialize (in our case, the collection of Person objects). As 

result, we get a string with the serialized data, which we can simply save in a file in the storage 
using the standard APIs we’ve seen before. 

The deserialization procedure is always performed using the JsonConvert class, which offers a 

DeserializeObject<T>() method, where T is the type of data we expect in return: as input, it 

simply requires the JSON string we’ve loaded from the storage. 

The following example shows how to get back the original collection of Person object starting 

from the JSON file in the local storage: 

Also in this case you can see how the code is cleaner, because we aren’t working with streams: 
we just get a reference to the JSON file, we read the content using the ReadTextAsync() 

method of the FileIO class and we pass the JSON string to the 

DeserializeObject<List<Person>>() method. As you can notice, no cast is required: the 

JsonConvert class takes care of returning us the proper type, based on the value of T. 

Controlling the serialization 

Json.NET offers some useful attributes to control the serialization and deserialization process, 
so that we can manually define the mapping between the object’s properties and the JSON 
properties. By default, JSON properties are serialized using the same name of the object’s 
properties (so, for example, the Name property of the Person class is converted into a Name 

property in the JSON file). However, thanks to attributes, we can change this behavior. Let’s see 
a real sample: 

    StorageFile file = await 
ApplicationData.Current.LocalFolder.CreateFileAsync("people.json", 
CreationCollisionOption.ReplaceExisting); 
    string serializedData = JsonConvert.SerializeObject(people); 
    await FileIO.WriteTextAsync(file, serializedData); 
} 

private async void OnDeserializeClicked(object sender, RoutedEventArgs e) 
{ 
    StorageFile file = await 
ApplicationData.Current.LocalFolder.GetFileAsync("people.json"); 
    string serializedData = await FileIO.ReadTextAsync(file); 
    List<Person> people = 
JsonConvert.DeserializeObject<List<Person>>(serializedData); 
} 

public class Person 
{ 
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Thanks to the JsonProperty attribute that has been applied to every property, we can manually 

define which name to use when the property is translated into a JSON file. The previous sample 
is very common in real applications, since C# uses a different notation than the JSON one: in 
C#, properties usually start with an uppercase letter, while in JSON they start with a lowercase 
one. 

Another way to control the serialization is by using a class called JsonSerializerSettings, 

which offers many settings like how dates, errors or numbers should be managed. The following 
sample shows another common scenario, which is null values management: 

As default behavior, when Json.NET tries to serialize a property with a null value, it includes it 

anyway in the JSON file and sets it to null. However, especially when you’re working with web 

services, this approach can cause some problems: if they find some null properties in the 

JSON, some services raise an error. Thanks to the JsonSerializerSettings class, we’re able 

to tell to Json.NET not to include in the JSON the empty properties: we do it by setting the 
NullValueHandling property to NullValueHandling.Ignore. As you can see, the 

SerializeObject() method of the JsonConvert class can accept a second parameter, which 

is the JsonSerializerSettings object we’ve previously defined. 

    [JsonProperty("id")] 
    public int Id { get; set; } 
 
    [JsonProperty("name")] 
    public string Name { get; set; } 
 
    [JsonProperty("surname")] 
    public string Surname { get; set; } 
} 

private async void OnSerializeData(object sender, RoutedEventArgs e) 
{ 
    StorageFile file = await 
ApplicationData.Current.LocalFolder.CreateFileAsync("people.json", 
CreationCollisionOption.ReplaceExisting); 
    JsonSerializerSettings settings = new JsonSerializerSettings(); 
    settings.NullValueHandling = NullValueHandling.Ignore; 
    string serializedData = JsonConvert.SerializeObject(people, settings); 
    await FileIO.WriteTextAsync(file, serializedData); 
} 
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LINQ to JSON 

When you load a JSON data from the local storage or from a web service and you want to 
convert it into objects that can be manipulated in code, the deserialization process is very 
helpful since it takes care to perform the conversion automatically. However, sometimes it’s not 
our scenario: for example, we need to load a very complex JSON but we must extract just some 
of its properties. In these cases, Json.NET offers a powerful language called LINQ to JSON, 
which we can use to perform LINQ queries on a JSON file, so that we can retrieve only the data 
we need. 

To perform such operations we need to use the JObject class, which offers the Parse() 

method that is able to convert a plain JSON string in a complex structure that we can explore, 
like in the following sample: 

Let’s see now what the most common operations are that we can perform by using the JObject 

class. 

Simple JSON 

Let’s assume that you have a simple JSON string like the following one: 

In this case, the JObject class behaves like a Dictionary<string, object> collection, so we 

can retrieve the properties simply by referring to them with their name, like in the following 
sample: 

private async void OnParseJson(object sender, RoutedEventArgs e) 
{ 
    StorageFile file = await 
ApplicationData.Current.LocalFolder.GetFileAsync("people.json"); 
    string serializedData = await FileIO.ReadTextAsync(file); 
    JObject json = JObject.Parse(serializedData); 
} 

{ 
  "Id":1, 
  "Name":"Matteo", 
  "Surname":"Pagani" 
} 

private async void OnParseJson(object sender, RoutedEventArgs e) 
{ 
    StorageFile file = await 
ApplicationData.Current.LocalFolder.GetFileAsync("people.json"); 
    string result = await FileIO.ReadTextAsync(file);     
    JObject json = JObject.Parse(result); 
    string value = json["Name"].Value<string>(); 
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To extract the value of the property we use the Value<T>() method, where T is the property’s 

type: this way, the value is automatically converted to the proper type (in the sample, to a 
string). 

Complex JSON 

A JSON string can also contain, like in C#, complex objects, where a property is represented by 
another object, like in the following sample: 

Address is a complex property, since it contains other sub properties, like Street and City. To 

access to these properties we need to use the SelectToken() method, which requires as 

parameter the full JSON path. The following sample shows how to extract the value of the City 

property: 

Collections 

As we’ve already seen in previous samples in this chapter, JSON can be used also to store 
collections of items. In this case we can use the Children() method of the JObject class to 

return all the items that belong to the collection. The following sample shows how to create a 
sub collection that contains only the value of the Name property for each item: 

} 

{ 
  "Id":1, 
  "Name":"Matteo", 
  "Surname":"Pagani", 
  "Address":{ 
    "Street":"Fake address", 
    "City":"Milan" 
  } 
} 

private async void OnParseJson(object sender, RoutedEventArgs e) 
{ 
     StorageFile file = await 
ApplicationData.Current.LocalFolder.GetFileAsync("people.json"); 
    string result = await FileIO.ReadTextAsync(file);     
    JObject json = JObject.Parse(result); 
    string city = json.SelectToken("Address.City").Value<string>(); 
} 

private async void OnGetDataClicked(object sender, RoutedEventArgs e) 
{ 
     StorageFile file = await 
ApplicationData.Current.LocalFolder.GetFileAsync("people.json"); 
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Using a database: SQLite 

Serialization is very easy to use, but it has some limitations: the most important one is that the 
all the data needs to be stored in memory, since we can’t manipulate the data directly, but we 
need first to deserialize the entire collection in memory before we can perform any operation. In 
addition, serialization doesn’t play well when you have a lot of data with relationships between 
them (for example, you don’t have to manage just a collection of people, but also a collection of 
orders made by these people). 

Databases are the best technology for these scenarios: we can keep all the data in the storage 
and to retrieve only the subset we need, thanks to queries. In addition, we are also able to 
create relationships between the data, so that we can easily retrieve, for example, all the orders 
made by a specific person. 

The Universal Windows Platform relies on a third-party technology for database support, which 
is SQLite that offers the following advantages: 

• It’s a widely used open source project, supported by many important companies like 
Mozilla and Facebook. 

• It’s able to work as a disconnected database engine: unlike traditional database 
solutions, like SQL Server, which require a special service called DBMS to act as a 
middle man between the data and the applications, SQLite databases are plain binary 
files, which can be accessed directly from the client application. 

• It’s cross platform: you’ll find a SQLite implementation for a lot of platforms, both mobile 
(Windows, iOS, Android, etc.) and traditional (desktop apps, web apps, etc.) 

• It’s written in C/C++, which helps to provide great performances. 

Starting from the November Update, the SQLite engine has been natively added in the 
Universal Windows Platform, so you can use it out of the box. However, if you want stay always 
up to date with the latest version of the engine, you can add it to your project by installing a 
specific Visual Studio extension from https://visualstudiogallery.msdn.microsoft.com/4913e7d5-
96c9-4dde-a1a1-69820d615936  

Once you’ve installed the extension, you’ll find it in the Add Reference menu, which is 
displayed when your right click on a project in Solution Explorer, inside the category Universal 
Windows – Extensions. 

    string result = await FileIO.ReadTextAsync(file);     
    JObject json = JObject.Parse(result); 
    List<string> list = json.Children().Select(x => 
x["Name"].Value<string>()).ToList(); 
} 
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Interacting with the data: Entity Framework Core 1.0 

The engine itself, however, is useless, unless you have a good knowledge of C and C++: being 
SQLite based on this language, it doesn’t offer any high-level API to interact with it. As such, 
during time many developers have created third party libraries that can work on top of SQLite 
and that can help developers to interact with a database using more familiar and widely used 
languages, like C#, Java or Swift. 

The Universal Windows Platform doesn’t make any exception and it provides multiple libraries 
to leverage C# as a programming language to perform the typical operations that you can 
perform on a database, like creating tables and adding, updating or deleting new items. 

In the first book of this series, we’ve mentioned how Microsoft is going through an important 
series of changes, with the goal to support in a better way the digital transformation that the IT 
world is facing in the last years: .NET Core and the Universal Windows Platform are two 
examples of these changes. Another piece of the puzzle in this transformation is Entity 
Framework, the ORM created by Microsoft in 2008. ORM stands for Object-Relational 
Mapping and it’s a technology that has been created with the goal to bridge the gap between 
the database world and the development world. This gap is caused by the fact that, typically, 
databases and applications work with different concepts: a database is made by one or more 
tables, each of them with a set of columns and rows. Applications, instead, work with classes 
and objects, which are grouped into collections. Consequently, when developers work on 
applications that need to store data on a database, they need to manually translate one concept 
into the other and vice versa: when we need to store an object in the database, we need to 
translate it into a row with a set of columns; on the other side, when we need to retrieve some 
data from the database, we need to take a set of rows and columns and recreate back a 
collection of objects. 

ORM are libraries that perform this conversion for us: in the application, we’ll continue to work 
with objects and collections but, under the hood, the ORM will take of generating the underlying 
SQL queries and turn them into rows to be stored into tables. 

There are many ORM libraries available on the market: an example of a very popular one, 
especially in the early days, was Nhibernate. However, in 2008 Microsoft introduced Entity 
Framework, with the goal to offer its own ORM implementation for Microsoft developers. Entity 
Framework is now a mature technology, which is widely used in many desktop and web 
application and that has reached version 6.0 at the time of writing this e-book 

However, for the same reason that brought the .NET Framework team to start from scratch with 
.NET Core, also the Entity Framework team has started to create a new version of the ORM 
called Entity Framework Core, which has been recently released in its first version (1.0). The 
goals of EF Core are the same of .NET Core (and, in fact, the first stable version of both 
technologies have been released at the same time): providing a more flexible, lightweight and 
performant platform, which is able not only to run on Windows and to support traditional 
relational databases like SQL Server, but also to run on competitive platforms like OS X and 
Linux and to support new database technologies, like NoSQL data stores. Also, Entity 
Framework Core is an open source technology, published on GitHub and driven not just by 
Microsoft, but also by the community feedback. 

https://github.com/aspnet/EntityFramework
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Entity Framework Core play an important role also in our book: being based on .NET Core, it 
fully supports also the Universal Windows Platform and, among the different supported 
database providers, we find also SQLite. Consequently, we can use this technology to store the 
data of our application in a more structured way. Let’s see how to proceed by creating a sample 
application to store a list of customers. 

 
Note: EF Core 1.0, to properly work in a Universal Windows app, requires at least version 

5.2.2 of the .NET Core base infrastructure. As such, the first step to do is to right click on 

your project, choose Manage NuGet Packages and make sure that the version of package 

Microsoft.NETCore.UniversalWindowsPlatform is, at least, 5.2.2 

Configuring EF Core 1.0 in a Universal Windows Platform app 

The first step is to add, to our Universal Windows Platform project, a reference to the following 
NuGet packages: 

• Microsoft.EntityFrameworkCore 

• Microsoft.EntityFrameworkCore.Sqlite 

• Microsoft.EntityFrameworkCore.Tools 

 
Note: at the time of writing, the package Microsoft.EntityFrameworkCoreTools is available 

as a prerelease package. As such, to find it using the NuGet Package Manager, you will 

have to make sure that the option Include prerelease is enabled. 

Then we need to create the model of our application, which means the data that we’re going to 
manipulate that, under the hood, will be translated into tables and rows. In our scenario, we 
need a class to store some information about a customer, like in the following sample: 

Entity Framework makes use of some naming conventions to simplify the connection between a 
class and a table: as you can see, the class contains a property called CustomerId, which is the 

same name of the class with the Id suffix. When Entity Framework finds a property with this 

naming convention, it will automatically treat this property as the primary key of the table, with 
an auto generated value (which means that, every time we’re going to add a Customer in the 

table, the CustomerId property will be automatically filled with a unique identifier, which usually 

is an auto incremental number). 

public class Customer 
{ 
    public int CustomerId { get; set; } 
 
    public string Name { get; set; } 
 
    public string Surname { get; set; } 
} 
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The second step is to create a class that acts as a context: it defines the tables our database 
will contain and it will allow us to perform all the operations with it. Here is how a context class 
looks like: 

The class must inherit from the DbContext one (which is included in the 

Microsoft.EntityFrameworkCore namespace) and it has two purposes: 

• It defines a collection for each type of data we want to store inside the database and 
each of them will be mapped with a table in the database. These collections are 
identified by a special class, called DbSet<T>, where T is the type of data we want to 
store. In this sample, we have created a collection which type is DbSet<Customer>, 
which means that the database will contain a table to store Customer objects. One nice 
feature to highlight is that Entity Framework Core is able, by default, to handle the 
plurality of the names: since we have created a class called Customer, it will 
automatically generate a table in the database called Customers (with the final s). 

• It defines which is the kind of database we want to use to store the data. We achieve this 
goal by overriding the OnConfiguring() method, by using one of the methods offered 
by the DbContextOptionsBuilder object. In this case, since we are working with a 
Universal Windows Platform app, we don’t have too many choices: we use the 
UseSqlite() method, passing as parameter a string with the name of the database we 
want to create. Entity Framework will automatically take care of generating a file with this 
name (in our sample, it’s Customers.db) in the local storage of the application. 

Now, before using the CustomersContext class, we need to add migrations: it’s a way for Entity 

Framework to automatically generate the needed code to create the database and tables for us, 
starting from the definition of our model. 

Let’s see a real example, to better understand how they works. Migrations aren’t created 
automatically, but you need to execute some commands in the NuGet console. As such, in 
Visual Studio choose Tools -> NuGet Package Manager -> Package Manager Console. 

At the bottom of the application you will get access to a console, that can be used to interact 
with NuGet using Powershell scripts instead of a user interface. For example, you can use it to 
install new packages or remove existing ones, instead of leveraging the NuGet Package 
Manager user interface that you get when you right click on a project and you choose Manage 
NuGet packages. 

public class CustomersContext : DbContext 
{ 
    public DbSet<Customer> Customers { get; set; } 
 
    protected override void OnConfiguring(DbContextOptionsBuilder 
optionsBuilder) 
    { 
        optionsBuilder.UseSqlite("Filename=Customers.db"); 
    } 
} 
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Figure 30: The NuGet Package Manager Console 

To add migrations, you will need to perform the following command in the console: 

 
Note: At the time of writing, there’s an issue when you try to create a migration and 

you’re using an Entity Framework version higher than 1.0.0: the migration will fail with an 

exception in the Package Manager Console. Until the problem is fixed, the workaround is 

to add a text file called app.config in your project and include the following XML: 

 

PM> Add-Migration FirstMigration 

<?xml version="1.0" encoding="utf-8" ?> 
<configuration> 
  <runtime> 
    <assemblyBinding xmlns="urn:schemas-microsoft-com:asm.v1"> 
      <dependentAssembly> 
        <assemblyIdentity name="System.IO.FileSystem.Primitives" 
publicKeyToken="b03f5f7f11d50a3a" culture="neutral" /> 
        <bindingRedirect oldVersion="4.0.0.0" newVersion="4.0.1.0"/> 
      </dependentAssembly> 
      <dependentAssembly> 
        <assemblyIdentity name="System.Threading.Overlapped" 
publicKeyToken="b03f5f7f11d50a3a" culture="neutral" /> 
        <bindingRedirect oldVersion="4.0.0.0" newVersion="4.0.1.0"/> 
      </dependentAssembly> 
      <dependentAssembly> 
        <assemblyIdentity name="System.ComponentModel.Annotations" 
publicKeyToken="b03f5f7f11d50a3a" culture="neutral" /> 
        <bindingRedirect oldVersion="4.1.0.0" newVersion="4.0.0.0"/> 
      </dependentAssembly> 
      <dependentAssembly> 
        <assemblyIdentity name="Microsoft.EntityFrameworkCore" 
publicKeyToken="adb9793829ddae60" culture="neutral" /> 
        <bindingRedirect oldVersion="1.0.0.0" newVersion="1.0.1.0"/> 
      </dependentAssembly> 
      <dependentAssembly> 

www.dbooks.org

https://www.dbooks.org/


 

108 

This configuration will apply the proper bindings form the original version (1.0.0.0) to the most 
recent one. In the previous sample, the XML code refers to a project which is using Entity 
Framework Core 1.0.1.0. In case a new minor version will be released after the release of this book 

(like 1.0.2.0), you will need to remember to change the value of the newVersion attribute for the 

assemblies identified by the name Microsoft.EntityFrameworkCore and 

Microsoft.EntityFrameworkCore.Relational. 

Once the operation is completed, you will find a new folder in your project called Migrations, 
which will contain a couple of classes that, starting from the model we have realized, will take 
care of generating the proper tables, rows and columns. For example, here is how the 
FirstMigration class looks like: 

        <assemblyIdentity name="Microsoft.EntityFrameworkCore.Relational" 
publicKeyToken="adb9793829ddae60" culture="neutral" /> 
        <bindingRedirect oldVersion="1.0.0.0" newVersion="1.0.1.0"/> 
      </dependentAssembly> 
    </assemblyBinding> 
  </runtime> 
</configuration> 

public partial class FirstMigration : Migration 
{ 
    protected override void Up(MigrationBuilder migrationBuilder) 
    { 
        migrationBuilder.CreateTable( 
            name: "Customers", 
            columns: table => new 
            { 
                CustomerId = table.Column<int>(nullable: false) 
                    .Annotation("Autoincrement", true), 
                Name = table.Column<string>(nullable: true), 
                Surname = table.Column<string>(nullable: true) 
            }, 
            constraints: table => 
            { 
                table.PrimaryKey("PK_Customers", x => x.CustomerId); 
            }); 
    } 
 
    protected override void Down(MigrationBuilder migrationBuilder) 
    { 
        migrationBuilder.DropTable( 
            name: "Customers"); 
    } 
} 
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As you can see, it contains a method called Up(), which takes care of creating the table, by 

adding as column each property we have defined in the Customer class. You can also notice 

that the migration procedure has been able to automatically detect the features of our model 
based on the naming convention we’ve previously mentioned: the CustomerId property, in fact, 

is converted into a column with an auto generated value and it’s marked as a primary key. 

Now that the migration’s tool has generated all the code we need to work with the database, we 
can start to perform the first operations. The first step is to create the database when the app 
starts. We can perform this operation, for example, in the OnNavigatedTo() method of the main 

page of our application: 

We don’t have to worry about the fact that the OnNavigatedTo() method will be called every 

time the user will navigate to the main page: the code generated by Entity Framework Core is 
smart enough to avoid recreating the table if it already exists. 

To create the database, it’s enough to call the Migrate() method of the Database property, 

which is exposed by the context we have previously created (in our case, the 
CustomersContext object). 

 
Note: By including all the operations with the database inside a using statement, we make 

sure that the connection to the database is properly closed once we have finished the job. 

Now that the database has been created, we can perform the most common operations, like 
inserting, updating or deleting customers. 

Inserting a new item in the table 

If we want to add a new object to the table, we simply need to call the Add() method exposed 

by the CustomersContext object, passing as parameter a new Customer object. Entity 

Framework Core will be able to automatically detect which is the correct table where to place 
this kind of data: in this case, since, we’re passing to the method a Customer object, Entitiy 

Framework knows that it needs to add it to the DbSet<Customer> collection. However, this code 

will simply prepare the query to perform, but it won’t effectively execute it: to complete the 
operation and store the data in the database we need to call the SaveChanges() method on the 

CustomersContext object. Here is a full example: 

protected override void OnNavigatedTo(NavigationEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
    { 
        db.Database.Migrate(); 
    } 
} 

private void OnAddCustomer(object sender, RoutedEventArgs e) 
{ 
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We are not forced to call the SaveChanges() method immediately. We can also perform 

multiple operation of different types (inserts, updates, deletes, etc.) and, once we’re done, we 
can execute all of them at once. 

We can also add multiple objects in a single operation by using the AddRange() method, which 

accepts as parameter a collection of items (in this case, it would expect a collection of Customer 

objects). 

Retrieving the items in a table 

The DbSet<T> type, which is used to map a table, is simply a collection of items, so we can use 

the standard LINQ operators to retrieve the items. For example, if we just want to get all the 
existing customers, we can simply apply the ToList() extension method to the Customers 

collection, like in the following sample: 

The result is just a collection of data that we can handle in the way we prefer: in the previous 
sample, we’re setting it as ItemsSource of a ListView control called Customers, which has 

been placed in the XAML page. 

Of course, we could have also have applied any LINQ operator to filter the results. For example, 
we can use the Where() clause if we want to get all the customers with a specific surname: 

    using (var db = new CustomersContext()) 
    { 
        Customer customer = new Customer 
        { 
            Name = "Matteo", 
            Surname = "Pagani" 
        }; 
 
        db.Add(customer); 
        db.SaveChanges(); 
    } 
} 

private void OnRefreshData(object sender, RoutedEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
    { 
        var customers = db.Customers.ToList(); 
        Customers.ItemsSource = customers; 
    } 
} 

private void OnRefreshData(object sender, RoutedEventArgs e) 
{ 
    using (var db = new CustomersContext()) 



 

111 

Updating the items in a table 

To update an item stored inside a table, we first need to get a reference to it, by leveraging the 
same approach we’ve seen before to get one or more items from an existing DbSet<T> 

collection. Once we have a reference, we can change the properties we want and then call the 
Update() method exposed by the context class to perform the changes. Remember that, also 

in this case, the method will just prepare the query: we need to call the SaveChanges() method 

to actually execute it. 

The previous sample code first looks for a customer in the table identified by Pagani as value of 
the Surname property. Then, if it finds one, it changes his name and then updates the customer 

in the table by passing its reference to the Update() method.  

Also in this case, you the chance to update multiple items at the same time by using the 
UpdateRange() method. 

Deleting the items in a table 

The deleting operation is very similar to the update one: we retrieve a reference to the item (or 
the items) we want to delete and then we call the Remove() method on the context class. In the 

following sample, we look for a single customer identified by the Surname Pagani and we delete 

it, by calling first the Remove() method and then the SaveChanges() one. 

 

    { 
        var customers = db.Customers.Where(x => x.Surname == 
"Pagani").ToList(); 
        Customers.ItemsSource = customers; 
    } 
} 

private void OnUpdateData(object sender, RoutedEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
    { 
        Customer customer = db.Customers.FirstOrDefault(x => x.Surname == 
"Pagani"); 
        if (customer != null) 
        { 
            customer.Name = "Stefano"; 
            db.Update(customer); 
            db.SaveChanges(); 
        } 
    } 
} 
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Also in this case, we have the chance to remove multiple items at once by calling the 
RemoveRange() method. 

Debugging the database 

One common requirements when you’re working with databases is understanding which data is 
really saved inside it, in case we get unexpected behaviors. We have already seen, at the 
beginning of the chapter, how to localize the storage of our application: by default, Entity 
Framework Core creates the database into the LocalState folder. In Internet, there are many 
tools (free and paid) that can be used to open a SQLite database and explore its content and 
structure. The official SQLite website offers a list of these tools, that can be found at 
https://www.sqlite.org/cvstrac/wiki?p=ManagementTools 

One of the tools I prefer it’s called DB Browser for SQLite, since it’s open source and it’s 
available for multiple platforms, including Windows. You can download it from the official site: 
http://sqlitebrowser.org/ 

Once you have installed it, you can just press the Open database button and look for the 
database file with a .db extension that has been created by Entity Framework Core in your local 
storage and start analyzing both the structure (tables, columns, etc.) and the data. 

private void OnDeleteData(object sender, RoutedEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
    { 
        Customer customer = db.Customers.FirstOrDefault(x => x.Surname == 
"Pagani"); 
        if (customer != null) 
        { 
            db.Remove(customer); 
            db.SaveChanges(); 
        } 
    } 
} 

https://www.sqlite.org/cvstrac/wiki?p=ManagementTools
http://sqlitebrowser.org/
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Figure 31: The tool DB Browser for SQLite 

Now that we’re about to talk about relationships, this tool will be very helpful to understand 
better what Entity Framework Core does under the hood. 

Managing relationships 

The example we’ve seen so far was very simple: our database contained just one table, so the 
application was manipulating only one kind of entity, the Customer one. However, one of the 

most powerful features of working with a database is support for table relationships: we can 
have multiple tables and we can establish a connection among them, so that we can keep the 
various entities separated but, at the same time, create relations between them. 

Let’s see a very common example by enhancing our application: so far, we have just stored a 
list of customers, but now we want also to track a list of orders and relate them to the customers 
who made them.  

To achieve this goal, we need to make some changes to our existing code. First, we need to 
create a new class, which will identify a single order: 

public class Order 
{ 
    public int OrderId { get; set; } 
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As you can see, we’re following the same convention we’ve seen for the Customer class: we’ve 

created a class called Order with a property called OrderId, which will act as primary key of the 

table, plus a couple of other properties that we need to track the info about the order (the title 
and the price). We can start to notice something new: since, in this case, we need to handle a 
relationship (which means that we need to know which customer made the order), we need to 
add a couple of additional properties: one is called foreign key and it’s the column that contains 
a reference to the column of the other table that we can use to make the connection. In this 
case, we’re going to use the CustomerId property: we’re going to store the id of the customer 

that made the order. This special property will become a real column of the table where all the 
orders will be stored. 

The other property, instead, will be used just by Entity Framework Core and it won’t be 
translated into a real column: it’s just an easy way, for us, to get access to a reference of the 
Customer object related to the customer that made the order. This way, if we want to know, for 

example, the name and the surname of the person that made the order, we can just access to 
this Customer property. 

The second change we need to make is in the original Customer class: in the same way we 

have just added a property that allows us, directly from an order, to get all the info about the 
customer that made it, Entity Framework Core allows you to support also the opposite scenario. 
We’re going to add, to the Customer class, a property which contains the list of all the orders 

made by one customer: 

Again, also in this case the property called Orders will be used by Entity Framework Core to 

make our life easier, but it won’t be translated into a real column of the table.  

    public string Title { get; set; } 
 
    public double Price { get; set; } 
 
    public int CustomerId { get; set; } 
 
    public Customer Customer { get; set; } 
} 

public class Customer 
{ 
    public int CustomerId { get; set; } 
 
    public string Name { get; set; } 
 
    public string Surname { get; set; } 
 
    public List<Order> Orders { get; set; } 
} 
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The last change we need to make in code is to add a new DbSet<T> collection in the 

CustomersContext class: in this case, its type will be DbSet<Order>, so that Entity Framework 

Core will be able to generate a second table in the database to store the orders. 

Now we can use again some Entity Framework Code magic to generate some code for us: let’s 
open again the NuGet Package Manager Console and let’s type the following command: 

After a while, we will find a new class called SecondMigration in the Migrations folder of our 

project. If we look at it, you will notice that it will contain all the code required to generate the 
Orders table and to create the relationship with the Customers one: 

public class CustomersContext : DbContext 
{ 
    public DbSet<Customer> Customers { get; set; } 
 
    public DbSet<Order> Orders { get; set; } 
 
    protected override void OnConfiguring(DbContextOptionsBuilder 
optionsBuilder) 
    { 
        optionsBuilder.UseSqlite("Filename=Customers.db"); 
    } 
} 

PM> Add-Migration SecondMigration 

public partial class SecondMigration : Migration 
{ 
    protected override void Up(MigrationBuilder migrationBuilder) 
    { 
        migrationBuilder.CreateTable( 
            name: "Orders", 
            columns: table => new 
            { 
                OrderId = table.Column<int>(nullable: false) 
                    .Annotation("Autoincrement", true), 
                CustomerId = table.Column<int>(nullable: false), 
                Price = table.Column<double>(nullable: false), 
                Title = table.Column<string>(nullable: true) 
            }, 
            constraints: table => 
            { 
                table.PrimaryKey("PK_Orders", x => x.OrderId); 
                table.ForeignKey( 
                    name: "FK_Orders_Customers_CustomerId", 
                    column: x => x.CustomerId, 
                    principalTable: "Customers", 
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Thanks to the definition we have included in the Orders class, the property called CustomerId 

will act as foreign key: thanks to this property, we’ll be able to know which customer made a 
specific order. 

The migration approach by Entity Framework Core is very smart: do you remember that, in the 
OnNavigatedTo() method of the main page, we have called the Migrate() method?  

This code doesn’t take care just of creating the database the first time but, in case it finds an 
updated migration class (like the SecondMigration one we’ve just created), Entity Framework 

Core will understand it and will apply the changes to the existing database, by adding the new 
table and by updating the existing ones with the new columns. 

In our new scenario, one of the benefits of using Entity Framework Core is that the foreign key 
we have just added will be completely transparent to us, since we’ll be able to continue working 
with classes and objects like we did before. Let’s say, for example, that we want to create a new 
customer and assign an order to him. As you can see from the following code, thanks to the 
Customer property that is available in the Order class, we don’t have to manually deal with the 

foreign key: 

                    principalColumn: "CustomerId", 
                    onDelete: ReferentialAction.Cascade); 
            }); 
 
        migrationBuilder.CreateIndex( 
            name: "IX_Orders_CustomerId", 
            table: "Orders", 
            column: "CustomerId"); 
    } 
 
    protected override void Down(MigrationBuilder migrationBuilder) 
    { 
        migrationBuilder.DropTable( 
            name: "Orders"); 
    } 
} 

protected override void OnNavigatedTo(NavigationEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
    { 
        db.Database.Migrate(); 
    } 
} 

private void OnAddCustomer(object sender, RoutedEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
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First, we create a Customer object, which gets assigned to the Customer property of a new 

Order object. In the end, we add both of them to the database using the Add() method of the 

CustomersContext class and, in the end, we save the changes by calling the SaveChanges() 

method. 

If we try now to open the database using the tool DB Browser for SQLite we’ve described 
before, you will realize that most of the complex work has been completely hidden by Entity 
Framework: for example, if you open the Orders table, you will see that that the CustomerId 

column contains the proper identifier of the customer we have just created. However, in the 
code, we didn’t have to take the foreign key in consideration, but we simply had to connect the 
customer and the order through a regular C# property. 

Lazy loading 

By default, Entity Framework Core applies a concept called lazy loading, to avoid executing 
useless queries and having a big impact on the application’s performances if not needed. Let’s 
say, for example, that you want to retrieve the list of all the orders made by one of your 
customers: 

    { 
        Customer customer = new Customer 
        { 
            Name = "Matteo", 
            Surname = "Pagani" 
        }; 
 
        Order order = new Order 
        { 
            Title = "First order", 
            Price = 200, 
            Customer = customer 
        }; 
 
        db.Add(customer); 
        db.Add(order); 
        db.SaveChanges(); 
    } 
} 

private async void OnRefreshData(object sender, RoutedEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
    { 
        Customer customer = db.Customers.FirstOrDefault(x => x.Surname == 
"Pagani"); 
        int numOrders = customer.Orders.Count; 
        string message = $"The customer Pagani has made {numOrders} 
orders"; 
        MessageDialog dialog = new MessageDialog(message); 
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The previous code, by using the FirstOrDefault() LINQ clause, retrieves the first customer in 

the table which matches our criteria (the Surname property equal to Pagani) and calculates the 

number of orders that he made, with the goal to show this information to the user. Out of the 
box, you would expect this code to work just fine: the purpose of having a collection called 
Orders inside the Customer class is to make our life easier when it comes to retrieve 

information about the orders made by a customer. 

Instead, if you try to run this code, you’ll get a bad surprise: a NullReferenceException will 

be raised, since the Orders property of the customer will be null. The reason is that, by 

default, Entity Framework Core applies a lazy loading approach: unless explicitly requested, the 
relationship between two entities isn’t loaded. This approach helps to improve writing and 
reading times since, when you need to handle a relationship, you need to leverage the JOIN 

SQL operator, which has a performance cost compared to a standard plain query. Since, in this 
case, we didn’t request it, Entity Framework Core took care just of retrieving the first customer 
that matched our criteria, but it didn’t fill the Orders property with the data coming from the 

Orders table. 

To solve this problem, we need to use the Include() method offered by the DbSet<T> 

collection, which allows us to specify that we want a relationship to be handled when we 
perform the query. Here is how the updated code looks like: 

As you can notice, before applying the FirstOrDefault() LINQ clause, we use the Include() 

method and we specify, always using a lambda expression, which is the property that defines 
the relationship that we want to handle. In our case, we want the Orders collection of the 

Customer class to be filled when we retrieve our customer. The result will be that, now, the 

Orders collection won’t be null anymore, but it will contain all the orders made by the customer 

we selected. 

        await dialog.ShowAsync(); 
    } 
} 
 

private async void OnRefreshData(object sender, RoutedEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
    { 
        Customer customer = db.Customers.Include(x => 
x.Orders).FirstOrDefault(x => x.Surname == "Pagani"); 
        int numOrders = customer.Orders.Count; 
        string message = $"The customer Pagani has made {numOrders} 
orders"; 
        MessageDialog dialog = new MessageDialog(message); 
        await dialog.ShowAsync(); 
    } 
} 
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Of course, the same concept applies the other way around: if we try to retrieve one order 
without using the Include() method, the Customer object will be null and we won’t get the 

chance to get all the info about the customer who made the order. Here is the proper code to 
achieve this result: 

In the previous sample, since we have specified that we want to fill the Customer object when 

we retrieve an item from the Orders table, we have the chance to display a message to the user 

with the name and the surname of the customer that made it. Without using the Include() 

method, the Customer object of the order would have been null and, as such, we would have 

received a NullReferenceException during the creation of the message to display. 

Making the user interface more responsive when dealing with databases 

For the sake of simplicity, all the examples we’ve seen so far were using synchronous APIs, 
which means that if you start to stress too much the database (like inserting a lot of data at the 
same time or performing complex queries), you may risk slowing down the UI thread, making 
the overall user experience worse. 

However, all the classes we’ve seen so far offers also an alternative asynchronous version, 
which you can use with the await prefix. For example, here is how it looks like the 

asynchronous version of the insert operation: 

private async void OnRefreshData(object sender, RoutedEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
    { 
        Order order = db.Orders.Include(x => x.Customer).FirstOrDefault(); 
        string message = $"The order has been made by {order.Customer.Name} 
{order.Customer.Surname}"; 
        MessageDialog dialog = new MessageDialog(message); 
        await dialog.ShowAsync(); 
    } 
} 

private async void OnAddCustomer(object sender, RoutedEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
    { 
        Customer customer = new Customer 
        { 
            Name = "Matteo", 
            Surname = "Pagani" 
        }; 
 
        db.Add(customer); 
        await db.SaveChangesAsync(); 
    } 
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The basic operations (add, update, remove, etc.) are only synchronous, because under the 
hood they don’t perform any change to the database, they just prepare the required SQL query. 
However, when we are ready to commit them on the database, we can rely on the 
asynchronous method SaveChangesAsync(). 

Another example is when we want to retrieve the list of existing items in a table: in this case, 
instead of using the classic ToList() method, we can use the asynchronous version 

ToListAsync(), like in the following sample. 

Performing manual SQL queries 

In most of the cases, Entity Framework Core can provide you all the infrastructure you need to 
keep working with classes and object, without having to deal with SQL queries, rows and 
columns. However, at some point, you may need to have better control over the SQL query that 
is performed against the database (for example, because it’s a complex one and you want to 
manually optimize it). 

To handle this scenario, the DbSet<T> collection exposes a method called FromSql() that 

allows you to execute a query starting from a SQL statement. Entity Framework Core will make 
your life easier anyway, by not asking to manually parse the returned rows, but by directly 
returning a collection of type IQueryable<T>. Let’s look at the following example: 

} 

private async void OnRefreshData(object sender, RoutedEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
    { 
        List<Customer> customers = await db.Customers.ToListAsync(); 
        Customers.ItemsSource = customers; 
    } 
} 

private void OnRefreshData(object sender, RoutedEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
    { 
        IQueryable<Customer> customers = db.Customers.FromSql("SELECT * 
FROM Customers"); 
        List<Customer> list = customers.ToList(); 
        Customers.ItemsSource = list; 
    } 
} 



 

121 

As you can see, we’re using the FromSql() method on the Customers table and we’re 

manually performing a SQL query to retrieve all the existing customers (SELECT * FROM 
Customers). Since we used this method directly on the Customers table, Entity Framework 

Core doesn’t ask us to manually parse the result, but it already knows that it needs to return a 
collection of Customer objects. In this case, the collection is represented by the 

IQueryable<Customer> type. The advantage of this type is that we are still at a stage where 

the query hasn’t been really executed yet. This means that we can apply further refinements (by 
using again the FromSql() method or by using one of the many extension methods offered by 

the collection) and, only when we call the ToList() method, effectively execute the query and 

get the results back. 

The FromSql() method accepts also parameters in a safe way, to avoid SQL injections attacks, 

like in the following sample: 

We can specify multiple parameters, each of them identified by the syntax @px, where x is the 

parameter number. Then, as parameters of the FromSql() method, other than the SQL query 

we can pass one or more values, which will be replaced instead of the parameters. In the 
previous example, the parameter p0 will be replaced by the value of the surname property. 

Performing advanced operations 

We conclude this overview of Entity Framework Core by highlighting that the DbSet<T> 

collection exposes many extension methods, that can be used to perform in a C# way most of 
the standard SQL operations, like: 

• Max() to get the maximum value of a sequence 

• Min() to get the minimum value of a sequence 

• Sum() to return the sum of a numeric sequence 

• OrderBy() and OrderByDescending() to return the sequence in a specific order 

 

The following sample shows how to use the Max() clause and a lambda expression to get the 

maximum price of an order stored in the Orders table: 

 

private void OnRefreshData(object sender, RoutedEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
    { 
        string surname = "Pagani"; 
        IQueryable<Customer> customers = db.Customers.FromSql("SELECT * 
FROM Customers WHERE Surname= @p0", surname); 
        List<Customer> list = customers.ToList(); 
        Customers.ItemsSource = list; 
    } 
} 
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Storing sensitive data 

The Universal Windows Platform offers a set of classes specifically to store sensitive data, like 
service credentials. These classes, which are part of the Windows.Security.Credentials 

namespace, are able to: 

• Keep the data isolated, so that they can’t be accessed by other applications. 

• Encrypt the data. 

• Synchronize the data with all the other devices registered with the same Microsoft 
Account and that have been marked as trusted. 

The key class to store sensitive data is called PasswordVault, which can store one or more 

PasswordCredential objects, like in the following sample: 

Every credential is identified by a unique name, which is the first parameter passed to the class 
constructor (in the sample, it’s “YourServiceCredentials”): then you can specify the 

username and the password to store. To add a PasswordCredential object to the vault, it’s 

enough to call the Add() method. 

To retrieve the stored credentials, instead, you can use the FindAllByResource() method 

offered by the PasswordVault class: it will return a list of PasswordCredential objects that 

match the given resource name. Typically, you will get just one result, since you can’t have two 
credentials stored with the same name. The following sample retrieves the previously stored 
credentials and displays them to the user: 

private async void OnRefreshData(object sender, RoutedEventArgs e) 
{ 
    using (var db = new CustomersContext()) 
    { 
        double max = db.Orders.Max(x => x.Price); 
        string message = $"The maximum price of an order is {max}"; 
        MessageDialog dialog = new MessageDialog(message); 
        await dialog.ShowAsync(); 
    } 
} 

private void OnSavePasswordClicked(object sender, RoutedEventArgs e) 
{ 
    PasswordVault vault = new PasswordVault(); 
    PasswordCredential credential = new 
PasswordCredential("YourServiceCredentials", "username", "password"); 
    vault.Add(credential); 
} 

private async void OnGetPasswordClicked(object sender, RoutedEventArgs e) 
{ 
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The only thing to highlight is that, before accessing to the Password property of the 

PasswordCredential class, we need to call the RetrievePassword() method, as a security 

measure: otherwise, we won’t be able to read its value. 

  

    PasswordVault vault = new PasswordVault(); 
    IReadOnlyList<PasswordCredential> credentials = 
vault.FindAllByResource("YourServiceCredentials"); 
    if (credentials.Count > 0) 
    { 
        PasswordCredential credential = credentials.FirstOrDefault(); 
        credential.RetrievePassword(); 
        string message = string.Format("Username: {0} - Password: {1}", 
credential.UserName, credential.Password); 
        MessageDialog dialog = new MessageDialog(message); 
        await dialog.ShowAsync(); 
    } 
} 
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Chapter 3  Interacting with the network 

Detecting connectivity 

To avoid unexpected errors in your application, it’s always important to check the connectivity 
before performing any network operation: especially when it comes to mobile scenarios, it can 
happen that the user finds themselves in an area without network coverage, so we can’t take 
network connectivity for granted. The following code sample shows how to determine if the 
Internet connection is available: 

The Universal Windows Platform supports multiple connection profiles (identified by the 
ConnectionProfile class): each of them represents one of the connections that are available 

in the device. By calling the GetInternetConnectionProfile() method offered by the 

NetworkInformation class we can get a reference to the connection that provides Internet 

connectivity. 

Then, by calling the GetNetworkConnectityLevel() method on this profile, we can 

understand if the Internet connection is available or not. This method will return a 
NetworkConnectivityLevel enumator, which can have multiple values: for our purpose, the 

two most important ones are InternetAccess (which means that we have connectivity) and 

LocalAccess (which means, instead, that there’s no Internet connection). In the previous 

sample, we just display a message to the user, based on the connection status; in a real case 
scenario, we would always check that the NetworkConnectivityLevel is equal to 

InternetAccess before performing any network operation. 

protected override void OnNavigatedTo(NavigationEventArgs e) 
{ 
    ConnectionProfile profile = 
NetworkInformation.GetInternetConnectionProfile(); 
    NetworkConnectivityLevel connectivityLevel = 
profile.GetNetworkConnectivityLevel(); 
    if (connectivityLevel == NetworkConnectivityLevel.InternetAccess) 
    { 
        NetworkConnection.Text = "Internet connection available"; 
    } 
    else if (connectivityLevel == NetworkConnectivityLevel.LocalAccess) 
    { 
        NetworkConnection.Text = "Internet connection not available"; 
    } 
} 
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Another way to properly manage the Internet connection is by using the 
NetworkStatusChanged event, which is exposed by the NetworkInformation class: this event 

is triggered every time the status of the connection changes and it’s useful to automatically 
perform an operation as soon as we have network connectivity. For example, a news reader 
application could use this event to automatically load the latest news as soon as it detects an 
Internet connection. The following sample shows how to use this event: 

In the page constructor, we subscribe to the NetworkStatusChanged event: when it’s triggered, 

we use the same code we’ve previously seen to retrieve the current connection status and to 
check if we have Internet connectivity. In the sample, we have a TextBlock control in the page 

with a message that warns the user that the connection is missing: the message is displayed 
(by setting its Visibility to Visible) when the connection isn’t available; when the 

connection is back, instead, we hide the message and we load the data from Internet. 

public sealed partial class MainPage : Page 
{ 
    public MainPage() 
    { 
        this.InitializeComponent(); 
        NetworkInformation.NetworkStatusChanged += 
NetworkInformation_NetworkStatusChanged; 
    } 
    private void NetworkInformation_NetworkStatusChanged(object sender) 
    { 
        ConnectionProfile profile = 
NetworkInformation.GetInternetConnectionProfile(); 
        NetworkConnectivityLevel connectivityLevel = 
profile.GetNetworkConnectivityLevel(); 
        Dispatcher.RunAsync(CoreDispatcherPriority.Normal, () => 
        { 
            if (connectivityLevel == NetworkConnectivityLevel.LocalAccess) 
            { 
                MessageError.Visibility = Visibility.Visible; 
            } 
            else if (connectivityLevel == 
NetworkConnectivityLevel.InternetAccess) 
            { 
                MessageError.Visibility = Visibility.Collapsed; 
                //load the data 
            } 
        }); 
    } 
} 
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Performing network operations: HttpClient  

The Universal Windows Platform offers a class called HttpClient that offers many methods to 

perform the most common network operations, like downloading or uploading a file or 
interacting with a web service. The HttpClient class leverages a modern approach, which is 

strictly tied to the HTTP protocol: for every command offered by this protocol (like GET, POST 
or PUT), you will find a specific method to issue that command. 

 
Note: Please note that the Universal Windows Platform class offers two HttpClient 

classes: the old one is part of the Microsoft.Net.Http namespace and it’s been added in 

Windows 8. The new one, instead, is part of the Windows.Web.Http namespace and it’s 

been introduced in Windows 8.1. In this chapter we’ll focus on the new one. 

Download operations 

Typically, download operations are performed using a GET command: consequently, you can 
use the GetAsync() method offered by the HttpClient class. To simplify the developer’s work, 

the HttpClient class exposes some methods to download the most common data types, like 

GetStringAsync() (to download text data, like XML or JSON) or GetBufferAsync() (to 

download binary data, like an image). 

Downloading text content is really simple: just pass to the GetStringAsync() method the URL 

of the text to download. 

The method simply returns the downloaded string: in the sample, it’s displayed on the page 
using a TextBlock control. 

Otherwise, if you need to download a binary content you can use the GetBufferAsync() 

method, like in the following sample: 

private async void OnStartDownloadClicked(object sender, RoutedEventArgs e) 
{ 
    HttpClient client = new HttpClient(); 
    string result = await client.GetStringAsync(new 
Uri("https://blogs.windows.com/feed/ ", UriKind.Absolute)); 
    Result.Text = result; 
} 

private async void OnStartDownloadClicked(object sender, RoutedEventArgs e) 
{ 
    HttpClient client = new HttpClient(); 
    IBuffer buffer = await client.GetBufferAsync(new 
Uri("http://www.website.com/image.png", UriKind.Absolute)); 
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By using the WriteBufferAsync() method of the FileIO class we’ve learned to use in the 

precious chapter, we save an image downloaded from the web to the local storage of the 
application. 

The HttpClient class offers also a way to have more control over the download operation, by 

using a generic method called GetAsync(): in this case, you won’t get in return directly the 

resource’s content, but a HttpResponseMessage object, which contains all the properties that 

defines the HTTP response (like headers, status, etc.). The following code shows the same 
previous sample (downloading an image and saving it to the store), but performed with the 
generic method: 

The main difference with the previous code is that, since the GetAsync() method is generic, we 

don’t receive in return directly the content of the requested resource (in this case, the image), 
but a generic HttpResponseMessage object with the response. To get the real content we need 

to access to the Content property, which offers some methods to read it based on the type. In 

this sample, since we’re downloading an image (which is a binary content), we call the 
ReadAsBufferAsync() method. 

Upload operations 

Upload operations are usually performed with a POST HTTP command: consequently, we can 
use the PostAsync() method offered by the HttpClient class. To define the content of the 

request that we want to send the Universal Windows Platform offers a generic interface called 
IHttpContent: in the SDK you can find many objects that already implements this class, like 

HttpStreamContent (to send a binary file), HttpStringContent (to send a text) or 

HttpMultipartFormDataContent (to send a web form). The following sample shows how to 

send a file to a web service: 

    StorageFile storageFile = await 
ApplicationData.Current.LocalFolder.CreateFileAsync("picture.png", 
CreationCollisionOption.ReplaceExisting); 
 
    await FileIO.WriteBufferAsync(storageFile, buffer); 
} 

private async void OnStartDownloadClicked(object sender, RoutedEventArgs e) 
{ 
 
    HttpClient client = new HttpClient(); 
    HttpResponseMessage response = await client.GetAsync(new 
Uri("http://www.website.com/image.png", UriKind.Absolute)); 
    IBuffer buffer = await response.Content.ReadAsBufferAsync(); 
    StorageFile storageFile = await 
ApplicationData.Current.LocalFolder.CreateFileAsync("picture.png", 
CreationCollisionOption.ReplaceExisting); 
    await FileIO.WriteBufferAsync(storageFile, buffer); 
} 
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By using the APIs we’ve learned in the previous chapter, we retrieve the stream with the content 
of an image stored in the local storage. Then, since we’re dealing with a file (so a binary 
content) we create a new HttpStreamContent object, passing as parameter the content’s 

stream. In the end, we simply call the PostAsync() method passing, as parameters, the URL to 

upload to, a UriKind enumeration value and the content to upload. . 

Handling errors 

In the beginning of the chapter we’ve learned how to detect if Internet is available before 
performing a network operation, but most of the times it isn’t enough: the connection, in fact, 
may drop in the middle of the download or the upload and, in that case, you get an exception 
that you need to handle, no matter if you’ve previously checked if Internet was available or not. 

Let’s see a more detailed sample code: 

private async void OnUploadFileClicked(object sender, RoutedEventArgs e) 
{ 
    StorageFile storageFile = await 
ApplicationData.Current.LocalFolder.GetFileAsync("picture.png"); 
    IRandomAccessStream accessStream = await 
storageFile.OpenAsync(FileAccessMode.ReadWrite); 
    HttpClient client = new HttpClient(); 
    IHttpContent content = new 
HttpStreamContent(accessStream.GetInputStreamAt(0)); 
    await client.PostAsync(new 
Uri("http://windows.azurewebsites.net/api/values", UriKind.Absolute), 
content); 
} 

private async void OnStartDownloadClicked(object sender, RoutedEventArgs e) 
{ 
    try 
    { 
        HttpClient client = new HttpClient(); 
        HttpResponseMessage response = await client.GetAsync(new 
Uri("http://www.website.com/image.png", UriKind.Absolute)); 
        if (response.IsSuccessStatusCode) 
        { 
            IBuffer buffer = await response.Content.ReadAsBufferAsync(); 
            StorageFile storageFile = 
                await 
                    
ApplicationData.Current.LocalFolder.CreateFileAsync("picture.png", 
                        CreationCollisionOption.ReplaceExisting); 
            await FileIO.WriteBufferAsync(storageFile, buffer); 
        } 
        else 
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To handle errors, the generic method is a better choice, because the HttpResponseMessage 

object we get in return offers a property called IsSuccessStatusCode which returns a bool 

value that tells us if the operation was completed successfully or not. This way, we make sure 
that we can properly catch any error before performing any operation with the content. 

However, as best practice, it’s still important to embed the usage of the HttpClient class 

inside a try / catch statement every time we need to perform a network operation, no matter if 

it’s a download or an upload. The reason is that we may find ourselves in a scenario where we 
don’t get a response at all (like a time out or a problem in resolving the server’s name): in all 
these cases, we get an exception, so we need to be ready to handle it properly to prevent 
crashes. If we want to know more about what happened, we can evaluate the Message property 

of the exception: typically, it contains a HResult error code, which can be mapped to different 

issues. Here are some of the most common ones: 

• 0x80072EFD: A connection with the server could not be established 

• 0x80072EE7: The server name or address could not be resolved 

• 0x80072EE2: The operation timed out 

Managing the progress 

A common requirement when you’re developing an application that can download or upload big 
files is to track the progress of the operation: this way, the user can have a visual feedback on 
what’s going on and how much time is left until the operation is completed. To achieve this goal, 
we can use the generic methods offered by the HttpClient class, which give access to an 

event called Progress, which is triggered every time a new batch of data has been downloaded 

or uploaded. Let’s take a look at the following sample: 

        { 
            //handle response based on response.StatusCode 
        } 
    } 
    catch (Exception exc) 
    { 
        //handle other possible exceptions when the connection is lost 
    } 
} 

private async void OnStartDownloadClicked(object sender, RoutedEventArgs e) 
{ 
    try 
    { 
        HttpClient client = new HttpClient(); 
        var operation = client.GetAsync( 
        new Uri("http://www.website.com/image.png", UriKind.Absolute)); 
 
        operation.Progress = async (result, progress) => 
        { 

www.dbooks.org

https://www.dbooks.org/


 

130 

As you can see the biggest difference with the previous code is that we’re invoking the 
GetAsync() method without using the await prefix: this way, instead of starting immediately the 

download, we simply get a reference to the Task object. Using this approach, we can subscribe 

to the Progress event, which provides, in the parameters, some useful properties to understand 

the status of the operation:  

• If it’s a download operation, we can use the properties called BytesReceived (which 
contains the number of bytes already downloaded) and TotalBytesToReceive (which 
contains the size of the file to download in bytes). 

• If it’s an upload operation, we can use the properties called BytesSent (which contains 
the number of bytes already sent) and TotalBytesToSend (which contains the size of 
the file to upload in bytes). 

            await Dispatcher.RunAsync(CoreDispatcherPriority.Normal, () => 
            { 
                if (progress.TotalBytesToReceive.HasValue) 
                { 
                    double bytesReceived = progress.BytesReceived; 
                    double totalBytesToReceive = 
progress.TotalBytesToReceive.Value; 
                    double percentage = (bytesReceived / 
totalBytesToReceive) * 100; 
                    MyProgressBar.Value = percentage; 
                } 
            }); 
        }; 
 
        HttpResponseMessage response = await operation; 
        if (response.IsSuccessStatusCode) 
        { 
            IBuffer buffer = await response.Content.ReadAsBufferAsync(); 
            StorageFile file = await 
ApplicationData.Current.LocalFolder.CreateFileAsync("picture.png"); 
            await FileIO.WriteBufferAsync(file, buffer); 
        } 
    } 
    catch (Exception exc) 
    { 
        ErrorText.Text = exc.Message; 
    } 
} 
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In the event handler, thanks to this information, we can calculate the percentage of the 
operation status and, like in the previous sample, we can assign it to the Value property of a 

ProgressBar control, to visually display the status to the user. Please note that we’ve used the 

Dispatcher to perform this operation: the Progress event, in fact, it’s executed on a 

background thread, while the ProgressBar control is managed by the UI thread. As such, if we 

would try to update the visual layout of the ProgressBar from a background thread, we would 

get an exception (we have talked about this potential issue in first chapter of this series of 
books). 

Once we’ve defined the Progress event, we can effectively start the network operation, by 

simply invoking the operation object with the await prefix. From this point, the code will 

proceed as usual: when the operation is completed, we get the content of the downloaded file 
and we store it in the local storage. 

Performing download and upload operations in background 

All the previous code samples have a limitation, which is related to the application’s lifecycle 
we’ve learned in the first chapter of this book: when the application is suspended, all the active 
operations are terminated, including network transfers. If your application uses the network 
connectivity just to download small files (like a response from a web service in XML or JSON), 
it’s not a big deal: typically, the user won’t close the application until the data is downloaded, 
otherwise he won’t be able to properly use the application. However, this consideration doesn’t 
apply anymore when we’re talking about applications that can download vast amounts of data, 
like music or videos. 

For these scenarios, the Universal Windows Platform has introduced some classes that can 
keep a download or an upload operation alive even when the app is suspended. Even if these 
operations are managed directly by the operating system using a separate process, they still 
belong exclusively to the application: our app will be able just to manage its download and 
upload operations. 

Downloading a file in background 

To download a file in background you need to use the BackgroundDownloader class, which 

creates a download operation starting from a source URL (the file to download) and a 
destination StorageFile (where to store the file). It’s important to highlight, in fact, that, unlike 

the HttpClient class, the BackgroundDownloader class can download a file only directly to 

storage: it can’t keep it in memory, since the download can terminate when the app is not 
running. 

Here is a background download sample: 

private async void OnStartDownloadClicked(object sender, RoutedEventArgs e) 
{ 
    StorageFile file = 
    await 
    ApplicationData.Current.LocalFolder.CreateFileAsync("demo.zip", 
    CreationCollisionOption.ReplaceExisting); 
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After we’ve created a BackgroundDownloader object, we can define the download by calling 

the CreateDownload() method, which requires as parameters the source URL (the file to 

download) and a StorageFile object, which represents the file where to write the downloaded 

content. In the previous sample, we’ve created a file called demo.zip in the local storage where 
to save our content. The download operation is queued using the StartAsync() method: from 

now on, the operating system will be in charge of managing it for you. 

Since you’re going to use this class especially to download big files, it’s more important than 
ever to display the status to the user with a progress bar: we can do it using an approach similar 
to the one we used with the HttpClient class, as you can see in the following sample. 

    Uri uri = new Uri("http://www.mywebsite.com/demo.zip", 
UriKind.Absolute); 
    BackgroundDownloader downloader = new BackgroundDownloader(); 
    DownloadOperation download = downloader.CreateDownload(uri, file); 
    await download.StartAsync(); 
} 

private async void OnStartDownloadClicked(object sender, RoutedEventArgs e) 
{ 
    StorageFile file = await 
ApplicationData.Current.LocalFolder.CreateFileAsync("demo.zip", 
CreationCollisionOption.ReplaceExisting); 
    Uri uri = new Uri("http://www.mywebsite.com/demo.zip", 
UriKind.Absolute); 
    BackgroundDownloader downloader = new BackgroundDownloader(); 
    DownloadOperation download = downloader.CreateDownload(uri, file); 
    Progress<DownloadOperation> progress = new 
Progress<DownloadOperation>(); 
    progress.ProgressChanged += progress_ProgressChanged; 
    await download.StartAsync().AsTask(progress); 
} 
 
void progress_ProgressChanged(object sender, DownloadOperation e) 
{ 
    double bytesReceived = e.Progress.BytesReceived; 
    double totalBytes = e.Progress.TotalBytesToReceive; 
    double percentage = (bytesReceived / totalBytes) * 100; 
    Dispatcher.RunAsync(CoreDispatcherPriority.Normal, () => 
    { 
        Progress.Value = percentage; 
    }); 
} 



 

133 

We create a new Progress<DownloadOperation> object that exposes an event called 

ProgressChanged, which is triggered every time a new batch of data is downloaded. The 

operation performed in the event handler is the same we’ve seen for the HttpClient class: we 

simply calculate the progress percentage and we display it using a ProgressBar control. In the 

end, we call as usual the StartAsync() method to start the operation, but with a difference: we 

convert it into a Task using the AsTask() method, which accepts as parameter the Progress 

object we’ve previously created. This way the download will not just start, but it will trigger also 
the ProgressChanged event every time the progress of the download changes. 

Uploading a file in background 

The upload operation is very like the download one, as you can see in the following code: 

The only difference is that, in this case, we use the BackgroundUploader class that offers the 

CreateUpload() method to define the upload operation, which requires the file to destination 

URL and the file to send (represented, as usual, by a StorageFile object). We have also the 

chance, however, to send multiple files with one single operation, as you can see in the 
following sample: 

private async void OnStartUploadClicked(object sender, RoutedEventArgs e) 
{ 
    BackgroundUploader uploader = new BackgroundUploader(); 
    StorageFile file = await 
ApplicationData.Current.LocalFolder.GetFileAsync("demo.zip"); 
    Uri destination = new Uri("http://www.qmatteoq.com/upload.aspx", 
UriKind.Absolute); 
    UploadOperation operation = uploader.CreateUpload(destination, file); 
    await operation.StartAsync(); 
} 

private async void OnStartUploadClicked(object sender, RoutedEventArgs e) 
{ 
    var files = new List<BackgroundTransferContentPart>(); 
    FileOpenPicker picker = new FileOpenPicker(); 
    var selectedFiles = await picker.PickMultipleFilesAsync(); 
    if (selectedFiles != null) 
    { 
        foreach (StorageFile selectedFile in selectedFiles) 
        { 
            BackgroundTransferContentPart part = new 
BackgroundTransferContentPart(); 
            part.SetFile(selectedFile); 
            files.Add(part); 
        } 
    } 
    BackgroundUploader uploader = new BackgroundUploader(); 
    StorageFile file = await 
ApplicationData.Current.LocalFolder.GetFileAsync("demo.zip"); 
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We’re using a FileOpenPicker object, that we’ve learned to manage in the previous chapter: 

thanks to the PickMultipleFileAsync() method the user is able to select multiple files from 

his phone, that are returned to the application in a collection. For every file in the collection, we 
create a new operation part, identified by the BackgroundTransferContentPart class: we add 

the file simply by calling the SetFile() method and then we add the part to a collection we’ve 

previously defined. 

In the end, we can use an override of the CreateUploadAsync() method of the 

BackgroundUploader class which accepts, instead of a single file, a collection of 

BackgroundTransferContentPart object. The work is done: by calling the StartAsync() 

method we’ll start the upload of all the specified files. 

Managing the application’s termination 

As you have learned at the beginning of this book, the application can be terminated in case of 
low resources by the operating system: in this case, since the application is suspended, also the 
background operations are terminated. Consequently, when the application is reactivated, we’ll 
need to manually reconnect the background operations to the applications, since they haven’t 
been kept in memory: for this reason, the BackgroundDownloader and BackgroundUploader 

classes offers a method that retrieves all the download or upload operations issued by the 
applications. Let’s see a download sample: 

    Uri destination = new Uri("http://www.qmatteoq.com/upload.aspx", 
UriKind.Absolute); 
    UploadOperation operation = await 
uploader.CreateUploadAsync(destination, files); 
    await operation.StartAsync(); 
} 

protected override async void OnNavigatedTo(NavigationEventArgs e) 
{ 
    var downloads = await BackgroundDownloader.GetCurrentDownloadsAsync(); 
    foreach (DownloadOperation download in downloads) 
    { 
        Progress<DownloadOperation> progress = new 
Progress<DownloadOperation>(); 
        progress.ProgressChanged += progress_ProgressChanged; 
        await download.AttachAsync().AsTask(progress); 
    } 
} 
private void progress_ProgressChanged(object sender, DownloadOperation e) 
{ 
    double bytesReceived = e.Progress.BytesReceived; 
    double totalBytes = e.Progress.TotalBytesToReceive; 
    double percentage = (bytesReceived / totalBytes) * 100; 
    Dispatcher.RunAsync(CoreDispatcherPriority.Normal, () => 
    { 
        Progress.Value = percentage; 
    }); 
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By using the GetCurrentDownloadsAsync() method we retrieve the list of all the download 

operations that belong to the application. Then, for each of them, we create a new 
Progress<DownloadOperation> object, we subscribe to the ProgressChanged event and we 

call the AttachAsync() method to perform the reconnection. You will notice that the 

ProgressBar control won’t start from the beginning, but from the last known position before the 

application was terminated. 

Of course, you can use the same approach also for upload operations: in this case, we’ll need 
to use the GetCurrentUploadsAsync() method of the BackgroundUploader class. 

Perform post processing operations 

The code we’ve seen so far isn’t something completely new: the same APIs were available, in 
fact, in Windows and Windows Phone 8.1. However, Windows 10 has added a new important 
feature: you can now detect when a download operation has completed in background and 
perform some post processing operations. 

This goal can be achieved by leveraging background tasks. We won’t go too much into details 
now, because another one of the books of this series will contain a chapter completely 
dedicated to this technology. For the moment, here are just some few basic concepts that you 
need to know to understand which is their purpose: 

• They are separated projects from the main application, but they belong to the same 
solution. 

• They are Windows Runtime Components libraries, so they can be used across multiple 
languages (we’ve talked about them in the first book). 

• They contain some code that can be executed by Windows even when the application is 
suspended or not running. 

• They are connected to triggers, which are events that cause the execution of the code 
defined in the background task. 

Background tasks are the way how post processing is handled for background transfers: you 
can create a queue of downloads, start them from the application and, when all of them are 
finished, a background task can be triggered to perform some additional operations, even if the 
application isn’t running. For example, you may have a music application that leverages 
background transfers to allow users to download entire albums in the local storage, so that they 
can listen to them even without internet connection. Instead of reloading the list of available 
offline albums when the app is opened again, you can leverage a background task to update the 
local storage (for example, a database) to store the information that the download has 
completed successfully and the album is now available for offline listening. 

} 
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Let’s see first the code we need to handle the post processing. First, we need to add a new 
Windows Runtime Component to our solution: right click on it, choose Add -> New project and, 
in the Universal section, choose the Windows Runtime Component (Universal Windows) 
template. The new project will contain just one class, that you can decide to delete and replace 
with a new one or just rename it with a more meaningful name. The key to implement a 
background task is to let this class implement the IBackgroundTask interface: this requirement 

will force you to define a method called Run(), which is the one that is executed when the 

background task is launched. In our scenario, this method will be called when the background 
download operations have completed. Here is how the code of our background task looks like: 

The Run() method contains a parameter, with a property called TriggerDetails, which 

contain all the info about the kind of trigger that activated the task. In the second part of this 
book we’ll learn that every trigger has a specific type and, typically, this object is important 
because it contains all the information we need to understand the context. This scenario makes 
no exception: in case of a background download scenario, the type of this property will be 
BackgroundTransferCompletionGroupTriggerDetails and it will contain, inside the 

Downloads collection, the list of all the completed downloads. 

Now it’s up to us and to the logic of our application to handle them in the proper way: for 
example, we can use the DownloadOperation object to retrieve some info about the download 

(like the name of the file) and store them into a database. 

There are two other steps that we need to perform to connect the background task to the main 
application: 

• Add a reference to the task in the application. Right click on your application’s project in 
Visual Studio, choose Add reference and, in the Project – Solution section, choose the 
Windows Runtime Component you’ve just created. 

• You must declare it in the manifest file, in the section called Declarations. You will find a 
dropdown menu called Available Declarations and one of the items you can add is 
called Background Tasks. Add it and then configure: 

namespace Tasks 
{ 
    public sealed class DownloadProcessingTask : IBackgroundTask 
    { 
        public void Run(IBackgroundTaskInstance taskInstance) 
        { 
            var details = taskInstance.TriggerDetails as 
BackgroundTransferCompletionGroupTriggerDetails; 
            IReadOnlyList<DownloadOperation> downloads = details.Downloads; 
 
            foreach (DownloadOperation download in downloads) 
            { 
                //do something with the download 
            } 
        } 
    } 
} 
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o In the Properties section, choose Generic as supported task type. 

o In the Entry Point section, specify the full signature of the class that implements 
the Run() method (in our sample, it’s Tasks.DownloadProcessingTask). 

Now that we have our background task up and running, we can move back to the main 
application and configure the background downloads operations in a way that, when they are 
completed, they are post processed by it. Here is the code to leverage in the main app: 

The first part of the code is nothing different from what we’ve seen before. Since we want to 
download in background one file, we define the source URL and the destination StorageFile. 

The difference, compared to the previous code, starts from here. We create a 
BackgroundTransferCompletionGroup object and we use it for two reasons: 

• First, we need to register the background task in Windows 10, so that the operating 
system is automatically able to trigger it when the downloads are finished. To do this, we 
leverage the BackgroundTaskBuilder class and we configure: 

o The Name, which identifies the task univocally in the application. 

private async void OnDownloadData(object sender, RoutedEventArgs e) 
{ 
    StorageFile file = 
        await 
            ApplicationData.Current.LocalFolder.CreateFileAsync("demo.zip", 
                CreationCollisionOption.ReplaceExisting); 
    Uri uri = new Uri("http://www.mywebsite.com/demo.zip", 
UriKind.Absolute); 
 
    BackgroundTransferCompletionGroup group = new 
BackgroundTransferCompletionGroup(); 
 
    BackgroundTaskBuilder builder = new BackgroundTaskBuilder(); 
    builder.Name = "DownloadProcessingTask"; 
    builder.SetTrigger(group.Trigger); 
    builder.TaskEntryPoint = "Tasks.DownloadProcessingTask"; 
    builder.Register(); 
 
    BackgroundDownloader downloader = new BackgroundDownloader(group); 
    DownloadOperation firstDownload = downloader.CreateDownload(uri, file); 
    Task<DownloadOperation> startTask = 
firstDownload.StartAsync().AsTask(); 
    Task task = startTask.ContinueWith(OnDownloadCompleted); 
 
    downloader.CompletionGroup.Enable(); 
} 
 
private void OnDownloadCompleted(Task<DownloadOperation> obj) 
{ 
    //process the download if it's completed in foreground 
} 
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o The TaskEntryPoint, which is the full signature of the class defined in the 
Windows Runtime Component that implements the Run() method. It’s the same 
value we’ve previously set in the manifest: Tasks.DownloadProcessingTask. 

o The trigger we want to connect to the task, by calling the SetTrigger() method. 
In this case, the trigger is provided directly by the Trigger property of the 
BackgroundTransferCompletionGroup we’ve previously created. This trigger 
will make sure that, when the download operation is completed, the background 
task will be executed. 

o The last step is to effectively register it, by calling the Register() method of the 
BackgroundTaskBuilder class. 

• Second, we need to create a BackgroundDownloader object to schedule our download 
operations. The code is the same we’ve seen in the previous download samples, except 
that now we are passing, in the constructor of the BackgroundDownloader class, the 
same BackgroundTransferComplectionGroup object we’ve previously created. 

That’s all: now we can create the download in the regular way, like we did before, by calling the 
CreateDownload() method offered by the BackgroundDownloader class, passing as 

parameters the source URI and the destination StorageFile. Once we have created it, we can 

start the operation by calling the StartAsync() method on each of them. The difference 

compared to the previous approach is that, this time, we don’t start the download immediately 
(as you can see, we didn’t add the await prefix before): the reason is that, by leveraging the 

standard async and await approach, we wouldn’t be able to perform the next lines of code until 

the download is completed. This isn’t the goal we want to achieve: we just need to schedule all 
the downloads and then, only when they have been completed, we should post process them. 
The solution is to convert the StartAsync() operation into a Task, by calling the AsTask() 

method. This will allow us to call on the Task object the ContinueWith() method and specify, 

as parameter, a method that we want to execute in case the download is completed when the 
application is still in foreground. 

Only at this point, we can start all the downloads operations and enable the background task 
management, by calling the Enable() method of the CompletionGroup property, exposed by 

the BackgroundDownloader object. It’s important to do this only when all the background 

transfers have been created and scheduled. 

That’s all: now, when the two downloads will be completed, the background task will be invoked 
and the Run() method will process the outcome of the operation. However, we need to pay 

attention that, if the app is running in foreground, both the background task and the foreground 
handler (the method passed to the ContinueWith() method of the Task) will be invoked: as 

such, you need to handle this scenario in the proper way, to avoid performing the same 
operation twice. 

Again, in this section we’ve described very quickly how to create and register a background task 
in a Universal Windows App, so you may have more questions around this topic: don’t worry, 
another one of the book of this series will contain a chapter that will explain all the details about 
them. 
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Interacting with web services 

Web services are one of the most widely used approaches when it comes to design a software 
solution. In the past, typically, applications (websites, desktop apps, etc.) and the backend with 
the data (like a database) were tightly coupled: the application established a direct connection 
with the backend and took care of performing the required operations, like retrieving some data 
or inserting new information. This approach doesn’t fit well the mobile world, since it requires a 
stable and fast connection between the application and the backend, which can’t be taken for 
granted on devices like a tablet or a smartphone, that could be connected using a mobile 
connection. 

Services are a way to decouple this tight connection, since they act as an intermediary between 
the backend and the client: the service will take care of performing the operations on the 
backend and to prepare the data, so that it can be easily consumed by the mobile application. 
This approach, among many advantages, is very helpful when our backend needs to expose the 
data to multiple kind of clients: since service relies on a set of standard technologies (like the 
HTTP protocol or data formats like XML and JSON), they can be accessed from any application, 
no matter if it’s a website, a desktop app or a mobile application for Windows, iOS or Android. 

REST services 

The most common approach to create web services for mobile applications nowadays is by 
using REST (Representational State Transfer) services. They are very popular for many 
reasons: 

• They rely on the HTTP protocol, so the operations are defined using the standard 
commands of the protocol like GET or POST. 

• The endpoints of a REST service are simple URLs. For example, let’s say that you have 
a service that offers the option to get a list of customers. In this case, it would be enough 
to perform a GET operation against an URL like 
http://windows.azurewebsites.net/api/customers 

• They return the data using standard formats like XML or JSON. 

Consequently, basically any technology can interact with these kind of services: no matter which 
platform and language you have chosen to write your application, you’ll always have the chance 
to perform HTTP requests and to parse XML or JSON data. 

When it comes to Universal Windows Platforms apps, the easiest way to interact with REST 
services is using the HttpClient class we’ve already seen, since it already offers a method for 

every HTTP command. For example, if your service requires a GET operation to retrieve the 
results, you can use the GetAsync() method; otherwise, if you need to perform a POST 

operation to add new data to the backend, you can leverage the PostAsync() method. Since 

REST services usually return data in XML or JSON format, we can reuse the knowledge we 
acquired in the previous chapter about serialization. Thanks to the DataContractSerializer 

and DataContractJsonSerializer classes we can automatically convert the plain data into a 

collection of objects, which we can manipulate in our Universal Windows Platform apps. Vice 
versa, when we need to send some data to the service, we need to convert our objects into a 
XML or JSON structure. 
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Let’s say, for example, that we need to interact with a REST service which is connected to a 
database that contains a set of customers. One of the operations offered by the service is to 
return a list of people, like in the following sample: 

The first thing we need, as we did in the previous chapter, is a class that maps this JSON data: 

By combining what we’ve learned at the beginning of this chapter about the HttpClient class 

and the usage of the DataContractJsonSerializer class that we’ve learned in the previous 

chapter, it should be easy to understand the next code sample: 

[ 
  { 
    "Id":1, 
    "Name":"Matteo", 
    "Surname":"Pagani" 
  }, 
  { 
    "Id":2, 
    "Name":"John", 
    "Surname":"Doe" 
  } 
] 

public class Person 
{ 
    public int Id { get; set; } 
    public string Name { get; set; } 
    public string Surname { get; set; } 
} 

private async void OnConsumeServiceClicked(object sender, RoutedEventArgs 
e) 
{ 
    HttpClient client = new HttpClient(); 
    string result = await client.GetStringAsync(new 
Uri("http://windows.azurewebsites.net/api/customers", UriKind.Absolute)); 
    using (MemoryStream ms = new 
MemoryStream(Encoding.Unicode.GetBytes(result))) 
    { 
        DataContractJsonSerializer serializer = new 
DataContractJsonSerializer(typeof( 
        List<Person>)); 
        List<Person> people = serializer.ReadObject(ms) as List<Person>; 
    } 
} 
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By using the GetStringAsync() method of the HttpClient class we retrieve the JSON 

response from the service. Then, by using the DataContractJsonSerializer class and the 

ReadObject() method, we deserialize the JSON data into a collection of Person objects. Since 

the ReadObject() method requires a stream as input and not directly the JSON string, we need 

first to convert into a MemoryStream object. 

Vice versa, here is how we can perform a POST operation to send some data to the service: 

In this case we’re performing the opposite operation: we take our objects (in this case, it’s a 
sample Person object) and we convert it into a JSON structure using the WriteObject() 

method of the DataContractJsonSerializer class. Again, we need to use a MemoryStream 

since the method can write the result only to a stream and not directly to a string. In the end, we 
execute the PostAsync() method of the HttpClient class: since the service accepts the data 

as a string, we encapsulate the JSON into a HttpStringContent object, that is passed as 

parameter of the method together with service’s URL. 

 

Tip: When it comes to define the mapping between a class and JSON, it can happen that the 

operation isn’t so easy to accomplish, especially if the JSON is complex. To make this 

process easier, Visual Studio offers a feature that is able to this for you: just copy in the 

clipboard the JSON data returned by your service and choose Edit -> Paste Special -> JSON 

as class.  

private async void OnPostDataClicked(object sender, RoutedEventArgs e) 
{ 
    Person person = new Person 
    { 
        Name = "Matteo", 
        Surname = "Pagani" 
    }; 
    DataContractJsonSerializer serializer = new 
DataContractJsonSerializer(typeof(Person)); 
    MemoryStream stream = new MemoryStream(); 
    serializer.WriteObject(stream, person); 
    string result = Encoding.UTF8.GetString(stream.ToArray(), 0, 
(int)stream.Length); 
    IHttpContent content = new HttpStringContent(result); 
    HttpClient client = new HttpClient(); 
    await client.PostAsync(new 
Uri("http://windows.azurewebsites.net/api/customers",UriKind.Absolute), 
content); 
} 
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Using Json.NET 

In the previous chapter, we’ve seen how using the DataContractJsonSerializer class for 

interacting with JSON data isn’t very straightforward: even though we’re working with strings, we 
always need to convert them into a Stream object to perform all the required operation. 

When it comes to interact with REST services we can simplify our code by introducing 
Json.NET too. 

Let’s see how, thanks to Json.NET, we can simplify the two previous code samples to interact 
with a REST service. Let’s start with the download sample: 

The deserialization procedure is performed using the JsonConvert class, which offers a static 

DeserializeObject<T>() method, where T is the type of data we expect in return: as input, it 

simply requires the JSON string we’ve just downloaded from the service using the HttpClient 

class. 

Here is, instead, the reverse process to send some data to the service: 

private async void OnConsumeServiceClicked(object sender, RoutedEventArgs 
e) 
{ 
    HttpClient client = new HttpClient(); 
    string result = await client.GetStringAsync(new Uri(" 
http://windows.azurewebsites.net/api/customers ", UriKind.Absolute)); 
    List<Person> people = 
JsonConvert.DeserializeObject<List<Person>>(result); 
} 

private async void OnConsumeServiceClicked(object sender, RoutedEventArgs 
e) 
{ 
    Person person = new Person 
    { 
        Name = "Matteo", 
        Surname = "Pagani" 
    }; 
    string result = JsonConvert.SerializeObject(person); 
    IHttpContent content = new HttpStringContent(result); 
    HttpClient client = new HttpClient(); 
    await client.PostAsync(new 
Uri("http://windows.azurewebsites.net/api/customers ", UriKind.Absolute), 
content); 
} 
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Again, the operation is performed using the JsonConvert class: in this case, however, we use 

the SerializeObject() method, which requires as parameter the object to convert and it 

simply returns the serialized string. Now we can continue the execution like in the previous 
sample: we encapsulate the JSON string into a HttpStringContent object and we send it 

using the PostAsync() method of the HttpClient class. 

I won’t describe again the details about how to use Json.NET for more advanced scenarios, like 
controlling the serialization, dealing with collections or using LINQ to JSON, since they’re the 
same concepts we’ve already discussed in the previous chapter when we talked about storing 
JSON data in to the local storage. 

Working with RSS feeds 

RSS is a widely used standard to aggregate a set of information (like the news published by a 
website) in a single XML file, that it can be easily processed by a feed reader or by any 
application that can perform HTTP requests and to parse the XML data. The following sample 
shows an excerpt from the RSS feed of the Windows blog, which is available at the URL 
https://blogs.windows.com/feed/ 

<rss version="2.0" 
 xmlns:content="http://purl.org/rss/1.0/modules/content/" 
 xmlns:wfw="http://wellformedweb.org/CommentAPI/" 
 xmlns:dc="http://purl.org/dc/elements/1.1/" 
 xmlns:atom="http://www.w3.org/2005/Atom" 
 xmlns:sy="http://purl.org/rss/1.0/modules/syndication/" 
 xmlns:slash="http://purl.org/rss/1.0/modules/slash/"> 
 
  <channel> 
    <title>Windows Blog</title> 
    <atom:link href="https://blogs.windows.com/feed/" rel="self" 
type="application/rss+xml" /> 
    <link>https://blogs.windows.com</link> 
    <description></description> 
    <lastBuildDate>Fri, 16 Sep 2016 21:00:36 +0000</lastBuildDate> 
    <language>en-US</language> 
    <sy:updatePeriod>hourly</sy:updatePeriod> 
    <sy:updateFrequency>1</sy:updateFrequency> 
    <generator>https://wordpress.org/?v=4.5.4</generator> 
    <item> 
      <title>Animations with the Visual Layer</title> 
      <link>https://blogs.windows.com/buildingapps/2016/09/16/animations-
with-the-visual-layer/</link> 
      
<comments>https://blogs.windows.com/buildingapps/2016/09/16/animations-
with-the-visual-layer/#respond</comments> 
      <pubDate>Fri, 16 Sep 2016 21:00:36 +0000</pubDate> 
      <description><![CDATA[When the layout of your Universal Windows 
Platform (UWP) app changes, there is often a slight pause as your app 
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Theoretically, the knowledge acquired in this chapter should be enough to properly manage a 
RSS feed: since, under the hood, a RSS feed isn’t nothing more than a XML file, we could 
simply download the RSS content using the HttpClient class and convert it into objects using 

the DataContractSerializer class or LINQ to XML. However, the Universal Windows 

Platform includes a set of APIs that can do this operation for us: we’ll just have to provide the 
URL of the RSS feed to get in return a collection of objects with all the feed items. 

The following sample shows how to perform some basic operations: 

The download operation is performed using the SyndicationClient class, which offers a 

method called RetrieveFeedAsync(), which simply requires as parameter the RSS feed’s 

URL. What we get in return is a SyndicationFeed object, which contains a set of properties 

that are mapped with the data stored in the XML file. In the previous sample, we extract the title, 
the subtitle and number of items and we display them to the user using a set of TextBlock 

controls. 

All the items that are included in the feed are stored in a collection called Items: each item is 

represented by the SyndicationItem class, which offers a set of properties that map the XML 

ones. The following sample shows how to retrieve the first news of the feed (using the 
FirstOrDefault() LINQ method) and to display to the user its title and summary, stored in the 

Title and Summary properties. 

rearranges content to fit the new window size or orientation. Composition 
APIs let you create smooth-as-butter animations between these states so 
your layout changes won’t jar your users. After all, layout changes are a 
basic [&#8230;]]]></description> 
    </item> 
  </channel> 
</rss> 
  

private async void OnDownloadFeedClicked(object sender, RoutedEventArgs e) 
{ 
    SyndicationClient client = new SyndicationClient(); 
    SyndicationFeed feed = await client.RetrieveFeedAsync(new 
Uri("https://blogs.windows.com/feed/ ", UriKind.Absolute)); 
    Title.Text = feed.Title.Text; 
    Description.Text = feed.Subtitle.Text; 
    NumberOfItems.Text = feed.Items.Count.ToString(); 
} 

private async void OnDownloadFeedClicked(object sender, RoutedEventArgs e) 
{ 
    SyndicationClient client = new SyndicationClient(); 
    SyndicationFeed feed = await client.RetrieveFeedAsync(new 
Uri("https://blogs.windows.com/feed/ ", UriKind.Absolute)); 
    if (feed.Items.Count > 0) 
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    { 
        SyndicationItem item = feed.Items.FirstOrDefault(); 
        FirstNewsTitle.Text = item.Title; 
        FirstNewsSummary.Text = item.Summary; 
    } 
} 
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Chapter 4  Publishing an application on the 
Windows Store 

In this final chapter, we’re going to learn how to publish an application on the Windows Store, 
how to handle its lifecycle (releasing updates, handle purchases and add-on, etc.) and how we 
can make our application available to a wider audience, by supporting multiple languages and 
cultures. 

Localization 

A very effective strategy to make our application more popular is to properly support various 
languages: Windows devices are used all over the world and by users which speak and read 
multiple languages, so we can’t take for granted that all of them will understand English. The 
Universal Windows Platform offers built-in support for localization: instead of hard-coding the 
strings that are displayed in the user interface in XAML or in code, we’re going to save them in 
separated files, one for every supported language. Every file (which, under the hood, is an XML 
file) contains a list of resources, with a key (the unique identifier) and the value (the real text 
localized in the specific language). Every time we’re going to display a text to the user, we’re 
going to add a reference to the key that matches the text that we want to display. 

The first step to manage localization is to add a file for each language we want to support: this 
scenario is implemented using a naming convention based on the folder’s name. All the 
resource files need to be included into a folder in the project, usually called Strings. Inside this 
folder, you must create a subfolder with the culture code for each language you want to support. 
You can find a list of supported codes in the MSDN documentation:  
https://docs.microsoft.com/en-us/windows/uwp/publish/supported-languages. It’s important to 
highlight that you’re not forced to use the full culture code (like en-US or it-IT): you can also use 
the short version (like en or it), in case you want to support all the variants of the same culture 
with one unique resource file. 

Inside each folder, you’ll need to create a resource file: you’ll find a specific template in Visual 
Studio, called Resources File (.resw). The default name to assign to the file is 
Resources.resw. 

 

https://docs.microsoft.com/en-us/windows/uwp/publish/supported-languages
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Figure 32: A project that supports two languages: English and Italian 

By double clicking on the Resources.resw file, Visual Studio will open the visual editor, which 
will display a list of rows and three columns: 

• Name, which is the resource identifier. 

• Value, which is the localized text. 

• Comment, which is an optional comment that makes easier to understand the purpose 
of the resource. 

 

Figure 33: The visual interface  

Resources are strictly connected to the XAML controls that will display the value: consequently, 
the Name must follow a specific convention. The first part of the key is the unique resource 
identifier: it’s up to you to choose what’s best for your scenario. For example, it could be a label 
like Title. The second part of the key, separated by the first part with a dot, it’s the name of the 

control’s property we want to handle with this resource. For example, if we want to display the 
value of the resource in the Text property of a TextBlock control, we should define it as 

Title.Text. 

We can connect the resource to a control by using a special XAML property called x:Uid, which 

is supported by every XAML control: we need to set it with the unique identifier of the resource, 
which is the first part of the key (before the dot). So, for example, if we want to connect the 
resource Title.Text to display its value in a TextBlock control, we need to define an x:Uid 

attribute in the following way: 

<TextBlock x:Uid="Title" /> 
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Another common requirement is to use a resource in code: for example, if we need to display a 
popup message using the MessageDialog class, we need to access to the resource in another 

way, since a dialog can’t be defined in XAML. To achieve this goal, we must use the 
ResourceLoader class, which offers a method called GetString(): as parameter, we need to 

pass the full name that identifies the resource. The application will automatically retrieve the 
resource based on the current language. 

As you can see, there’s an important difference to highlight: when you call a resource from 
code, you need to use the forward slash (/) instead of the dot as separator between the first and 
the second part of the key. In the sample, to retrieve the value of the resource with the name 
Title.Text, we pass as the parameter the value Title/Text. 

Localizing images 

Another common requirement is to support different images based on the user’s language, in 
case they contain some embedded texts. In this case, we can use a naming convention like the 
one we’ve seen when it comes to manage the different visual scaling factors supported by 
Windows 10. We can add, in fact, a .lang- suffix to the image name, followed by the culture 
code, to make it visible only when the device is used with the specified language. For example, 
if we have an image called logo.png and we want to have two versions, one for English and 
one for Italian, we can add two files to the project, one with name logo.lang-en.png and one 
with name logo.lang-it.png. 

This naming convention is completely transparent to the developer, exactly like the one used to 
handle the various scale factors: in XAML or in code we’ll just need to reference the image 
using the base name (logo.png) and the operating system will automatically pick the proper 
one, based on the language, like in the following sample: 

Manage the default language 

The default application language is set in the manifest file, by a field called Default language in 
the Application section: it’s the default language that is used when we don’t provide a specific 
resource file for the current language. By default, it’s en-US and it’s a good approach to keep 
the setting this way: since English is one of the most widespread languages in the world, it’s 
likely that our users will know it, even if we don’t support their native language. 

private async void OnShowMessageClicked(object sender, RoutedEventArgs e) 
{ 
    ResourceLoader loader = new ResourceLoader(); 
    string resource = loader.GetString("Title/Text"); 
    MessageDialog dialog = new MessageDialog(resource); 
    await dialog.ShowAsync(); 
} 

<Image Source="/Assets/logo.png" /> 
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However, there are some scenarios where it makes sense to use another default language: for 
example, local applications that are distributed only in a specific country (like a newsreader app 
connected to a local magazine). In this case, it’s enough to change the Default language value 
with another culture code. 

Translating the application’s name 

We can also translate the application’s name, in case we want our app to have a localized 
name, based on the user’s language. To achieve this goal, it’s enough to add a new string in 
each resource file: this time, we can give to the resource the Name we prefer, without following 
any convention. 

Then it’s enough to open the manifest file and, in the Application section, changing the Display 
name field by setting the resource name using the ms-resource prefix:. For example, if we’ve 

created a resource with the key ApplicationName, we should use as value for the field ms-
resource:ApplicationName. 

The Multilingual App toolkit 

Microsoft has released a Visual Studio extension called Multilingual App Toolkit, which makes 
easier to solve some challenges that we may face during localization. Here are some of the 
features it offers: 

• When you add a new item in the Resources.resw file of the main language, it’s able to 
automatically create the same item (even if with an empty value) in all the files for the 
other languages. By default, in fact, Visual Studio doesn’t perform this operation for you, 
but you need to take care each time of manually adding all the new entries you create. 

• It includes a built-in translator feature, which leverages the services offered by Bing 
translator, which can automatically translate the various resources from one language to 
another. Of course, it’s not meant to completely replace human translations, but it’s a 
great starting point to have a working draft in another language and to understand if the 
look & feel of the application remains consistent across all the languages. It may 
happen, for example, that a word translated in another language becomes too short or 
too long and, consequently, it may interfere with the visual layout. 

• It includes a field to keep track of the status of every resource (not translated, translated, 
reviewed, etc.), so that it’s easier for you to understand which is the status of the overall 
translation. 

You can learn more and download the Multilingual App Toolkit from the official website: 
https://developer.microsoft.com/en-us/windows/develop/multilingual-app-toolkit 
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Adding monetization to your application 

One of the biggest advantages of using a centralized distribution system like a Store is that, 
other than helping you in giving more visibility and marketing opportunities, it helps to monetize 
it, by providing built-in options to sell an application, other than releasing it just for free. As we’re 
going to see later when we’ll talk in detail about the submission process, you have the chance to 
monetize your app without changing your code: you can just set a price and the user, before 
downloading it from the Store, must purchase it using one of the payment systems associated to 
his Microsoft Account (PayPal, a credit card, mobile operator billing, etc.). 

However, the Store offers many options to improve the chances that the user will buy your 
application, like: 

• Support for trial mode: if the user has the chance to try the app before buying it, he will 
be more inclined to complete the purchase. 

• Support for add-ons: you can release your application for free or at a low price with a 
minimum set of contents and then include premium features that can be purchased 
separately within the app itself.  

In both cases, leveraging the options that are offered during the submission process isn’t 
enough anymore. You need, in fact, to include some changes in your code: for example, to hide 
a feature if the app is running as trial or to trigger the purchase of an add-on. 

There’s an important concept to highlight at this point: the Windows 10 Anniversary Update has 
introduced a completely new set of APIs to integrate monetization features in your application, 
which are part of a new namespace called Windows.Services.Store. Since this book is being 

released after the release of the Anniversary Update, we’re going to talk only about these new 
APIs. However, you must keep in mind that, to leverage them, your application needs to have, 
both as Target Version and Min Version in the project’s properties, the Anniversary Update SDK 
14393. This means that your application will be able to run only on a device with Windows 10 
Anniversary Update and above.  

If you can’t respect this requirement because your application needs to run also on previous 
versions of Windows 10 (like the November Update) you will have to leverage the old Store 
APIs, which are included in the Windows.ApplicationModel.Store namespace. However, we 

won’t discuss them in this chapter: you can refer to the official documentation (available at 
https://msdn.microsoft.com/en-us/windows/uwp/monetize/in-app-purchases-and-trials-using-the-
windows-applicationmodel-store-namespace) or to one of my previous books published by 
Syncfusion, called More Windows 8.1 Succinctly, which you can download for free from 
https://www.syncfusion.com/resources/techportal/details/ebooks/morewindows8.1 

The APIs included in the Windows.ApplicationModel.Store namespace, in fact, are exactly 

the same that were already available in Windows 8.1, so the content of Chapter 1 of the 
previously linked book (which is about publishing an app on the Store) still applies to the 
Universal Windows Platform. 

https://msdn.microsoft.com/en-us/windows/uwp/monetize/in-app-purchases-and-trials-using-the-windows-applicationmodel-store-namespace
https://msdn.microsoft.com/en-us/windows/uwp/monetize/in-app-purchases-and-trials-using-the-windows-applicationmodel-store-namespace
https://www.syncfusion.com/resources/techportal/details/ebooks/morewindows8.1
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Using the new Store APIs 

The starting point of the new Store APIs is the StoreContext class, which belongs to the 

Windows.Services.Store namespace. To get a reference to the object, you need to call the 

GetDefault() method. From there, you’ll be able to perform all the operations supported by the 

Store. 

The following code is a basic sample of how to initialize the class: 

The StoreContext class will be the basis of all the operations we’re going to see from now on 

to interact with the services offered by the Store. 

Supporting the trial mode 

As already mentioned, offering a trial is a way to allow users to try our application before 
deciding to buy it. The most interesting feature of the trial mode is that it allows you to avoid 
publishing two different apps (one free with limited features and one paid with all the features), 
like it often happens on other Stores: the feature will be implemented directly in a single project 
and you’ll be able to detect, in code, if the app is running as trial or not. If the user purchases 
your app, he won’t have to download it again from scratch; the Windows Store will just 
download a certificate that will unlock all the features. 

There are two ways to manage a trial: 

• Manually: the Store APIs offer a method that returns a Boolean that simply tells us if the 
application is running in trial mode or not. Thanks to this information, we can implement 
the trialthe way we prefer: we could block some features, display a popup message 
every time the app is launched, display some advertising, etc. 

• Time trial: when you submit your application on the Store, you’ll be able to set an 
expiration date for the trial: the app will be automatically blocked once the trial period is 
ended. This feature is handled directly by Windows: if the user tries to open the app 
once it’s expired, it won’t be launched. Instead, a popup will appear, informing the user 
that the trial has expired and allowing him to go directly to the Store and buy the app. 
However, we still can control this feature in code: for example, we can decide to disable 
anyway a feature during the trial, even it’s time based. Or we can handle the fact that the 
status of the trial has changed while the app is running (because ’'s expired or the user 
has purchased it). 

Handling the trial is quite simple: once you have a StoreContext object, you just need to call 

the GetAppLicenseAsync() method. You’ll get as result an object of type StoreAppLicense, 

which includes a property called IsTrial: it’s a simple bool, that you can use to understand if 

the app is running as trial or not. 

private void OnCheckTrial(object sender, RoutedEventArgs e) 
{ 
    StoreContext context = StoreContext.GetDefault(); 
    //perform operations with the Store APIs 
} 
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The following sample simulates an application where the save feature (associated to a Button 

control placed in the XAML page) is enabled only if the app has been purchased: 

In case the trial is time-based, you have also the option to check which is the expiration date in 
case, for example, you want to show a message in the app to tell the user how much time he 
has left to try the app before it expires: 

What happens if the status of the trial changes while the app is running (either because it is 
expired or because the user has purchased it)? 

You have two options: 

• Do nothing and let the user to continue using the app as it is until he closes it. Then, 
when he will reopen it, Windows will take care of handling it in the proper way (by 
showing the expired popup if the trial is ended or by normally launching it if he has 
purchased it). 

• Do something, like displaying a message and closing the app or enabling immediately all 
the features. In this case, you can leverage an event provided by the StoreContext 
object called OffliceLicenseChanged, as highlighted in the following example: 

 

 

 

private async void OnCheckTrial(object sender, RoutedEventArgs e) 
{ 
    StoreContext context = StoreContext.GetDefault(); 
    StoreAppLicense license = await context.GetAppLicenseAsync(); 
    if (license.IsTrial) 
    { 
        SaveButton.Visibility = Visibility.Collapsed; 
    } 
    else 
    { 
        SaveButton.Visibility = Visibility.Visible; 
    } 
} 

private async void OnCheckTrial(object sender, RoutedEventArgs e) 
{ 
    StoreContext context = StoreContext.GetDefault(); 
    StoreAppLicense license = await context.GetAppLicenseAsync(); 
    if (license.IsTrial) 
    { 
        ExpirationDate.Text = $"The app is running as trial and it will 
expire on {license.ExpirationDate}"; 
    } 
} 
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Thanks to the IsActive property of the StoreAppLicense object, we can find out if the license 

is still valid or not. 

Purchasing the application 

The simplest way to purchase an application is directly from the Store. When they visit the 
dedicated page, they have the option to download the trial (if available) or to purchase it. 
However, you can trigger the purchase process also from the application. This way, the user will 
never have to leave your application to purchase it. The following code shows how to achieve 
this task: 

private async void Context_OfflineLicensesChanged(StoreContext sender, 
object args) 
{ 
    StoreAppLicense license = await context.GetAppLicenseAsync(); 
    if (license.IsActive && !license.IsTrial) 
    { 
        //the user has purchased the app 
    } 
    else 
    { 
        //the trial has expired 
    } 
} 

private async void OnStartPurchaseProcess(object sender, RoutedEventArgs e) 
{ 
    StoreContext context = StoreContext.GetDefault(); 
    StoreProductResult  result = await 
context.GetStoreProductForCurrentAppAsync(); 
    if (result.ExtendedError == null) 
    { 
        StorePurchaseResult purchase = await 
result.Product.RequestPurchaseAsync(); 
        if (purchase.ExtendedError == null) 
        { 
            switch (purchase.Status) 
            { 
                case StorePurchaseStatus.Succeeded: 
                    //handle the OfflineLicenseChanged event 
                    break; 
                case StorePurchaseStatus.AlreadyPurchased: 
                    break; 
                case StorePurchaseStatus.NotPurchased: 
                    break; 
                case StorePurchaseStatus.NetworkError: 
                    break; 
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As usual, the starting point is the StoreContext object, which offers a method called 

GetStoreProductForCurrentAppAsync() to retrieve the product associated to the app itself 

(we’ll see later, in fact, that also add-ons are considered products). If there are no errors (we 
leverage the ExtendedError property to understand if something went wrong), we can get 

access to the Product property which, among other things, offers a method to start the 

purchase process called RequestPurchaseAsync().  

From now on, the Store will take care of everything automatically: it will prompt the user with a 
popup with the total price, it will allow him to select the payment method he prefers and, once 
the operation is done, we get back a StorePurchaseResult object with the outcome, which will 

be stored in the Status property.  

 

Figure 34: The purchase process handled by the Windows Store 

Based on its value (it’s an enumeration of type StorePurchaseStatus, which covers the 

different scenarios), we can act in the way that works best for our application. 

                case StorePurchaseStatus.ServerError: 
                    break; 
                default: 
                    break; 
            } 
        } 
    } 
} 
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The only status I would like to highlight is Succeded. It means that the purchase has completed 

successfully, so the application isn’t running as trial anymore. As such, we can now decide 
which logic we want to apply as described in the previous paragraph: 

• We can leave things as they are and simply the user, when he will close and open again 
the application, he will start using the full version and he will find all the previously locked 
features now available. 

• We can leverage the OfflineLicenseChanged event of the StoreContext class to 
detect, in real time, that the status of the license has changed, so that we can 
immediately unlock all the features, without requiring the user to close and re start the 
app. 

Add-ons purchases 

Add-ons, also known as in-app products (or IAPs for short) are digital products that can be 
purchased directly within the app. It’s another effective way to monetize your application: 
instead of offering a time-based or a feature based trial, you can decide to publish a free 
application with a basic set of features, that can be later expanded by buying additional contents 
from the app itself. There are many examples of applications that leverage this 
scenario:.Games, for example, can offer a basic set of levels and then offer the opportunity to 
purchase an additional set when the user has completed all of them; or a photo editing 
application can include a built-in set of photo filters and then offers the opportunity to buy new 
ones. 

The Windows Store offers three types of add-ons: 

1. Durables: these add-ons, once purchased, are persisted and they can be typically 

bought just once. However, a durable add-on can be configured to expire at a specific 

date and time: in this case, it can be purchased again, but only after it has expired. 

2. Consumables managed by the developer: consumables are products that can be 

purchased multiple times. Once the user has bought it, he will be able to continue using 

the product until he has completely consumed it. After that, he will be able to purchase it 

again. This approach is widely used by games, for example to buy digital money to 

purchase additional content inside the application. These kinds of consumables must 

manually be managed by the developer: this means that, in the Store, you will have just 

to define that it’s a consumable product, then it will be up to the developer to decide 

when its usage has been fulfilled in code. For example, if the consumable product allows 

the user to buy 1000 digital coins, it will be up to the developer to keep the count every 

time the user will spend some of them and, once he has 0 coins left, report the product 

as fulfilled so that the user will be able to buy it again. 

3. Consumables managed by the Store: these kinds of consumables work in the same 

way of the previous ones, except that it will be up to the Store to automatically the keep 

the count of the number of items left. If we reuse the same sample as before, we can 

define a product which contains 1000 digital coins and specify the amount directly in the 

Dev Center: then the Store will automatically take care of keeping the count and to 

report to the developer when there are no coins left. 
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Add-ons aren’t defined in code, but in the Dev Center, in a similar way you define the 
submission of the application: you set a name, a price, a description, the visibility, etc. Then, 
thanks to the StoreContext class, you will be able to get a list of all the available add-ons, to 

identify which of them have already been purchase, to report a consumable as fulfilled, etc. In 
the next paragraphs, we’re going to see the most common scenarios. 

Retrieving the list of available add-ons 

Getting the list of the add-ons that you have defined in the Store is an easy operation, thanks to 
the GetAssociatedStoreProductsAsync() method offered by the SyncContext class. The 

app requires, as parameter, a collection of strings with a set of special string values that acts as 
a filter: you can choose to retrieve all the available products or only the ones that belong to one 
of the categories we’ve seen in the previous paragraph. 

The three special values are: 

• Durable 

• Consumable 

• UnmanagedConsumable 

The following sample code retrieves all the products, regardless if they are durables or 
consumables (managed either by the developer or the Store): 

private async void GetProducts(object sender, RoutedEventArgs e) 
{ 
    StoreContext context = StoreContext.GetDefault(); 
    string[] productKinds = { "Durable", "Consumable", 
"UnmanagedConsumable" }; 
    StoreProductQueryResult result = await 
context.GetAssociatedStoreProductsAsync(productKinds); 
    ObservableCollection<AddOn> addOns = new ObservableCollection<AddOn>(); 
    if (result.ExtendedError == null) 
    { 
        foreach (var item in result.Products) 
        { 
            AddOn addOn = new AddOn 
            { 
                StoreId = item.Value.StoreId, 
                Title = item.Value.Title, 
                Price = item.Value.Price.FormattedPrice 
            }; 
 
            addOns.Add(addOn); 
        } 
 
        Products.ItemsSource = addOns; 
    } 
} 
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When you call the GetAssociatedStoreProductAsync() method of the SyncContext class 

passing, as parameter, the filter, you get back a StoreProductQueryResult object, which 

contains a property called Products. It’s a special kind of collection (a Dictionary), which 

contains all the add-ons you have defined in the Store, identified by its unique key (called also 
StoreId). 

In the previous sample, since we didn’t need to display to the user all the information we have 
about an add-on, but just its id, name and price, I have created a simpler class called AddOn, 

which gets populated with the info retrieved from the Products collection: 

In the end, the collection of AddOn items is defined as ItemsSource of a ListView control: the 

user will see, in the main page, the list of available products with each price. 

Purchasing an add-on 

There are two ways to start the process of purchasing an add-on. If we expand the previous 
scenario, we can do it by calling the RequestPurchaseAsync() method of the StoreContext 

class, passing as parameter the identifier of the product. Since, in the previous scenario, we 
have stored this information in the StoreId property of the AddOn class, we can leverage it in 

the ItemClick event of the ListView control, that is triggered when the user taps or clicks on 

one of the products in the list: 

public class AddOn 
{ 
    public string StoreId { get; set; } 
    public string Title { get; set; } 
    public string Price { get; set; } 
} 

private async void Products_ItemClick(object sender, ItemClickEventArgs e) 
{ 
    AddOn addOn = e.ClickedItem as AddOn; 
    StoreContext context = StoreContext.GetDefault(); 
    StorePurchaseResult result = await 
context.RequestPurchaseAsync(addOn.StoreId); 
    string message = string.Empty; 
    if (result.Status == StorePurchaseStatus.Succeeded) 
    { 
        message = "Thanks for your purchase!"; 
    } 
    else 
    { 
        message = "The purchase process has been canceled"; 
    } 
 
    MessageDialog dialog = new MessageDialog(message); 
    await dialog.ShowAsync(); 
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The code is like the one we’ve seen to trigger the purchase of the app itself: when it’s invoked, a 
Store popup will be display directly in the application to handle the purchase process. 

 

 

Figure 35: The add-on purchase process within an application 

When the operation is completed, we get back a StorePurchaseResult object, which Status 

property will help us to understand if the purchase has been completed successfully or not and, 
based on our scenario, act accordingly (for example, by unlocking a new feature). 

If we don’t know the StoreId but we have direct access to the StoreProduct object, we can 

achieve the same goal by calling the RequestPurchaseAsync() method exposed by the object 

itself. The following sample shows how we can force the app to trigger the purchase of the first 
available add-on: 

} 

private async void GetProducts(object sender, RoutedEventArgs e) 
{ 
    StoreContext context = StoreContext.GetDefault(); 
    string[] productKinds = { "Durable", "Consumable", 
"UnmanagedConsumable" }; 
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Handling a consumable product 

If, once we have purchased a product, we would try to repeat the previous process using the 
same code, this time the returned Status won’t be Succeeded but AlreadyPurchased. The 

reason is that, so far, we were simulating a durable add-on: once it has been purchased, it will 
always belong to the user until it expires. 

However, we have mentioned that consumable products work in a different way: at some point, 
need to tell the Store it has been consumed and, consequently, the user can buy it again. 

To perform this task we can use the ReportConsumableFulfillmentAsync() method of the 

StoreContext class, which requires three parameters: 

• The unique identifier of the add-on. 

• How many items of the add-on have been purchased. 

• A GUID, which acts as a unique identifier of the transaction. The purpose of this id is to 
be paired with the StoreId, so that the Store can be aware of the status of a purchase 
operation independently if the app has been able to handle the response or not (for 
example, because of a network error). This way, if you would try to call again the 
ReportConsumableFullfilmentAsync() method with the same StoreId and the same 
GUID, you will get back a result with Status equal to Successful (like if it’s the first 
purchase), so that your application can properly unlock the purchased features. 
However, since the GUID of the operation is the same, the user won’t be charged again 
for the price of the product since the Store would be able to understand that the product 
has already been successfully purchased. It was just the app that didn’t have the chance 
to handle the outcome in the proper way. 

    StoreProductQueryResult result = await 
context.GetAssociatedStoreProductsAsync(productKinds); 
    if (result.ExtendedError == null) 
    { 
        StorePurchaseResult purchaseResult  = await 
result.Products.FirstOrDefault().Value.RequestPurchaseAsync(); 
        string message = string.Empty; 
        if (purchaseResult.Status == StorePurchaseStatus.Succeeded) 
        { 
            message = "Thanks for your purchase!"; 
        } 
        else 
        { 
            message = "The purchase process has been canceled"; 
        } 
 
        MessageDialog dialog = new MessageDialog(message); 
        await dialog.ShowAsync(); 
    } 
} 
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Once we have reported the add-on as fulfilled, the user will be able to buy it again: if we call on 
it the RequestPurchaseAsync() method we won’t get any more AlreadyPurchased as a 

status, but the Store will initiate a new purchase process. 

Here is a sample code that simulates that once the user has selected one add-on in the list, it’s 
reported as fulfilled. 

The code is pretty straightforward: I only highlight that there’s a special status that can be 
returned by the ReportConsumableFulfillmentAsync() method, which is 

InsufficientQuantity: it means that the user is trying to consume a product which has been 

already completely consumed, so he needs to buy it again first. 

Which is the different between a consumable product handled by the developer and a 
consumable product handled by the Store? 

The code is always the same but: 

1. In the first case, we always need to pass as quantity (the second parameter of the 
ReportConsumableFullfilmentAsync() method) the value 1. In the second case, 
instead, we can pass the real number of items that have been consumed. 

2. In the second case, we can use a method called 
GetConsumableBalanceRemainingAsync(), passing as parameter theunique identifier 
of the product , to get access to how many items are left before the user has to purchase 

private async void Products_ItemClick(object sender, ItemClickEventArgs e) 
{ 
    AddOn addOn = e.ClickedItem as AddOn; 
    StoreContext context = StoreContext.GetDefault(); 
    string storeId = addOn.StoreId; 
    uint quantity = 1; 
    Guid trackingId = Guid.NewGuid(); 
    StoreConsumableResult result = await 
context.ReportConsumableFulfillmentAsync(storeId, quantity, trackingId); 
    string message = string.Empty; 
    if (result.ExtendedError == null) 
    { 
        if (result.Status == StoreConsumableStatus.Succeeded) 
        { 
            message = "The product has been successfully used. You can buy 
it again if you want"; 
        } 
        else if (result.Status == 
StoreConsumableStatus.InsufficentQuantity) 
        { 
            message = "Sorry, but you don't have enough quantity, buy the 
product again first"; 
        } 
    } 
} 
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the product again. The following sample code shows how to retrieve this information 
thanks to the BalanceRemaining property, which is included in the result of the method. 

 

Checking the product status 

When the app starts, it’s important to check the status of all the available add-ons, so that we 
can understand if we need to enable or not the additional features. To get this information, we 
need to use the same method we have leveraged in the beginning of this section to get the 
license of the app: the GetAppLicenceAsync() one offered by the StoreContext object. 

In case the app supports add-ons and the user has purchased one or more of them, we will find 
them in the AddOnLicenses collection. For each of them, we can leverage the IsActive 

property to understand if the add-on is still active or not. 

The following code simply takes care of using this collection to retrieve all the purchased add-on 
and, for each of them, display the status to the user with a dialog: 

private async void Products_ItemClick(object sender, ItemClickEventArgs e) 
{ 
    AddOn addOn = e.ClickedItem as AddOn; 
    StoreContext context = StoreContext.GetDefault(); 
    string storeId = addOn.StoreId; 
    StoreConsumableResult result = await 
context.GetConsumableBalanceRemainingAsync(storeId); 
    if (result.ExtendedError == null) 
    { 
        string message = $"The remaining balance of the product is 
{result.BalanceRemaining}"; 
        MessageDialog dialog = new MessageDialog(message); 
        await dialog.ShowAsync(); 
    } 
} 

private async void Products_ItemClick(object sender, ItemClickEventArgs e) 
{ 
    AddOn addOn = e.ClickedItem as AddOn; 
    StoreContext context = StoreContext.GetDefault(); 
    string storeId = addOn.StoreId; 
    StoreConsumableResult result = await 
context.GetConsumableBalanceRemainingAsync(storeId); 
    if (result.ExtendedError == null) 
    { 
        string message = $"The remaining balance of the product is 
{result.BalanceRemaining}"; 
        MessageDialog dialog = new MessageDialog(message); 
        await dialog.ShowAsync(); 
    } 
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Testing the monetization features 

Unlike the previous version of the monetization APIs, the new ones don’t include a local 
simulator to test the implementation without publishing your app. However, there’s a simple 
workaround to test changes in your code without publishing an update every time. Here are the 
steps to follow: 

1. Create a first version of the app, even a basic one, and associate it with a name you have 
reserved on the Store. To perform this operation, right click on the project, choose Store -> 
Associate app with the Store and reserve a new name or choose one that you have 
already reserved in the past on the Dev Center. This procedure will make sure that all the 
information about the identity of the app (like the name, the app identity, the publisher, etc.) 
will be overwritten with the real ones assigned by the Dev Center, instead of the test 
values generated by Visual Studio. 

2. Publish the application on the Store, by following the steps we’re going to see later in the 
chapter. The app doesn’t have to be public; if you’re still in testing phase it can also be 
hidden. 

3. Once the app has been approved and certified, make sure to download it at least once 
from the Store: this way, Windows will download and associate a valid license for it. 

4. Now, since the version on the Store will have the same identity of the version you have 
locally and you have a valid license for it, you will be able to test the Store APIs directly 
from Visual Studio: the GetDefault() method of the StoreContext class will return a real 
object, that will allow you to enumerate the real add-ons, to start the purchase process, to 
fulfill a consumable add-on, etc. You’ll also be able to apply changes to your code 
compared to the version you have published on the Store and the APIs will continue to 
work and report real values, without forcing you to publish an update every time you want 
to test a code change. 

Publishing an application on the Store 

In this section, we’re going to see an overview of the procedure to submit an application on the 
Store. However, we won’t see every single detail of each step, since the Dev Center is 
independent from the Windows 10 SDK: consequently, new features and changes in the 
submission process are released independently by the Windows 10 lifecycle. Also, the images 
you will find in this section are purely indicative and they refer to the time period when the book 
has been written; they won’t be necessarily the same when the book will be published. 

Registering a developer account 

To publish applications, you need to register yourself as an app developer, which is a single 
account that lets you submit apps and add-ins for the entire Microsoft ecosystem, so not just 
Windows Store apps, but also Office add-ins on the Office Store or on the Azure Marketplace. 
The account’s price is $19 for individual developers and $99 for companies: it’s a lifetime 
subscription, which you need to pay only once. However, there is an exception: if you own a 
MSDN subscription, among the available benefits, you will find a token to register for free. 

} 
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You can start the procedure to create a developer account at 
https://developer.microsoft.com/en-us/store/register: you will be asked all the information about 
you or your company, based on which kind of account you want to open. The procedure is the 
same and you’ll be able to pay using a PayPal account or a credit card, the only difference is 
that: 

• If it’s a personal account, it will be immediately activated after that the payment has been 
successfully completed. 

• If it’s a company account, it takes a bit longer to get the account activated: a Microsoft 
partner, in fact, will contact you and request a series of information to prove that the 
company really exists and that you are legally allowed to operate on behalf of it. 

Once the account is ready, there are two important sections to complete if you want to publish 
paid apps, which are Payout and Tax: 

• The first section is required to setup how you want to be paid by Microsoft in case you 
decide to monetize your application (either by directly selling it or through add-ons, or by 
including advertising). We can set up a bank account or a PayPal one.  

• The second section is required to properly manage the taxes payout and it’s important 
especially if you live outside United States. By filling the proper form, in fact, you’ll be 
able to avoid that your incomes are taxed both by the United States and by your own 
country. In case of doubt, I suggest you to contact a business consultant to complete this 
section, since Microsoft is not allowed to provide legal advices. 

The main dashboard 

Once you are logged in to the Dev Center, you have access to the main dashboard, which is a 
way to have a quick glance on the status of your apps, as you can see from the following image: 

 

Figure 36: The Dev Center dashboard 
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You can quickly see which are your most popular apps in terms of downloads, which ones are 
experiencing some problems and which is their status (live on the store, pending certification, 
submission in progress, etc.). 

You have also the option to start a new submission, by pressing the Create a new app button. 
However, this step is required only if you’re starting from scratch: if you have already reserved a 
name for your app and associated it in Visual Studio (using the Store -> Associate App with 
the Store option we’ve seen when we have talked about testing the monetization features), you 
will find it in the list, with status Not started, so if you want to start the submission you just 
should click on it. 

No matter which is the process you have decided to reserve a name for your app (which must 
be unique among the Store, two apps with the same name can’t exist); when you click on it in 
the list you get access to its detail page which, instead, can be used to start the real submission 
process and to perform all the operations that are connected to the app (like creating an add-on, 
seeing statistics about downloads, purchases and crashes, retrieving information about the 
identity or the credentials required to access to push notifications, etc.). 

The following image shows an example of what you’re going to see when you don’t have any 
version published on the Store yet: 

 

Figure 37: The detail page of an application on the Dev Center 

As you can see, in the Submissions, section, you’ll find a button called Start your submission, 
which is the one you need to start the publishing process. 

The submission process 

The submission process is made by six steps, In the following sections we’re going to see an 
overview of all of them. 
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Figure 38: The required steps to follow to submit an application on the Store 

Pricing and availability 

In this section, you can define how you want to market your application: if you want to release it 
for free or to sell it for a price, if you want to enable a trial, if you want to sell it in every country 
supported by the Windows Store or only in a selection of them (for example, the application to 
read a Spanish newspaper will likely be sold only in Spanish speaking countries). 

The most important options you can configure are: 

• The base price 

• Trial mode: like we’ve seen previously in this chapter, you can decide to use the Trial 
never expires option (in this case, it will be up to you to leverage the Store APIs to 
disable some features until the user buys the full version) or one of the timed options 
(from 1 to 30 days). In the second case, Windows will be able to automatically handle 
the trial experience and preventing the user to launch again the app once it’s expired. 

• Sales: thanks to this option, you can decide to offer a promotion to your customers and 
sell the app at a reduced price for a limited period. The Store will take care of 
automatically changing the price for you, you just toned to choose the new price, the 
starting date and the ending date of the sale. For example, you can decide to launch the 
app at a reduced price for the first week, or to run a special sale during a special 
occasion (like the Christmas holidays). 

• Distribution and visibility: the Store offers multiple options to distribute an application. 
Since this book is focused on Windows 10, we’re going to see in detail only the ones that 
are supported by Universal Windows Platform apps, I won’t describe the ones that are 
supported only by previous versions of Windows. The default option is Make this app 
available on the Store, which means that the app will be public and every user will be 
able to search, download and buy it (always respecting, of course, the markets where 
you have opted-in to sell it). However, you have also other two options which can be 
useful for testing / limited distribution scenarios: 

o Hide this app in the Store: also in this case, the app will be available for users 
to be downloaded and purchased, but only if they know the direct link (which you 
can find in the App management -> App identity section of the Dev Center). 
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This is an example of a direct link: 
https://www.microsoft.com/store/apps/9wzdncrfhvqm. Users won’t be able to 
search for the app, neither by its name or by one of its keywords. 

o Hide this app and prevent acquisition: this is the best approach in case you 
want to do some internal testing or distribute an early version of the app to 
bloggers and reviewers before it goes live. When this option is selected, a regular 
user won’t be able to find this app, even if he knows the direct link. The only 
option for him to download it is to receive a promotional code, which can be 
generated and shared only by the developer. 

• Publish date: if the app passes the certification process, you have three options: 

o Automatically publish the app. 

o Manually publish the app: it will remain in “stand-by” (not visible, not searchable 
and not downloadable by users) until you will manually press the Publish button. 

o No sooner that a specific date and time. Of course, this option needs to keep in 
consideration the certification timings (which, in some cases, may require up to 
2-3 days). 

The last two options are typically used when you are planning some marketing activities related 
to the app launch (like social marketing campaigns, go-live of a website, etc.) and you want to 
sync them with the date when the app will be visible on the Store. 

Properties 

This section can be used to describe the features of your application: which category it belongs 
to; if we want that the content of the app to be automatically included in the OneDrive backups; 
if the application has some special hardware requirements (like it works only with a touch 
screen, or it requires a Near-Field-Communication or a Bluetooth sensor, or maybe it’s a game 
so it requires a minimum amount of memory, CPU power and video memory). 

Age ratings 

This section will ask you many questions around the content of your application, like if it 
contains violence, gambling, crude language or images, etc. These questions are requested by 
the International Age Rating Coalition (IARC), which is the legal entity that issues an electronic 
document that certifies the age rating of your app. 

This rating is required by the law and typically affects games since it’s the category of 
applications which is more likely to include content which is not suitable for children. The age 
rating that is assigned to your app can affect which users will be able to download it: for 
example, if the Microsoft Account of the customer is connected to a user who is 14 years old, he 
won’t be able to download an app / game which, instead, has an age rating of 18+. 

Packages 

In this section, you must upload the package of your application. To create it, you need to go 
back to Visual Studio, right click on your project and choose Store -> Create App Packages. At 
the first question, choose the option Yes, which means that you want to create a package for 
the Store (if you answer No, you will get a package that is valid only for side loading, which 
means manually installing the application on another device). 

https://www.microsoft.com/store/apps/9wzdncrfhvqm
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The second step is to choose the name you want to associate with your app: if you have already 
done it before, you can just continue and keep the same name you have already reserved. 

Then it comes the most important app: the package generation. 

 

Figure 39: The package creation process for the Store 

Other than the output location and the version number (which you can choose to manually 
define or to automatically increment it at every build, the only requirement is that the version of 
the package you’re going to create must be higher than the one it’s currently available on the 
Store, in case you’re releasing an update), the most important part is the app bundle generation. 

By default, the option Generate app bundle is set to Always. What is a bundle? It’s a special 
version of the package, which has a bigger size than a traditional one, but it’s split in multiple 
different pieces: a core one, with the basic executable and DLLs which are in common for every 
device, and multiple ones which, instead, contain only specific resources (like the images for a 
certain scale factor or the localization files for a certain language). 

You can easily see when an application is distributed as a bundle because, in case you change 
the configuration of the device where the app is running (like the Windows language or the 
scaling factor of the device), the Store will trigger the download of the additional resources 
which are missing. 

The bundle approach has become even more useful with Windows 10, mainly for two reasons: 
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• The same app can run on a wide range of devices. Releasing the package as a bundle 
will avoid that a user that is downloading the app on a phone with a low resolution will 
also get also the 4K images we have included to support the Xbox One or a big screen. 

• Due to the .NET Native compilation we have talked about in the first book of this series, 
a Universal Windows Platform app can be no longer cross compiled for multiple 
architectures, using the old Any CPU configuration, but you must have a specific 
package for each architecture supported by Windows 10. Thanks to the bundle, you’re 
going to get a single package which contains all the three versions (x86, x64 and ARM), 
but the user will automatically download only the one which is specific for the device 
where he’s installing the app. 

In most of the cases, using a bundle is the best choice, since it has many advantages and it 
reduces the size of the package that the user has download. However, there may be some 
catches in some peculiar scenarios. For example, if you want to provide an option within your 
app to let the user choose the language he prefers (even a different one that the language 
currently configured on the device), the bundle approach won’t work well, since the resources 
files for the languages different than the device’s one will be missing. 

When you make this choice, it’s important to remember that there’s no way to go back once a 
bundle is published on the Store: you can’t change your mind later and revert to a standard 
package publishing. 

Whatever is your choice, make sure to choose the Release mode for every architecture: this 
compilation mode will trigger also .NET Native, which is a requirement for the package to be 
accepted on the Store. Once you have clicked on the Create button, Visual Studio will start 
generating the bundle (or the three different packages). The compilationoperation, this time, will 
take a while, based on the complexity of the application, since.NET Native compilationrequires 
more time to be completed compared to the standard Debug one. 

When the operation is completed, you will find in the folder chosen during the wizard a file with 
the .appxupload extension. The default folder is called AppPackages and it’s stored inside the 
project’s folder. The generated file name will have the following naming: 

Name of the app_version number_architecture_bundle.appxupload 

Here is the example of the generated file for a package generated as a bundle, which supports 
all the existing architectures: 

IapSample_1.2.0.0_x86_x64_arm_bundle.appxupload 

The output window of the certification process will contain also a button labeled Launch 
Windows App Certification Kit: this action will process the application through a tool called 
WACK, which will perform the same preliminary technical tests that are performed by the Dev 
Center. This tool is very helpful to have a rough idea of the outcome of the certification process: 
if you get a failure, it means that also the Dev Center is going to fail the preliminary certification 
and, as such, your app will be rejected. The tool will provide you a report file and, in case of 
errors, all the details you need to know to solve them. 
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Once you have the package, you can simply drag and drop it in the page: the Dev Center will 
start the upload process, followed by the analysis of the package to understand if everything is 
correct (there are no restricted capabilities in the manifest, all the existing assets are valid, etc.). 

By default, the package will be available to every Windows 10 device. If you want to limit the 
distribution (for example, because your application is optimized only for desktop or for mobile), 
you can use the second part of the page to manually choose which platforms you want to 
support. 

 

Figure 40: The option to limit the availability of a Windows 10 app only to a specific set of devices 

Store listing 

The store listing page is the most important one from a marketing point of view. We can use it, 
in fact, to define all the information that will be displayed on the Store and which should attract 
the user to download our application. Some of this information are: 

• The description. 

• The release notes, in case it’s an update. 

• Up to 9 screenshots for each supported device family. 

• Some promotional artworks, which will be used by the Store team in case they decide to 
highlight your application in the front page. 

• A set of keywords, to increase the chances for user to find your application even if they 
don’t know its exact title. 

• A contact mail for support, a privacy policy if needed, etc. 
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To get the best results, it’s highly suggested to provide a different set of information for each 
supported language by your application. The Dev Center will automatically understand (based 
on the structure of your project) which languages are supported and it will propose you to fill the 
previous fields for each of them. 

Notes for certification 

This is the only optional section and it’s required in case the application is picked up for manual 
certification. There are some scenarios where an application can’t be tested out of the box, but it 
requires a set of pre-requirements. For example, if your application is connected to a backend 
service which requires a registration before using it, you should provide a set of credentials for 
the tester, so that he can immediately try the app. 

Submitting the application 

Once you have completed successfully all the steps, the Submit to Store button will be enabled 
and you will have the chance to effectively submit the app for the certification. Now you must 
wait the outcome of the certification. There are two kinds of certification processes: 

• Automatic certification: this process is achieved with a set of automatic tests, which 
checks that your app satisfies all the technical requirements (it doesn’t crash at startup, it 
doesn’t try to use not allowed APIs, it gets suspended and resumed in the assigned 
amount of time, etc.). It usually takes a few hours to be completed. 

• Manual certification: this process is done by a manual tester, which checks that the 
user interface of the app is clear and consistent, that there are no unhandled exceptions, 
that it doesn’t contain content prohibited by the Store (like excessive profanity or 
violence, racism, etc.). It may take up to 5 business days to be completed. 

Most of the apps are processed only through the automatic certification, which means that 
usually an app completes the certification process within a few hours. Then, it takes between 24 
and 48 hours for the Store servers to synchronize and for your app to be fully visible on the 
Store. However, at any time, the Store team has the chance to pick your application for a 
deeper round of tests and, if they find any problem, they will get back to you, asking to fix them 
otherwise they will unpublish the app. 

Some apps, instead, can be randomly picked up for manual certification: in this case, the 
certification process will take longer to be completed. The chances to be picked for manual 
certification are connected also to the “reputation” of the developer: if, in the past, a developer 
has often published apps or updates with problems, it’s more likely that a new app or update 
released from him will be processed manually. 

Once the application has been submitted, in the Dashboard you’ll be able to keep track of the 
status and in which of the different stages of the certification the app is. However, you will 
receive a mail once the certification is completed, either with a success or with a failure. 

Updating the application 

Once you have submitted at least one version of the app, the Start your submission button will 
disappear and the Submissions section in the dashboard will display the status of the last 
submission. 
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Figure 41: The application’s page on the Dev Center once a submission is live on the Store 

If you want to release an update, you can simply press the Update button on the right: you must 
follow the same steps described before, with the difference that, this time, every section will 
already be filled with the information you have specified during the previous submission. 

It’s important to understand that the update procedure isn’t meant only when you want to 
release a new version of the application: in fact, you aren’t forced to upload a new package in 
the Packages section. The update procedure can be used also to change just the price of the 
application, to start a new sale, to create a new add-on or to simply edit the description on the 
Store. In these cases, the certification process will be almost instant, since there isn’t a new 
package to test, neither automatically or manually. 

Add-ons 

Previously in this chapter we have seen how to handle add-ons using the Store APIs. However, 
as mentioned in the paragraph, add-ons are defined in the Dev Center: you can create them 
from the Add-ons section, thanks to a button called Create new add-on. 

 

Figure 42: The section in the Dev Center to create new add-ons 

The procedure to create new add-ons is like the one to publish a new app: once you have 
assigned a unique id to the add-on and its type (Durable, Consumable handled by the user or 
consumable handled by the Store), you will need to define its pricing and availability and the 
information for the Store (like description, keywords, etc.). 

It’s important not to confuse the Product Id (which is a unique value that you assign to make 
easier for you to identify the add-on on the Dev Center) with the StoreId (which is, instead, the 

automatically generated identifier leveraged by the Store APIs). You can see an example in the 
following image: 
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Figure 43: The details of an add-on product 

The value highlighted in the red box is the identifier assigned by the developer, while the one 
highlighted in green is the one assigned by the Store and that will be used by the Store APIs 
we’ve previously learned to use in this chapter. 

Flighting 

Once you have a public submission on the Store, you can decide to create one or more flighting 
rings to release earlier versions of your app to a subset of users, to get feedback and identify 
potential issues before releasing them publicly. 

You can create multiple rings and each of them will contain a list of users, identified by their 
Microsoft Account, which needs to match the one they used to register their Windows 10 
devices. When you publish a new version of your application, you can decide to make it 
available only to a specific ring. 

What happens when the user downloads an application that has one or more flighting rings 
enabled?  

• If he isn’t part of any ring, he will just get the public version. 

• If he’s part of a ring, he will get the testing version that you have released inside that 
ring. 

The purpose of having multiple rings is to handle different testing scenarios: for example, you 
can have an alpha ring (where you publish nightly builds with more new features but potentially 
more issues) and a beta ring (where you publish versions with less new features, but more 
stable). At any point in time, you have the chance to move one version from a ring to the other: 
for example, once you have decided that the beta version is stable enough, instead of starting a 
new publishing process, you can simply move the package from the beta ring to the public one, 
so that every user will get it. 
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Figure 44: The option to create a new package flight 

As you can see from the previous image, flights have the concept of Rank. The rank number 
decides which is the version the user will get: people will download, in fact, the highest ranked 
package available for them. For example, if one of your users is included in both rings (the beta 
one with rank 2 and the alpha one with rank 3), he will get the package included in the alpha 
ring, since it’s the one with the highest rank. 

Gradual rollout 

Another feature provided by the Store is gradual rollout: instead of making a version of the 
application immediately available to every user, you can decide to gradually rollout it so that, if 
any unexpected problem should arise, you can cancel it and avoid that other users will be 
impacted by the issue. When you define a gradual rollout, you need to specify a percentage 
value between 1 and 100: the lower is the value, the lower will be the number of users that, 
every day, will receive the new version. 

Once you are confident that the rollout is proceeding well, you can press the Finalize package 
rollout button to complete the distribution to all the existing users. 

It’s important to keep in mind that you can’t submit a new update until a rollout has been 
completely finalized or halted. 
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Handling different roles 

Having a Microsoft Account as a single-entry point to access to all the Store services works well 
when you’re an independent developer, but it can become hard to manage when you’re working 
with a team or when you have outsourced the development of your application (for example, 
you’re developing an application that will be published by a third-party customer and not using 
your account). 

To handle this scenario, the Dev Center has introduced the concept of roles: the owner of the 
developer account can add other users to the same account, with the option to assign to each of 
them a different role, which will define which features he will be able to access. 

For example, a user with the Developer role will be able to create new packages for the Store, 
to submit new updates and add-ons, but he won’t be able to see any statistics about how the 
app is performing in terms of downloads and purchases. Or a Business Coordinator can 
access to the financial info, change the price of the app, but he can’t submit new updates. Or, 
again, a Marketer can handle all the marketing activities (like replying to user’s reviews or see 
reports about download and usage), but he doesn’t have access to financial reports neither he 
can upload new versions of the app. 

This feature is controlled by the Manage users option under the Account settings and 
requires the owner of the account to setup an Azure Active Directory tenant, since it’s the 
technology that, under the hood, the Dev Center leverage to provide the multi-role feature. 
However, this requirement doesn’t mean that this feature requires an extra payment: even if 
your company doesn’t have an existing Azure Active Directory infrastructure, Azure offers a free 
tier for this service, which is a perfect fit for the Dev Center multi-role scenario (since the 
number of users and object that you can create for free is much higher than the one you usually 
need to handle for such a scenario). 

If you want to learn more about the different opportunities and how you can create a free Azure 
Active Directory account, you can refer to an official blog post published by the Windows team: 
https://blogs.windows.com/buildingapps/2015/12/22/using-multi-user-and-roles-in-dev-center  

The Windows Store for Business 

So far, we have talked only about consumer scenarios: the Windows Store, in fact, is an 
environment dedicated mainly to consumer customers, which are the users that every day buy 
and use a Windows 10 device like a PC, a Xbox One, etc. 

However, as developers, we may often have the requirement to work not only on consumer 
apps, but also on enterprise apps. Additionally, there are some apps that don’t have a fixed 
target: they can either be used independently from a consumer or a business user. 

To simplify the distribution of apps in an enterprise environment, without having to setup a 
Mobile Device Management infrastructure with tools like Intune or Airwatch, Microsoft offers the 
Windows Store for Business: it’s based on the same infrastructure of the Windows Store, but it’s 
dedicated to companies. 

https://blogs.windows.com/buildingapps/2015/12/22/using-multi-user-and-roles-in-dev-center
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The entry point, in fact, is the same Store app you find on your Windows 10 device: the 
difference is that, starting from the November Update, users can login on the Store not only with 
their private Microsoft Account, but also with their company account (which must be connected 
to an Azure Active Directory subscription). 

If your company has properly enabled and configured the Windows Store for Business, other 
than the traditional consumer sections (like Apps, Games, Music and Movies & TV), you will find 
a specific section of the Store where you’ll be able to see and download all the applications that 
your company has decided to make available to you as a worker. These applications can be: 

• Consumer applications that are available also on the public store, but that your 
employee has decided that they can be useful for your everyday work. 

• Internal applications, that aren’t available on the public store because they would be 
useless for a person that doesn’t work for your company. 

One of the biggest advantages of the Windows Store for Business is that it supports bulk 
purchases of public apps: your employee can buy 100 licenses of a public paid app and assign 
them to each user of the company. Additionally, licenses can be easily transferred from one 
user to another, in case for example that a person leaves the company and he’s replaced by a 
new one. 

You will find a reference to the Windows Store for Business in the Pricing and availability 
section of the submission process: when you publish a new app on the Store you can decide, in 
fact, to opt in or opt out for bulk licenses purchases. 

You can learn more how to setup a Windows Store for Business in your company at the URL 
https://www.microsoft.com/business-store  

The Microsoft Store Services SDK 

We conclude this chapter with a brief overview of an SDK that has been recently released by 
Microsoft called Store Services SDK, which allows to perform further operations connected to 
the Store within your app. You can follow the official instructions to learn how to download and 
install the SDK in Visual Studio: https://msdn.microsoft.com/en-
us/windows/uwp/monetize/microsoft-store-services-sdk#install-the-sdk 

Here are the supported features. 
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Experiments with A/B testing 

A/B testing is a practice that can be helpful to experiment if a new feature in your app can be 
useful or not. When you leverage this feature, you have the chance to define a set of variables 
and values in your project remotely in the Dev Center, which are retrieved by the application in 
real-time. These variables will assume different values for different users, despite they have 
downloaded the same app. For example, in a game you may decide to sell an add-on which 
allows the user to buy an extra number of life: the price of the add-on will be the same, but 
some users will get 5 extra life, while some others 10. When the experiment is ended, you’ll be 
able to see statistics about the outcome and leverage it to decide how to implement the feature 
in your app. For example, if the conversion rate of the add-on (which means the number of 
people who has purchased it) is five times higher for the users that have received 10 extra-life 
instead of 5, it means that the B option is more effective. If, instead, you get a similar number of 
purchases regardless of the number of extra-life, probably we will have to think about a more 
interesting and attractive add-on. 

You can learn more about the implementation details in the documentation: 
https://msdn.microsoft.com/en-us/windows/uwp/monetize/run-app-experiments-with-a-b-testing 

Collect feedbacks 

Starting from the Anniversary Update, Windows 10 has a new built-in app called Feedback 
Hub: its purpose is to collect feedbacks, error reports and suggestions from users about their 
everyday experience with Windows 10. The data collected by this tool is analyzed daily by the 
Windows team and used to define priorities when it comes to fix bugs or to add new features in 
the future releases of Windows. 

However, the Feedback Hub can be used also to collect feedback about your application: you 
can launch the app within your application and then, directly in the Dev Center, you’ll be able to 
read the feedbacks, reply to them or mark them with a special tag (like “Under revision”, 
“Implemented”, “Not supported”, etc.), so that your customers can always stay up to date about 
the status of their suggestions. 

Once you have installed the Store SDK, using this feature is very simple: you just need to 
retrieve a reference to the StoreServicesFeedbackLauncher object with the GetDefault() 

method and invoke the LaunchAsync() operation, like in the following sample: 

private async void OnSendFeedback(object sender, RoutedEventArgs e) 
{ 
    var launcher = 
Microsoft.Services.Store.Engagement.StoreServicesFeedbackLauncher.GetDefaul
t(); 
    await launcher.LaunchAsync(); 
} 

https://msdn.microsoft.com/en-us/windows/uwp/monetize/run-app-experiments-with-a-b-testing
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The StoreServicesFeedbackLauncher class offers also a method called IsSupported(), 

which can be useful if you decide to implement this feature in an application which, however, will 
be supported also on a version of Windows 10 prior to the Anniversary Update, which doesn’t 
have the Feedback Hub application. This way, for example, you can choose to hide the button 
to send the feedback if the feature isn’t supported on the device where the app is running. 

Send Dev Center push notifications 

Dev Center push notifications are like regular push notifications, but they don’t require to setup 
a traditional Windows Nofitication Service infrastructure with a backend because they are simply 
sent to all your customers directly by the Dev Center. For example, you can send a notification 
to all your customers to invite them to try a new feature or to rate your app. 

You can also send targeted notifications, based on a set of criteria supported by the Dev 
Center: for example, you can decide to notify a promotion only to your most active users (based 
on how many times they have opened the application) or to notify a discount on an add-on only 
to your less active users (to encourage them to start using the application again). 

You can learn more about how to implement them in the official documentation: 
https://msdn.microsoft.com/en-us/windows/uwp/monetize/configure-your-app-to-receive-dev-
center-notifications 

Log custom events 

The option to log custom events is often offered by many analytics tools, like HockeyApp or 
Google Analytics. Thanks to a very simple API, you have the chance to track on the Dev Center 
every time the user has done a specific operation in your application (like opening the setting 
page or using a feature of your app). This way, based on the reports you will get, it will be easier 
for you to understand how many people are using this feature and act accordingly. For example, 
if the usage numbers are high, you can decide to invest more time in expanding it; vice versa, if 
the numbers are low, you may decide to rethink the way you have implemented the feature, 
because probably the current version isn’t very useful. 

The code to track an event is every simple, as you can see from the following code: 

private async void OnSendFeedback(object sender, RoutedEventArgs e) 
{ 
    Microsoft.Services.Store.Engagement.StoreServicesCustomEventLogger 
logger = 
Microsoft.Services.Store.Engagement.StoreServicesCustomEventLogger.GetDefau
lt(); 
    logger.Log("SettingsPageOpened"); 
} 
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Display advertising 

The SDK includes also two controls to display advertising in your application, which is another 
monetization option: instead of selling your app or add-ons, you can decide to release your app 
for free and to earn money from the advertisings displayed within the app. 

However, you need to be careful: if the advertising is too intrusive, it can lead to a bad user 
experience. A commonly used practice is to release a trial version of the app with advertising 
and then selling a paid version without it or offering an add-on to remove it. 

The Store SDK contains two controls to display advertising: 

• AdControl, which is the one to display standard banners within your app, in different 
sizes and formats. 

• InterstitialAd, which is a control that can display videos at a certain time during the 
usage of the application (for example, before launching a new level of a game). 

You can find all the information on how to configure the controls and add them to your 
application in the official documentation: https://msdn.microsoft.com/en-
us/windows/uwp/monetize/display-ads-in-your-app 
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